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Technology Trends

e “Laws” (in most cases, really Rules of Thumb)

— Moore’s law (transisters/chip doubles every 18 months)
— Joy’s law (MIPS doubles every year) ...

— Amdahl’s Law: No point in improving the performance of something that is 1% of the
total cost.

e Memory, CPU, disk densities increasing very rapidly. ..
e But raw seek times improve very slowly — Random I/Os are not going to keep pace

e Still mostly true. ..

5 Minute Rule

e The Five-Minute Rule..; Gray, Graefe; 1997
e Born out by observing real systems, technology trends..
e To be applied when the system is being designed.

— When deciding how much memory, disk to use
— Typically based on a workload

— See original 1987 paper for an example
e 5-minute rule: If the data is going to be accessed again in 5 minutes, keep it in memory

— Purely economic decision
— Rent on keeping disk block in memory for 5 minutes ~ Cost of one disk access

— So “cheaper” to just access it from disk if re-reference in > 5 minutes.



RAID: Motivation

e A case for RAID; Patterson et al.; SIGMOD 1988

Seek times improving very slow

— Must move towards an array of inexpensive disks (later changed to independent)

MTTF (mean-time-to-failure) low for an array of disks

— Even though 10’s of years for a single disk

Need to actually worry about the loss probability

— Depends on the time to replace the disk

* Lose data if another drive fails
* Hot-pluggability and fast data copying very important

Solution: Redundancy

RAID: Redundant Array of Independent Disks
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(c) RAID 2: memory-style error-correcting codes
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(d) RAID 3: bit-interleaved parity

HEEE

(f) RAID 5: block-interleaved distributed parity

RAID: Notes

e RAID 1 (also mirrored storage)

— Can read from either disk, writes to both disks
— No additional waits — disk controllers don’t do physical writes immediately

* On-board NVRAM used to “absorb” the writes
* Faster for the user; better performance by batching



— Lower storage efficiency (100% extra required), Best performance
e RAID 2

— Hamming code striping
— Redundant: We know which disk failed

e RAID 3

— Single parity bit

RAID: Notes

e RAID 4

— Doesn’t make sense to stripe at bit-level
— Do it at block level
— High load on the Parity Disk (involved in each write)

e RAID 5

— Spread the parity blocks around

— Writes involve 4 read/writes: read/write the block being written, read/write the parity
block

— High storage efficiency, but high write overheads

e RAID 1 most suitable for Transaction Processing

HP AutoRAID

e RAIDs have too many parameters: layouts, stripes, cache sizes, policies

— Hard to setup and optimize

— Also the motivation behind Autonomic Computing

e Basic Ideas:

Active data: Stored in Mirrored Storage (RAID 1)
* Better performance
Inactive data: Stored in RAID 5

* Better storage utilization

On a “write” to inactive data, it moves to RAID 1

In background, “least recently written” active data moved to RAID 5



HP AutoRAID Hierarchy
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HP AutoRAID

e From: ‘ HP AutoRAID Field Performance

; Doug Voigt

HP AutoRAID

e From: ‘ HP AutoRAID Field Performance |; Doug Voigt

HP AutoRAID Reads

All Reads
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HP AutoRAID

e From: |HP AutoRAID Field Performance

; Doug Voigt

e Paper also notes: AutoRAID best if the daily working set fits in RAID 1


http://www.hpl.hp.com/research/ssp/papers/Voigt1998.pdf
http://www.hpl.hp.com/research/ssp/papers/Voigt1998.pdf
http://www.hpl.hp.com/research/ssp/papers/Voigt1998.pdf

HP AutoRAID Writes
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HP AutoRAID

e Implemented in software, at the disk array controller
— Hidden behind SCSI

e Need a level of indirection (so we can move blocks around)
— At the array controller

e Start out fully mirrored
— Slowly move data to RAID 5 (till about 10% mirrored)

e Promote/demote in 64K chunks
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Virtual device tables:
One per LUN. List of rRBS
and pointers to the PEGS
in which they reside.
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PEG tables: one per
PEG. Holds list of RBS
in PEG and list of
PExes used to store
them.

PEX tables: one per physical disk drive

Fig. 5. Structure of the tables that map from addresses in virtual volumes to PEGs, PEXes, and
physical disk addresses (simplified).



HP AutoRAID: Interesting points

e Features:

Hot-pluggable disks, fans, power supplies etc.

Can have heterogenous disks

Disks can be added anytime

Active spare: instead of having a spare disk, spread it across all disks
e [og-structured RAID 5 Writes

— To avoid updates in place (small-write problem), use log-style writes
— When writing to a block in RAID 5, write to a new location and invalidate the old block

— Garbage collector takes care of it

HP AutoRAID: Interesting points
e Thrashing

— Need to watch out for in any such system
— Hopefully active set doesn’t change too fast
* Usually real world obeys 80/20 rule

— Typical solution: hysterisis

e Policy issues

When to promote: on writes

When to demote: low empty space, too much RAID 1 data

Assigning PEGs across actual disks (load-balancing)

When new disks are added, how to integrate etc...

All hidden from the user/sysadmin

AutoRAID and Databases
e RAID not suitable for Database operations

— Meant for file-system kinda workload

— Especially something like AutoRAID

— Unpredictable performance: Hard to optimize
— How are indexes built etc ?

e However, databases must deal with it

— Many optimizations underneath



