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Patient History

Fig. 1. Current state of the system for visual-interactively browsing in prostate cancer patient histories. It consists of three components.
A list-based overview of the patient histories is shown at the center. This has been the first goal of the project. The history of selected
patient subsets is shown at the buttom using aggregated views (coined cohort fingerprints). To the left and right, the distributions of
static attributes are shown, whose observations are related to the current patient set by statistical dependency measures (see arrow).
Abstract—We report on the development of a system for the visual interactive stratification of prostate cancer patients. This system
has been developed in collaboration with medical researchers. Our contribution to their analysis process is to short-cut the workflow of
hypothesis building, selecting cases from the health record system by hand and statistical testing. Our system allows for the interactive
selection of patient cohorts, which starts an ensemble calculation to determine the most promising correlations.
Index Terms—Information Visualization, Visual Analytics, Cancer Research, Patient Cohorts, Hypotheses Generation and Validation
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I NTRODUCTION

We report on our development of a system for the stratification and
analysis of prostate cancer cases. This system has been designed in
collaboration with medical researchers during the course of one year.
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tient data in the world. The repository consists of nearly 16.000 cases
including pre-surgery, histological, clinical, and quality-of-life data.
In many cases, a prostatectomy - partial or entire removal of the
organ - is the first and most important therapeutical measure. However,
the decision for the surgery requires a trade-off between side effects
and expected results. The long term goal of the medical researchers
is a sound prognosis of the cancer prior to surgery. For this reason, a
patient’s record contains a relatively large amount of static snapshot
data. The analytical goal is to relate this snapshot data with the postoperative, dynamic data including clinical events, measurements and
outcomes. Accordingly, the short term goal of the medical researchers
is the identification of publishable correlations in their field.
At the beginning of the project, the researchers already used a custom electronic health record system for single patient’s data. The first
goal of the project was a visualization of multiple patient histories for
comparison and drill-down. In addition, it should facilitate the interactive definition of patient cohorts and the visual communication of
findings.
However, during the course of the project, the focus shifted from
pure visualization to analytical support. We learned, how cohorts are
manually created in an elaborate compiling, testing and refinement
procedure by different persons and tools. Typically cohorts are assembled from single patient’s data and are tested for specific correlations.
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In this process, only one specific correlation can be tested at a time.
Our second contribution primarily aims at mitigating this tedious process and allowing for ensemble testing multiple correlations at a time.
We included the multivariate snapshot data to allow for the interactive query for patient subsets via mouse-click. Any subset under
inspection is immediately related to all other data via linked views.
Early cancer detection determinants can be identified from the large
attribute set. In addition, the visual linking is augmented by the calculation of the statistical significance. Specifically our contributions are
as follows:
• We discuss on how the collaboration and the design processes matched suggested methodologies for visualization design. Specifically, we report on how we adopted an original design from the researchers. Furthermore we report how we dealt
with an extension of the project focus from ”pure” infovis to visual analytics
• We present a system in its current state which allows for the integrated assembly, testing and refinement of patient stratifications.
It combines a visual-interactive exploration with an automated
statistical ensemble analysis for all (40+ attributes) available on
record. This approach bee-lines the process to identify promising correlations for publishing and it broadens the scope of the
search.
• We present a visual ”cohort fingerprint”, which is an iconic aggregation of the clinically relevant data of an entire cohort. We
use these fingerprints to show the history of the cohorts created
for later use.

Fig. 2. The original visualization of a single patient’s history data which
is currently in use with the electronic health record.

progression if space is available. For the every design of a LOD-step
we discussed the removal of visual elements. As an important by-result
of this discussion, we clarified different stages and information needs
of the analytical process. Three different levels of detail are shown in
Figures 3, 4 and the title Figure 1. All visualizations represent at least
the patient’s well being in the traffic light colors green, yellow and red.
This choice of coloring is an example for a design conflict between visualization state-of-the-art and a user’s suggestion. We accepted their
choice for the time being, because nobody in their team is color-blind.
The patient cohort visualization should support the following interactive workflow: The visualization should offer an overview of the
database. On the coarsest level, the visualization only shows the duration of post-operative phases with different levels of severity. For
an efficient comparison, the visualization allows for interactive temporal synchronization (by events) and sorting (by durations) of patient
records. Patient records may be selected to allow for a drill-down.

Note that replacing the original electronic health record system was
not a goal of this project. The researcher still use this system to show
and manage details for individual patients. For the design, this left us
more freedom for the design for our stratification task.
2 R EPORT ON THE D ESIGN S TUDY
2.1 Initial Requirement Analysis
In this project, we collaborated with physicians specializing solely
in the treatment and research of prostate cancer. As a consequence,
their clinic conducts a high number of surgeries ever year. For both
their research and their quality management, the clinic has built up a
database of more than 16.000 prostate cancer patient histories. The patient records contain demographic data, blood- and histological samples, clinical data and an extensive survey of follow-up care.
The driving goal for the physicians was the improvement of their
analytical capability in data-driven research. At the beginning of the
project, the physicians adressed us with the task of visualizing a large
number of patients at once. To understand the requirements, we got
an introduction of their current analytical workflow: This workflow
included a manual comparison of single patient plots with their own
health record system, followed by an assembly of patients to cohorts
and a statistical analysis. The process from hypothesis to statistical
evaluation usually required efforts measured in days. From their perspective, the visualization should help improving the comparison task.
A second goal was to establish a technique to visually communicate
patient cohorts to their research community by other means than statistical measures. At this point, the physicians did not yet consider how
the other tasks of the workflow could be supported.
Their health record system already offered a visualization of a single patient development which continues to be in use. The original
visualization has been developed by the physicians themselves (see
Figure 2). It became evident that our design has to comply with their
current visualization and our new design for multiple patients. Most
notably, the general layout, the dynamic attributes and the parts of the
color coding should be preserved. Obviously, the original design does
not scale to the entire number of patients in the database. While one requirement was to show as ‘many patients as possible’ we agreed to aim
at one patient per pixel row as the maximum reasonable number. We
suggested a level-of-detail method, to preserve details of the patient’s

Fig. 3. The final mockup design reflects the detailed view of a patients
history. It has been iteratively developed from the original visualization
used in the health record system for a single patient. Depending on the
number of patients shown, the level of detail can be reduced to a pixel
row.

2.2 Development Phase
The visualization built from the initial requirements now constitutes
the core of the frontend (see Section 2.2.1). Additional requirements
emerged from in-depth discussion with the physicians about their current analytical workflow. We included a means to store the patient subset history (see Section 2.2.2). As the workflow heavily imvolves the
snapshot data (especially from histology), we developed visual interactive query interfaces for defining cohorts (see Section 2.2.3).
2.2.1 Browsing in Large Numbers of Patient Records
We developed the Patient List View based on the technical requirements for a single patient renderer and the specifications of the visual
encodings and the interaction design. The result can be seen in Figure 4. Based on previous drill-down interaction a cohort of 48 patients
is shown. At the top of the list a control bar enables the domain experts to synchronize the set of patients (here: between phase ‘yellow’
and phase ‘red’). In addition, the bar allows for sorting the patient list
with respect to the length different phases of the patient records (here:
phase ‘yellow’). At the right of the control bar physicians are also enabled to order the patient list by the disease-status since this attribute
is most often used as dependent variable when hypotheses about early
warning ‘determinants’ are to be tested.
At the bottom of the Patient List View an adapted patient renderer is
shown. In contrary to the already described renderer for single patients
this patient renderer supports rendering of ‘patient bundles’ (see Figure 5 for the final mockup). By that means, we aim at providing a visual aggregation technique for sets of patients based on opacity bands.

We introduced this technique to the domain experts as a visual fingerprint of patient cohorts which facilitates visual comparison tasks.
From our point of view this visual encoding of patient sets will enable
us to develop patient clustering techniques in future projects. However,
this requires the definition of patient similarity measures which is an
interesting subject of future work. One obvious possibility for the use
of the patient bundle rendering technique is a history functionality as
described in the next section.
Patient List

-144

-120

-96

-72

-48

-24

0

24

Fig. 4. Cohort of 48 patients all having metastasis with a duration of 24 to
48 months. The list is synchronized to the event between phase ‘yellow’
(biochemical re-occurrence) and phase ‘red’ (metastasis), sorted by the
duration of phase ‘yellow’.

2.2.2 Tracking Histories of Patient Cohorts
While the patient history functionality was not part of the initial requirements of the physicians, we identified a growing interest and familiarization of the domain experts to the technical repertoire of information visualization, and the enhanced beneficial means for their domain. We facilitate the patient bundle renderer as a visual fingerprint
of a set of patients. By that means we are able to present a history of
previous patient selections as it can be seen at the bottom of the title
Figure 1. On the one hand this visual encoding serves as a compact
visual representation of a set of patients. On the other hand, it allows
for a recognition of previously selected patient cohorts. As an example, the left fingerprint in the title figure contains a comparatively long
red bar (metastasis phase) while the fingerprint right next to it shows
a patient cohort with a tiny red bar. By that means the physicians are
able to look-up the previous patient cohorts (here: six previous cohorts
while the left fingerprint corresponds to the actual cohort).

tient attributes. The analytical strategy often involved the definition of
cohorts by static attributes and to relate these to patient development,
or vice versa. Our intention was to short-cut this process by including
the static attributes into the system with linked views.
Due to scalability issues we chose to show value distributions only.
Early brainstorming results for the development of visual-interactive
attribute handling techniques are shown in Figure 6. Together with the
domain experts, we made the decision to implement barchart-based
attribute visualizations which facilitate the visualization of the global
number of observations, and the current selection. While other more
powerful techniques for multivariate data are known to our community, we choose from well-known techniques to minimize the learning effort. Instead of learning a complex visualization, we considered
learning the concept of linked views more important to use infovis
techniques.
Every bar works as a selector for the patient cohort; multi-selections
(including different attributes) are supported. The charts are linked
by highlighting the distribution of the selection. However, the actual
strength of the correlation between different attributes remains difficult to read without additional measures. Based on the binning category, we calculate a statistical dependency measure in order to assess
the strength of association for each observation of the current patient
selection with respect to all patients. Technically, dependency is measured as a deviation from an expected distribution under the assumption of independency. If this deviation is large enough that a random
effect can be excluded, we encode the attribute value with a saturated
blue or red color. As a result, the physicians are able to look-up most
dependent (and thus potentially interesting) relations without effort. In
the title figure about 100 attribute values are shown in the attribute visualizations. About twenty of these values are highlighted because of
a significant deviation from the expected.
The experts are pointed to promising relations to formulate hypothesis or models for patient cohorts. Furthermore the chance of missing relations for further analysis is decreased. In acceptance tests conducted with the physicians, we first wanted them to detect something
expected. By that means, we aimed at raising the trust in this enhanced
visual analytics facility. Thus in the title Figure 1, we selected the cohort of patients with had to undergo a hormone therapy (see the indicated selection at the right). The attribute with the selected observation, and three additional attributes are shown in Figure7 in detail. The
physicians confirmed strong relations of hormone therapy patients to
patients who got metastases and a death of disease (only some of the
20 observations indicated with blue color).

Fig. 6. Paper sketches were pare of the initial design phase. We also
used them to illustrate the effects of selection (orange) and the use of
linked visualizations.

Fig. 5. The cohort fingerprint is a visual aggregation of the history data,
which is used to identify and restore a specific cohort from the history.
Note that the synchronization scheme is part of the fingerprint.

2.2.3 Revealing Relations of Cohorts and Additional Attributes
In the course of the project, we integrated a third component into the
patient browsing system: the visual-interactive analysis of static pa-
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R ELATED W ORK

In the first part of this section, we will focus existing approaches which
are related to our general analytical goal of patient stratification. For
brevity, we do not claim to make an extensive survey here; we picked
approaches, that most closely match specific aspects to our own work.
After that, we will survey on techniques related to our other contributions - glyph design and analytics provenance. The final part of this
section is dedicated to design methodology approaches and reports.
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data, which is basically the same goal. DICON and its glyph work as
a standalone solution for cluster exploration. In contrast, we decided
to make the visual appearance between the visualization for a single
patient and the cohort fingerprint as similar as possible. In a recent
survey Borgo et al. [2] reviewed definition, uses, and guidelines for
glyphs.
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Fig. 7. Final visual encodings of additional patient attributes. The selection of observations triggers an update of the patient list. Currently, the
‘true’ observations of the upper left attributes are selected, the respective bar is entirely colored white (the selection color).

We consider our approach related to both visualization systems for
electronic health records (EHR) and to analysis systems for interactive statification (or grouping) in multidimensional data. Rind et al. [7]
compare fourteen visualization systems for electronic health records
for clinical research and/or practice. In their survey they distinguish
systems, by their ability to show multiple patient records, by their primary data types, the number of variables, and the user intentions supported. In these terms our system visualizes multiple patient records
and a mixture of snapshot data, dynamic event data, and measurement
data. Compared to other EHR systems, we had a stronger design priory to show more variables (< 30) and patients at the same time. To
achieve this, we show most of the data at a higher level of abstraction.
Lifelines2 [10] is a tool for the visualization and temporal comparison of multiple patient records. Events are represented by markers
along a timeline. Our visualization for clinical events and outcomes
follows a similar strategy. Most importantly, we adopted the approach
for the interactive alignment to events of a specific type for the comparison of durations. In addition to single events, like medications or
surgery, our design includes measurement data (PSA-values), therapy
intervals, or outcomes. To allow for the effective use of space for different patient selections, we use a zooming approach which works similar to Bade’s [1] approach.
While Lifelines focuses on event data and nominal data, other approaches have been suggested for numerical values. StratomeX is a
system and technique [6] for the identification and refinement of meaningful stratifications. The workflow imposed by their task definition
for mRNA analysis is valid for a broad range of medical cases and
similar to our own. StratomeX allows for an interactive editing of patient groups and provides a visual feedback of relations across different
data sources. Statistical measurements for the dependencies have been
introduced by a recent approach by Turkay et al. [9]. This extension
shows the statistical significance of differences due to changes in the
interactive selection. While pursuing the same idea, our statistical test
covers nominal and categorized numerical data.
Patternfinder [5] is a system for visually querying event patterns in
medical databases. It tackles the problem of a large variety of event
sequences and parameters which possibly define a meaningful data
subset. In our system, all filter queries can be issued by selecting the
corresponding attribute values except for event sequences.
Persisting the history of findings is a mandatory requirement for
analytic provenance and long-term evolution of results. Still, it can
not be considered a standard concept in visual analytic systems. As an
example, Shrinivasan and van Wijk [8] and Dunne et al. [4] present
meta-visualizations which evolve during the interactions and findings
of an analytical sessions.
The cohort fingerprint is a complex glyph to distinguish a patient
subset in the session history. With DICON, Cao et al. [3] present glyph
designs representing the distribution of attribute values in subset of the

C ONCLUSION

AND

F UTURE W ORK

We presented the development and current state of a visual analytics
system which is adapted to the analysis of cohorts of prostate cancer
patients. The project started as a visualization project to show multiple
patients for comparison. As we gained a better understanding of the
analytical goals, the project shifted in scope from visualization to visual analytics. In contrast to purely research driven projects, we had an
existing workflow as a basis. For the visualization this required careful
redesign of the methods the physicians already developed for themselves. From the analytical workflow, the best-understood operations
have been choosen and integrated to the system.
During our collaboration, we noticed the trade-off between a stateof-the-art solution, and its similarity to existing habits, metaphors, and
workflows. We often felt that a step by step approach heading towards
the state-of-the-art is more likely to be successful in the long run. In
retrospect this has been more an issue of mutual teaching than an issue of technology per se. We plan to continue and extend this work
with our clinical partners both in terms of supported data, supported
operations, and an evolving formalization of the analytical heuristics
as well. The side-by-side comparison of two or more cohorts is a next
natural step. Another potential goal is incremental modeling of more
complex dependencies.
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