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Abstract

have also supplied additional information about the pictures in the form of tags (people, locations, events among
others), labels, dates and comments. This huge amount of
data presents an interesting opportunity for the creation
of new interfaces and mechanisms to extract further information that could help improve the user’s experience.

If a picture is worth a thousand words, how much are
twenty seven thousand photos worth? We believe that
they can help tell the life history of a person. In this paper we present a depiction of Dr. Ben Shneiderman’s life
based on a Network Analysis of MyLifePix, a highly curated collection of more than twenty seven thousand of
his pictures that show the world from his camera lens. In
this analysis we accessed the photos stored on Flickr and
using information about the people in the pictures which
is stored as tags on the system we created a network of
personal appearances on the photos. Then we analyze the
resulting network using NodeXL an open source Network
Analysis and Visualization tool built on top of Microsoft
Excel 2007. We found interesting results that show not
only the two dimensions of Dr. Shneiderman’s life, the
professional one and the personal one, but also details of
both worlds that aren’t clear at first sight or easy to infer
without prior knowledge of Dr. Shneiderman’s life.
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In this paper we argue that, by using a good repository
of photos, meaningful information can be extracted about
the users and their relationships. For this we analyzed the
network of co-occurrences of the people in MyLifePix, a
huge and highly curated photo collection with more than
27000 images of the life of Dr. Ben Shneiderman. The
results of this analysis allowed us to infer relationships
using only the information of the co-occurrences of the
people in the photos. Those inferred relationships can be
used to augment the traditional social network graph, and
offer the user new interfaces and applications more tailored to the user’s interests.
The rest of the paper is divided as follow: first we present
the related work in section 2. Then we describe the motivation for the paper in section 3. Later we present some
generalities of the process followed in section 4, then in
section 5, we describe in detail of our results. Finally we
relate our future work on the project and derive the conclusions in sections 6 and 7.

Introduction

As part of the social network explosion, photo collections
are a topic that is gathering more strength with the time.
With the ease that sites like Flickr and Facebook offer
to interact using photos, these repositories are becoming
bigger and bigger, according to [13], in Facebook alone
there were more than 15 billion photos in 2008, and that
number was increasing by 850 million new pictures every
month. Moreover, the users that uploaded those photos
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Related Work

There have been several individual efforts to advance the
concepts used in this paper. However as we show in this
1

section to the best of our knowledge, none has used them
all together to extract meaningful information from networks of co-occurrences in photos. In this section we
present some of those concepts in areas such as photo
sharing and social networks, network analysis, and photo
collections.

2.1

of data, and allows preprocessing through the use of common spreadsheet formulas. The beauty of this method is
that it can be applied, without the need to learn a new programming language.
We use NodeXL in this project to analyze all the data,
with the help of a Python script to download the information from the Flickr repository as described in the
Section5.1.

Flickr and Photo sharing sites

Many empirical research studies have been conducted
around photo sharing sites like Flickr. For instance Van
House et al. on [10] presented some results from an ongoing study about the dimensions and meanings of photos in Flickr as a social tool. One of the results of this
study is the concept of the relationship between the people that appear together in the same photo, itself based on
the concept of "togetherness" as defined by Rose in [12].
This is the foundation of the notion of co-occurrence that
we used as a baseline to build the network graph from the
MyLifePix data.

2.3

MyLifePix is a highly curated collection of more than
27,000 photos from Dr. Ben Shneiderman’s life. It includes both personal and professional pictures from as
far back 1983, organized by albums, and tagged by people and location by to Dr. Shneiderman with the help of
tools like PhotoFinder [11]. Originally inspired by the
MyLifeBits project [8], MyLifePix has evolved from a
personal collection of printed images, to a digital collection using PhotoFinder, then to a web based version [6],
and finally to a Flickr repository that according to a Flickr
representative, contacted for guidelines on how to upload
the collection, might be one of the biggest and most organized photo repositories in the photo sharing website.

The concept of co-occurrence has been used before for
other purposes. In [15]Sigurbjörnsson et al. use it to
propose a tag recommendation system. Their idea is to
suggest to the user, additional tags related to the ones already inserted in a photo by using patterns found in Flickr.
For example when somebody tags a photo with "Capitol",
the system can recommend related tags such as "DC" and
"Congress". In this paper we use a different approach,
where we build the whole network of co-occurrences of
the people in the collection, and then work on top of that
network. We focus therefore on just one type of tag (people) and one very specific relationship (co-occurrence).

2.2

MyLifePix

In this paper we analyzed the Flickr’s MyLifePix repository, using a Python script and the Flickr API to extract the
required meta data that was then analyzed using NodeXL.

2.4

TouchGraph Photos

TouchGraph Photos [4]is a Facebook App based on the
network visualization tool TouchGraph. This app allows
the user to interact with a visualization of his or her social
network. The application also includes a version of the
concept of co-occurrence and some other features to analyze the graph, in particular in the graphical area. TouchGraph Photos is an specific application of the TouchGraph program, which offers some of the functionalities
of NodeXL, but places more emphasis in the eye candy
characteristics (e.g. allowing the user to drag the nodes
while readjusting the graph by force feedback), and lacks
of the versatility of the open source template, like the different Layout algorithms, the nodes and edges metrics and
specially the spreadsheet backend.

NodeXL References.

NodeXL [2, 5] is an open source network analysis tool
built on top of Microsoft Excel 2007. It allows network data analysis and manipulation using as a foundation the basic concepts of spreadsheets. It incorporates in one program several tools necessary to perform
network overview, discovery and exploration, like zoom
and filters, graph metrics, and layout and clustering algorithms. Additionally, the data is handled using the traditional spreadsheet which facilitates the import and export
2

The main difference between this paper and the results
presented with TouchGraph Photos are: the size and quality of our photo repository and the extra functionality of
NodeXL that allowed us to handle the large amount of
information available in MyLifePix to extract meaningful
results.
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4.1

Approach

In this section we describe the approach we used to develop this paper. We start by talking about the concept of
co-occurrences in the photos, and then we describe some
of the generalities of the techniques we used in our analysis.

Motivation

Co-occurrences

The main concept used to analyze the data in this project
is the idea of co-occurrence. Co-occurrences consists of
counting the number of instances in which two people appear together in a photo, for all the people tagged in the
repository, and to use this information to build a weighted
graph. While it might seem obvious that the more two
people appear together in pictures in the collection, the
bigger the connection the two people share. However, to
the best of our knowledge this concept hasn’t been used
yet in the social networks field to infer pertinent information.

The Social Networks explosion has led to the creation of
huge photo repositories. According to [13] in 2008 there
were more than 15 billion photos in Facebook, and users
where uploading more at a rate of 850 million additional
photos a month. Users not only upload photos but also
augment them by adding meta information such as tags
of the people in the photos, locations, dates and commentaries. However despite the vast possibilities this information yields for the creation of interfaces, users still have to
browse those repositories using mostly basic techniques
like album hierarchies, recent albums orderings and photos for their friends one person at a time.

As described in [12] (referred to as "togetherness"), the
importance of co-occurrence has been shown previously,
for instance in demonstrations that showed it is very uncommon to find a family photo of one subject alone [9, 7].
We made use of these concepts to extract information
from the photos, and to transform the information from a
series of pictures which are difficult to analyze, into more
manageable graphs.

One of the biggest sources of information that has been
overlooked in the photo repositories is the co-occurrences
of people. Naturally, users most often appear in photos
with people with whom they share the closest connections, however, the current social networks simply omit
this information when creating photo browsing interfaces.
With this project we wanted to show that meaningful
and useful relationships can be extracted from a person’s
photo co-occurrences, by using the specific case of Dr.
Ben Shneiderman’s MyLifePix photo collection [6].

The concept of co-occurrence might be used in a more
extensive way, by giving photos a measure of importance.
The measure might take into account concepts like the
number of people in the photo (a photo of two people
might indicate that a stronger relationship between the
subjects exists than the relationship between subjects in
a group photo). Although this concept goes beyond the
scope of this paper, the idea will be incorporated in future
work.

As previously stated, there have been individual efforts
involving the use of co-occurrences and tag relationships.
Concepts like Flickr’s relate tag browsing, Facebook’s
Photo Tag Search (Prototype Application), and the TouchGraph software and Facebook App offer some options
that more advanced users can utilize to get an idea of the
information they have uploaded to the social networks.
However to the best of our knowledge this is the first effort that combines several of this techniques to analyze a
photo repository and shown that it is possible to extract
valuable information from it.

4.2

Analyzing the data

The process of the data analysis followed the concepts of
the visual information seeking mantra of Dr. Ben Shneiderman [14] "Overview first, zoom and filter, then details
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on demand". For this we used NodeXL an open source a
network analysis tool that allowed us to apply these ideas.

• The list of tags by photo.
Then we used this information to build files that could be
read by NodeXL, as described in the next section.

We first downloaded, preprocessed and filtered the data to
remove non relevant information and then uploaded the
resulting product to NodeXL, which initially produced a
meaningless "hairball". From this "hairball" we filtered
out the connections with few co-occurrences, and then applied clustering techniques. We also used several characteristics of NodeXL that allowed us to display more
information in the graph, particularly layout algorithms.
However a final reorganization of the data was performed
to emphasize the strong connections that most accurately
represent real life relationships. The development of algorithms for performing this reorganization in a more deterministic way is possible with the information available
in the graph, but such an algorithm is beyond the scope of
this paper.
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5.2

After downloading the information from Flickr and storing it in CSV files, we tried to represent the photo to photo
network in NodeXL. Unfortunately Excel spreadsheets
don’t have enough rows to store the 4,612,458 relationships obtained, so the application just gave up. Thus, we
decided to switch to co-occurrences, that were considerable more manageable in the NodeXL (Excel) standards.
We needed to further filter the data by removing tags that
didn’t correspond to people. This problem was created
due to a limitation on Flickr’s tagging system that doesn’t
differentiate tags of people from tags of anything else. As
such, tags of people and tags of cities became mixed when
the photos were first uploaded to Flickr.

Implementation And Results

This section describes in more detail the process followed
to analyze the data.

5.1

Preprocessing.

Finally we generated a new file that counted the number
of co-occurrences (number of photos in which two people
appear together), and we built a NodeXL network using
that information. The final graph has 2,313 edges and
1,212 nodes (tags). We also counted the number of photos
that included each tag and added that information to the
node data.

Downloading the photos and meta data.

The first step in the data gathering process was to download the tag network information from MyLifePix’s Flickr
photo collection. For this purpose we used the Flickr API
[1], a service offered by Flickr to allow third party applications access to almost all the information stored in
their website. To access the Flickr API we used the Beej’s
Python Flickr API [3] which allowed us to build a script
that can be used to download Flickr Photo and Tag information.

5.3

Using NodeXL to analyze the data.

• A list of photos, with links to their sources.

We first analyzed the data by filtering the nodes by degree
values. Working with the NodeXL filters, and the "find
clusters" option, we found that when we removed all the
nodes that have a degree below 14, NodeXL found a small
number of clusters (5) and kept a good number of nodes
to analyze. We used this filter to generate the visualization presented in Figure 1. In it we show a thumbnail of
each person chosen preferably by looking at photos that
included one person alone by itself or with only a few
other people.

• A photo to photo relationship, that contains pairs of
photos linked by a tag.

The color used for the label and the photo border represents the cluster found for that tag by NodeXL. The photo

The script downloads all the photo and tag information
of one Flickr user and store them in a folder in the XML
format used by Flickr. Subsequently, the script starts generating CSV files containing the following information:
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size represents the number of photos where that specific
person appears (bigger mean larger photo counts). The
edge’s size and opacity show the number of times two
tags appear together in the same photo. Initially, we used
the Harel-Koren Layout algorithm to distribute the nodes,
and then we retouched their positions to reduce occlusion
of the photos.

5.4

Results

This section describes some of the observations we
made by analyzing the network of co-occurrences of
MyLifePix. One of the most remarkable observations
made, is that by looking at the relationships in the network of co-occurrences many real life connections can be
inferred.

Figure 2: Jenny vs Jennifer: The wife and the professional
illustrative: whenever Dr. Shneiderman had to tag
his wife in a professional photo (such as the ones in
which she is giving lectures, or she is participating in
conferences), he tended to refer to her professionally
as "Jennifer", while in family and personal photos
he referred to her as the more familiar "Jenny". As
such, the graph shows that by using the network of
co-occurrences approach relevant information can be
extracted.

• A general look at the network in figure 1 one shows
that there are two big groups of people on each side
of the graph, separated in the middle by Dr. Shneiderman’s node. These two groups represent the two
phases of Dr. Shneiderman’s life as presented in
his life’s photos. One is the personal group on the
right, which was extracted from photos taken in family events, and the other is the professional group, on
the left, which was extracted from photos of professional events such as research groups, conferences
and lectures. This primary separation was obtained
by the layout algorithm used (Harel-Koren), before
any manual redistribution was made. Despite the division of these two groups there are certain edges
that connect them, which show that these two faces
of Dr. Shneiderman’s life are connected.

• By looking more carefully at the personal group in
figure 3, we can find some additional interesting
highlights. For example, there are a high number of
co-occurrences between people that have an immediate family connection, such as Dr. Shneiderman’s
and his wife’s connection with their daughters Anna
and Sara Shneiderman, the connection between Sara
and her husband Mark Turin, Dr. Shneiderman’s link
to his mother Eileen and Harim and Helen Sarid (Dr.
Shneiderman’s sister) who are married. All of this
evident by looking at the number of co-occurrences
in the graph that correspond to real life connections.

• One interesting observation gathered from the graphs
is that, in 2 two nodes to represent Jennifer Preece,
Dr. Shneiderman’s wife. In one node she was tagged
as "Jennifer Preece", while in the other she was
"Jenny Preece". Both of her nodes have strong connections with nodes in both the professional and the
personal groups. It is interesting to note that a more
detailed look reveals that the "Jenny Preece" is more
closely related to the personal group, while the "Jennifer Preece" tag is more closely related to the professional group. The reason for this is simple, but

• As described before the graph shown in the figure
1 also includes clustering information. It is evident
that the personal group is further divided into two
clusters which show an interesting difference in average (nodes with pink and brown labels). The dif5

Figure 1: MyLifePix´s Network of co-occurrences
pink group on the right is mainly comprised of the
more senior members of his family. Again there
are some exceptions to this rule, but seems remarkable that this classification was made by NodeXL
merely by using the information gathered by the cooccurrences.

• Finally the professional group on the right also
presents interesting highlights. For example, the
members of the Human Computer Interaction Lab
were grouped together in the green cluster, as seen
on figure 5. This cluster don’t include the newer
members of the HCIL because the most recent photos analyzed in this project were taken in late 2006.

Figure 3: Ben’s immediate family members

ferences can be seen in detail in figure 4. The brown
cluster shown on the left of figure 4 seems to be
comprised, with some exceptions, of the younger
generations of Dr. Shneiderman’s family, while the
6

Figure 4: Age differences between the two main sub clusters in the personal group
ple tags. This can be achieved by using the network of cooccurrences to build dynamic albums based on the people
that appear on them. We have started developing such an
application on Facebook with promising results.
Finally, we plan to explore techniques for weighted graph
layout algorithms, that take in count the values of the
edges to try to keep the more closely related nodes closer
in the final layout.
Figure 5: Co workers in the HCIL
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Future Work

Conclusions

With this work we have shown that using a big repository
of photos, that are properly tagged with the people that
appears in them, meaningful information can be extracted
about the relationships of the people in the photos. For
example, we analyzed the MyLifePix collection of more
than 27,000 photos of Dr. Ben Shneiderman’s life.

Given the results of this project we are excited to explore
more deeply the applications of this type of analysis for
the design of social networks applications and interfaces.
One of our ideas is to implement an application that gathers an user’s network of co-occurrences on a social network, and by pairing it with the regular friendship graph,
infer which friends are more closely related to the user, so
that the most relevant information about the most important friends can be displayed.

We used the concept of co-occurrence (two people appearing together in the same photo) to build a network
from which we could infer relationships between the people that appear in the collection. Those inferred relationships can be used to augment the traditional social network graph, and offer the user new interfaces and applications more tailored to the user’s interests.

Another interesting application is to create new interfaces
to browse big photos repositories (which can sometimes
contain thousands of photos) by using a more intelligent
approach than just album classifications and simple peo7

8

Acknowledgments

[11] K ANG , H., AND S HNEIDERMAN , B. Visualization
methods for personal photo collections: Browsing
and searching in the photofinder. In Proceedings of
IEEE International Conference on Multimedia and
Expo (ICME2000) (2000), pp. 1539–1542.

We want to thank Flickr for its API, and Beej’s its library
and more importantly the NodeXL team for their wonderful tool.

[12] ROSE , G. ’Everyone’s cuddled up and it just looks
really nice’: an emotional geography of some mums
and their family photos. Social & Cultural Geography 5, 4 (2004), 549–564.

References
[1] Flickr API. http://www.flickr.com/services/api/.
[2] NodeXL:
network
overview,
covery
and
exploration
for
http://www.codeplex.com/NodeXL.
[3] Python
flickr
API
http://stuvel.eu/projects/flickrapi.
[4] TouchGraph
photos
on
https://apps.facebook.com/touchgraph/.

[13] S CHONFELD , E.
Who has the most photos of them all?
hint: It is not facebook.
http://techcrunch.com/2009/04/07/who-has-themost-photos-of-them-all-hint-it-is-not-facebook/,
Apr. 2009.

disexcel.
kit.

[14] S HNEIDERMAN , B. The eyes have it: A task by data
type taxonomy for information visualizations. In Visual Languages, IEEE Symposium on (Los Alamitos, CA, USA, 1996), vol. 0, IEEE Computer Society, p. 336.

facebook.

[5] B ONSIGNORE , E. M., D UNNE , C., ROTMAN , D.,
S MITH , M., C APONE , T., H ANSEN , D. L., AND
S HNEIDERMAN , B. First steps to NetViz nirvana:
Evaluating social network analysis with NodeXL.

[15] S IGURBJORNSSON , B., AND Z WOL , R. V. Flickr
tag recommendation based on collective knowledge.

[6] C ETINER ,
V.,
AND
S HNEIDER MAN ,
B.
MyLifePix design process.
http://undergrad.cs.umd.edu/files/research/CetinerDesignChoices.pdf, 2007.
[7] C HALFEN , R. Snapshot versions of life. Popular
Press, 1987.
[8] G EMMELL , J., B ELL , G., L UEDER , R., D RUCKER ,
S., AND W ONG , C. MyLifeBits: fulfilling the
memex vision. In Proceedings of the tenth ACM
international conference on Multimedia (Juan-lesPins, France, 2002), ACM, pp. 235–238.
[9] H ALLE , D. Inside culture: Art and class in the
American home. University of Chicago Press, 1996.
[10] H OUSE , N. A. V. Flickr and public image-sharing:
distant closeness and photo exhibition. In CHI’07
extended abstracts on Human factors in computing
systems (2007), p. 2722.
8

