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Abstract
Dynamic telepathology uses a teleoperated microscope to allow pathologists to view samples at a
remote location. However, time delays introduced by remote operation have made use of a commercial dynamic telepathology system difficult and frustrating. This paper describes the iterative
redesign of the user interface. We redesigned the interface, conducted experiments to evaluate the
improvements, and then redesigned the user interface based on the results.
Our work shows that predictive displays and local maps improve user control of the microscope
and increase user comfort with the system. It also indicates that some degree of automation is
necessary to support the navigation process and increase the overall usefulness of the system.
Therefore, we also make recommendations for further automation to support the telepathology
process and increase the usefulness of the system.
While performed on a specific device using a dedicated communications system, the same problems would be encountered in other environments. For example, Internet-based systems that enable
remote control or require browsing of large images will need to compensate for time delays and can
benefit from our experience with the telepathology application. 䉷 1998 Elsevier Science B.V. All
rights reserved
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1. Introduction

1.1. The dynamic telepathology system
The dynamic telepathology system operates as follows. The transmitting workstation
consists of a high-resolution camera mounted on a motorized microscope (Fig. 1). The
consulting pathologist sits at the receiving workstation, manipulates the microscope, and
looks at the high-resolution image of the magnified sample, which is transmitted via
broadband satellite link, microwave, or cable. A scanned global view of the whole slide
is displayed on a control screen. This scanned image is kept in black-and-white and at low
resolution to avoid a diagnostic being made on this image instead of the high-resolution
image.

Fig. 1. Simplified diagram of an existing telepathology system.
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Telemedicine is the practice of medicine over communication links. The physician and
the patient are in two different locations. The first dynamic real-time telepathology system
has been developed and commercialized by Corabi Telemetrics, Inc. It allows a pathologist to render a diagnosis by examining tissue samples or body fluids under a remotely
controlled microscope.
Weinstein et al. [1–3] showed that telepathology was possible and that diagnoses could
be rendered from remote sites using a video monitor. Design efforts are now aimed at
optimizing the workstation to ensure its successful integration in the organizational and
social context of pathology services. This case study illustrates some of the difficulties
encountered in the design of a remote control interface that must deal with time delays and
accommodate hardware not intended for remote operation.
One goal of human–computer interaction research is to improve interactions by
reducing the perceptual and cognitive resources required to understand and operate the
interface [4]. A well-designed user interface is critical for the development and acceptance
of telemedicine workstations. Lessons should be learned from related efforts [5]. For
example, radiologists "have become understandably skeptical of success claims after
repeatedly hearing of new workstations and constantly finding them unacceptable" [6].
Pathologists are highly trained experts with years of experience using light microscopes.
Although there are clear overall benefits of telepathology for the health system, more
attention should be given to the design of interfaces to minimize operational complexity
and additional training. It has been shown that remote diagnosis is possible, but the design
of a satisfactory work environment remains a challenge.
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The original microscope user interface has caused significant problems. Pathologists
issue motion and focus control commands from a custom keypad. The original design used
a start/stop key sequence. For example, to move the microscope the pathologist would
press an arrow key. Arrow keys were used to give start–stop movement commands in
eight compass directions. The main problem with such start–stop commands is that it is
hard to estimate how early to press stop, and worse, the stop location may not even be on
the screen when users need to press stop. Of course, it is possible to backtrack to the
approximate location where stop was pressed, but this takes time. Overall this interface
was considered difficult and frustrating to use. Command and image transmission, microscope activation, and suboptimal system architecture all contributed to a 1–2 s delay
between user action and screen updates.
The most obvious solution would be to reduce the time delays below a second. Indeed,
our experiments showed that with time delays of about a half-second the current user
interface worked well. However, this solution could not be implemented for two reasons.
First, the manufacturer, a small start-up, could not afford the cost of re-engineering the
product with new components to reduce delays. Second, one intended use for the system
was to provide telepresence on the space station. Since current satellite links impose
significant delays, an interface that could operate in the presence of time delays was
required.
Unlike the dynamic system we worked on, most current telepathology systems are static
systems that allow a few selected images to be digitized, stored, and viewed remotely.
They are mainly used for reference, training, or more rarely for second opinions. Static
systems are unsatisfactory for routine diagnoses. A complete diagnosis requires viewing
several slides. Legally a diagnosis cannot be rendered by looking at only part of a slide.
Often a diagnosis has to be given immediately while the patient is on the operating table.
Pathologists must be trained to recognize special patterns, but they also have to learn
exploration techniques which vary with their specialities. These exploration techniques
cannot be learned through the use of a static system. The first telepathology system was
actually implemented between two teaching hospitals wanting to share their teams of
specialists in order to train residents.
Of course, it would seem natural to digitize the entire specimens at the highest magnification and then leisurely explore the transmitted image at the remote site. But this is
currently not practical because the specimens are very high definition 3D color objects
requiring long scan times and impractical storage volumes. For example, an 800 ⫻ 600
full color image takes about 1.5 MB. A 100 ⫻ magnification of a 1 in. ⫻ 0.75 in. sample
scanned so that the image would display at 80 dots per inch would require about 15 MB.
Furthermore, the tissue sample is actually a three-dimensional image. A scan represents
only one of many focal planes requiring 15 MB each. In fact, pathologists routinely
change focal planes when examining a sample. In addition, a diagnosis can use 10–20
samples for a given patient. Even with compression, scanning can easily require several
hundred MB of storage and take hours for one patient. When the patient is on the operating
table, hours are unacceptable. Therefore, the specimen still needs to be explored under a
microscope. With dynamic telepathology the pathologist remotely controls magnification,
focus, illumination, and position. This application has the characteristics of navigation
with time delays "in the dark" of an unknown space.
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1.2. Problems in teleoperation
Our goal was to simplify the user interface by using well-known HCI (human–computer
interaction) direct manipulation principles [4]. Unfortunately, several limiting factors
exist in remote interfaces: delayed feedback, incomplete or inaccurate feedback, and
unanticipated interference.

1.2.2. Incomplete or inaccurate feedback
With an ideal system, direct manipulation of a specimen on a microscope stage would
produce a dynamic visual representation of the position and focus of a tissue section in
real-time. Unfortunately, our experience with telepathology as well as other remote
systems shows that devices rarely have adequate sensors or status indicators. They were
originally designed for direct control where visual feedback is sufficient. For example, in
the case of the Corabi microscope, its position with respect to the sample is computed
based on switches that indicate a home position and the number and direction of pulses by
the stepper motors that position the sample. In theory, the position is continuously available even during movement. However, the microscope controller is designed to only
report its current position when stopped. Thus, it is not possible to indicate the current
position on the control screen.
Incomplete feedback does not imply that there is no feedback at all. The image received
on the high resolution screen is the main feedback used to evaluate the result of an action.
It is also possible to calculate and display the estimated stage position during movement.
This estimated feedback can be used as a progress indicator. However, its accuracy
depends on the variability of the time delays and the length of time since the last reported
position. So, operators who trust the estimated indicator may be unpleasantly surprised to
find that the microscope is positioned over a different part of the sample than they
expected.
To comply with the physical incompatibility between the high resolution feedback
(analog image) and the rest of the system (digital), multiple feedback is spread over
several screens. In the Corabi system there is one screen for controller feedback, one
for a low magnification sample image, and one for a high magnification sample image.
We were able to combine the control and overview screen, but pathologists still need to
switch back and forth between multiple sources of feedback. This increases the difficulty
of navigation.
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1.2.1. Delayed feedback
The current dynamic telepathology system has a delay of about 2 s between signal
activation and command completion. Such delays undermine the efficacy of the system.
The delays are from two sources, transmission and microscope operation. Transmission
delays arise from response latency in the computers at both the local and remote ends as
well as transmission link delays. Microscope operation delays arise from mechanical
sources and the microscope control electronics. Combined, these delays force the operator
to adopt the move-and-wait strategy [7] to compensate for overshooting. The effect of the
time delay is also dependent on the speed of the microscope movement. A slow moving
microscope would reduce the overshoot, but would make long moves very laborious.
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1.2.3. Unanticipated interference
Since the devices are remotely operated and may also be operated by other people,
unanticipated interference is more likely to occur than in traditional direct manipulation
environments. For instance, the slide under the microscope may be moved (accidentally)
by a local operator. As a result, the positions indicated may not be correct. Or, a breakdown may occur during the execution of an operation without indicating this event
properly at the pathologist’s site. Such breakdowns require additional information and
actions that allow for the cancellation of commands.

1.3. Remote direct manipulation
Downloaded from http://iwc.oxfordjournals.org/ at Pennsylvania State University on May 11, 2016

These factors lead to the notion of remote direct manipulation which is described by
Keil-Slawik et al. [8]. The concept of remote direct manipulation is rooted in two different
domains which, so far, have been treated independently. Direct manipulation originated in
the context of personal computers and is often identified with the desktop metaphor and
office automation. The other root is in process control where human operators control
physical processes in complex environments. Typical tasks are operating power plants,
flying airplanes, or steering vehicles. If the physical processes take place in a remote
location, we talk about teleoperation or remote control. To perform the control task, the
human operator may interact with a computer which may carry out some of the control
tasks without any interference by the human operator. This is captured by the notion of
supervisory control [9]. Although supervisory control and direct manipulation stem from
different problem domains and are usually applied to different system architectures, there
is a strong resemblance.
Traditional direct manipulation can also be interpreted as teleoperation, especially with
high-speed networking and multi-tasking environments. Files that appear on a screen may
come from a remote PC, and the software may be distributed throughout the network.
Messages and documents can be sent to or retrieved from remote machines, printers, or file
servers. Even the letters on a display may be composed of font descriptions stored in a
remote location. Thus, the essential components of a teleoperation environment such as
sensors, displays, controls, remote effectors or tools, and communication links are
involved.
Remote direct manipulation cannot be taken as a design criterion which is either fulfilled or not. One interface can be slightly more direct than another. Similarly, the control
can be felt to be more or less remote. For example, a remote control system may provide a
very realistic simulation of the remote environment and hide time delays like a sufficiently
fast network hides the physical location of files. However, another system may allow
direct manipulation of interface objects while revealing the inherent time delays like a
network with large latencies makes remotely mounted files apparent. Thus, remote direct
manipulation denotes a range of possible solutions rather than a binary variable. Direct
manipulation is still an imprecise and subjective concept. However, it has proven eminently useful in stimulating designers, revising existing systems, training designers, and
comparing systems. The connection between direct manipulation and supervisory control
seems promising.
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2. Related work
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The telepathology system is an example of a supervisory control system. A supervisory
control system is characterized by a human operator issuing instructions that are executed
by the computer controls. In general, the feedback provided to the user is computer
generated from sensors at the task end, and the operator does not receive any direct
feedback. The telepathology system fits the multi-loop model of supervisory control
[10]. This supervisory control model is characterized by a separate human interaction
system (the pathologist’s workstation) and task interaction system (the microscope
controller).
Ferrel and Sheridan [7] studied a supervisory control system designed to command a
robotic lunar vehicle from the earth. The Earth–Moon distance imposed a 3 s round trip
delay in command feedback. They found that the only control strategy that worked was to
have the operator issue a command and wait for feedback as to the result of this command
(the move-and-wait strategy). All other strategies resulted in an unstable system in which
the errors of the operators were magnified by their attempts to correct them. In addition,
they reported that "the operator can commit only to a small incremental movement". Ferrel
and Sheridan noted that operators switched to a move-and-wait strategy as the system
delay times increased over 1 s.
Stark [11] reported on a study of delays using a joystick to manipulate a remote robot.
He found task times increased dramatically with delay as operators adopted a move-andwait strategy. Next, a real-time computer simulation of the robot was added. This allowed
operators to manipulate the simulation in real-time, and then the actual robot was commanded to duplicate the simulation’s actions. In this case, task times were equal regardless
of the actual delay. So, the introduction of remote direct manipulation dramatically
improved operator performance. Both of the previous studies were designed for systems
in space where high precision of movement was paramount. However, in telepathology
real-time interaction is more important. Further experiments have shown that a simulation
is useful for complex tasks even in the absence of control delays [12].
Funda et al. [13] extended Stark’s computer simulation to the concept of teleprogramming. With teleprogramming the operator manipulates a computer simulation of a
remote robot. However, instead of batching the commands they are sent in real-time. The
robot responds to these commands when received. In the presence of significant time
delays the operator does not adopt a move-and-wait strategy. If an error occurs, the
simulation is backtracked to the point of the error and the operator must restart from
that point. Here the remote direct manipulation is more direct. The operation of the
robot occurs simultaneously with the operation of the simulation, while in Stark’s experiment the robot’s and the operator’s actions were interleaved.
The principle difference between telepathology and teleprogramming is that it is
impractical to construct a detailed local simulation of the remote environment for pathology.
The pathologist’s task is to explore the remote image and render a diagnosis. The content of
the sample drives the task and each sample completely changes the "navigation space". In
order to construct an adequate simulation the image must be digitized. However, this is
impractical at the required resolutions. Furthermore, if it were practical, there would be
no need for telepresence. The pathologist could simply use the digital image for diagnosis.
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Bejczy et al. [14] experimented with force feedback control of a teleoperated Puma
robot. To compensate for delays, they superimposed a wire-frame image of the robot
over a video image of the robot in its operating environment. The wire-frame moved
immediately in response to the operator’s manipulation and force feedback was given
in real-time. Delays of 0–5 s were introduced in the response of the robot. A preliminary
experiment comparing operation with and without the wire-frame showed that the
simulated position feedback dramatically decreased task time as delays increased. Time
reductions of about 50% were reported for 5 s delays. Here the operator directly
manipulates a "shadow" object that is coupled to the controlled object and superimposed
on the remote environment. This approach uses remote direct manipulation without trying
to hide anything in the remote environment, including the actual state of the controlled
robot.
The first "Medicine Meets Virtual Reality" Conference [15] reported on several telemedicine applications including radiology systems, and many micropresence applications
enabling physicians to explore or to perform procedures on a region of a patient’s anatomy
while minimizing the extent of surgical incisions. Micropresence involves the placement
of a microcamera and the maneuvering of teleoperated tools. Time delays are not a factor
in most applications, but improved controls can dramatically reduce the time for procedures. For example, early systems used direct mechanical coupling between the instrument
and the control. This meant that the tool moved in the opposite direction from the doctor’s
movements (i.e. moving the control up and to the left meant that the instrument moved
down and to the right). Introducing a computer control which reversed the tool movements
so that they match the doctor’s reduced surgical time.
Mercurio et al. [16] describe an interactive visualization environment which allows
operators at remote sites to use a specialized high voltage electron microscope. In this
case, it is the microscope itself which is the rare element made available to others. 3D
reconstruction and visualization tools are at the center of this project, while time delays
and routine operations are not an issue.
Finally, the Internet is being used for experiments with remotely controlled robots
[17]. Here delays can be long and variable. The focus of these experiments is on the
effects of low-bandwidth feedback, audio, and still pictures. The robot was operated
semi-autonomously with high-level commands compensating for time delays. The
paper also reports on a remotely controlled mobile robot equipped with a laser range
finder as the primary input device. Again, high-level commands compensate for reduced
feedback and time delays. The most interesting aspect of these experiments is that there is
no prior model of the remote environment. It must be built dynamically. To date, this
research has concentrated more on the command set than the user interface.
In summary, supervisory control research has concentrated on finding the right level of
remote direct manipulation. One sees increasingly sophisticated models of the remote
environment going from simple simulations to complex models which include simulated
force feedback. In addition, an accurate depiction of the remote environment is maintained
and the researchers try to make clear the difference between the simulation and reality. So,
current practice suggests that a simulation with real-time feedback provides an interface
for remote control when time delays are present. It is also necessary to display actual
remote status whenever updates are received.
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3. Interface redesign

Fig. 2. The proposed control screen of our simulator, equipped with a touchscreen. A graphical interface presents
all the functions of the system in a uniform way accessible even to casual users, but the main movement and focus
controls need to be duplicated on a keypad, track ball or any other additional device to be operated while keeping
the eyes on the high-resolution screen.
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Our eventual solution was to blend real-time operation with computer simulation. We
arrived at this solution by using successive prototypes followed by usability testing to
evaluate if we had achieved a good simulation. Since the system already had the capability
for digitizing the sample at low resolution in black and white, we elected to use this
digitized image as a "map" or overview. The pathologist’s workstation would show the
position of the microscope on the map as it was reported by the remote microscope
controller. We hoped this would provide sufficient contextual feedback and first concentrated on improving the movement controls.
Our first improvement was to let users specify the destination of the move. This was
partially achieved by placing a red rectangle indicating the position of the microscope
stage on the global view (Fig. 2). The stage can then be moved by dragging the rectangle.
Dragging eliminates the need to drive the microscope, and prevents overshooting. We
expected this to improve the performance for long moves. Bejczy et al.’s work [14]
confirms this intuition. Also, our study of 2D browsers [18] showed many systems
using a "drag the box" technique for coarse positioning.
But when the specimen is viewed at very high magnification, the stage movements are
too small to be specified on the global view. Therefore, additional controls are necessary.
These controls also need to let the pathologist manipulate the movement and focusing
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controls while looking at the high-resolution image. (Switching back-and-forth between
the control display and the high-resolution image would interfere with the pathologist’s
task and slow performance.)
We looked at another method which is to let the user specify proportional commands
(how far to go) instead of temporal commands (start-stop). Several input devices were
considered. The possibility of using a "dummy" microscope was rejected for the following
reasons.

We chose to use a track ball which can be manipulated without looking at it and did not
seem to raise objections from potential users. The rotation of the ball determines the
distance and direction. The side buttons, or an additional thumb wheel, can be used for
focusing.
We built a simulator [19] of the diagnostic workstation and implemented two prototype
interfaces in order to compare them at several time delays. The chief limitation of the
simulator was that the samples consisted of colored rectangles instead of actual tissue
samples. This limitation was imposed by the simulation hardware. It simply was not fast
enough to animate actual tissue samples. For both prototypes, we implemented the control
panel using a touchscreen. In addition, each interface had an alternate input device for
operator control while watching the microscope display. The prototypes were as follows.
1. The original interface (keypad þ no dragging of the rectangle on the global view).
2. A first track ball version (allowing the user to drag the rectangle on the overview, but
not providing feedback as to the current position of the stage until movement stopped).
In summary, four possible designs were considered and two were accepted for further
testing (see Table 1). The first accepted design was very similar to the original design and
was necessary in order to have a reference for improvements. The second accepted design
replaced the start/stop style movement commands of the original interface with movement
proportional to the rotation of a track ball. A joystick-based design was rejected because
the users would automatically reject it based on previous unfavorable experiences with a
similar design. A dummy microscope design was also rejected because it was too complex
to manufacture and because the time delays would make it extremely unrealistic.

4. Testing and design iterations
4.1. Pilot study
We then conducted a pilot study to test the efficiency of the prototype interfaces
[20]. Unfortunately, the experiment showed that the first track ball version was no better
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1. It could not easily be produced by (or for) the small company commercializing the system.
2. We had strong indications that users would reject such an interface. It would be
expected to work "just like" the traditional environment while in fact time delays
greatly degraded the quality of interaction. We had the example of the joystick
which had been rejected by pathologists which associated it with the traditional joystick
used on some motorized microscopes.

42

D. Carr et al./Interacting with Computers 11 (1998) 33–52

Table 1
Summary of designs considered
Move type

Decision

Reasoning

Original

Start/stop

Accepted

Dummy microscope
Joystick

Proportional

Rejected

Start/stop

Rejected

Track ball

Proportional

Accepted

In order to see if there are real improvements even
though its start/stop movement commands are unsuitable
Difficult to build. Gives the false promise of performance similar to a real microscope
Unacceptable to the users because of problems with
earlier joystick-based microscopes
Allows proportional movement commands to be given
while looking elsewhere. Requires less desk space than a
mouse

than the original interface at longer delays. In addition, the original interface was better
with a half-second delay. The only tasks where the first track ball version was superior
were those where the operators dragged the rectangle for coarse positioning of the microscope.
The major problem seemed to be that operators had a hard time determining how far to
move the track ball to get the desired movement on the microscope. This led us to the
conclusion that we needed to provide more feedback about the microscope’s position. We
decided to improve the track ball interface by adding a limited simulation of the microscope position. This provided the user with real-time estimates of the actual microscope
position and a prediction of the final stopping position of the microscope. Accordingly, we
made three modifications to the pathologist’s workstation.
1. Adding predicted final position feedback for both track ball motion and dragging the
position indicator on the "map" image. A predicted path was drawn between the
microscope starting location and the predicted destination. This provided more user
feedback for coarse positioning (Fig. 3).
2. Adding a predicted stop position to the microscope display. A white cross would appear
on the microscope display whenever the predicted stopping position was on the display.
The cross was located at the predicted stopping position (Fig. 4). When the predicted
position was off the microscope display, a yellow line would be displayed on the edge
of the microscope display indicating the relative direction from the center of the
microscope display to the predicted stopping position.
3. Adding intermediate position feedback to the "map" display. Since the microscope was
not capable of reporting positions while moving, this display was an estimate of the
microscope position.
Three of the experimenters then tested themselves with the new interface to see how it
would affect the performance of pilot study tasks with experienced users. This exploratory
test showed dramatic improvements in performance. The new interface was significantly
faster than either earlier interface at all delays. The most encouraging result of the test was
that not only was the new design faster, but times increased more slowly as delay increased
(Fig. 5).
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Fig. 4. The redesigned microscope simulation screen with a white cross showing the predicted stopping position.
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Fig. 3. The redesigned control screen showing the predicted stopping position.
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4.2. Comparing the interface versions
Next, we conducted a controlled experiment to test the three different interfaces with
inexperienced users. 36 volunteers were recruited on campus and paid $10 each for
participation. In addition, there was a $5 bonus for the subject with the fastest time on
each of the three interface versions. While student volunteers are not pathologists, our
hypothesis was that problems experienced by novices would also be experienced by
pathologists. The experiments measure how the interface helps users to estimate stopping
distance and differentiate movements of an object on a display. Pathologists and students
could be expected to have comparable skills in this area. In addition, the start-up period is
critical to the pathologists’ acceptance of the remote microscope. If the interface is found
difficult to learn by novices, the system is likely to be rejected.
For this study we modified the tasks from the pilot test to make them more realistic.
These modifications consisted chiefly of adding more turns in the paths to reach the target
rectangles. In addition, a set of "follow the trail" tasks was added. Volunteers were asked
to operate one of the three interfaces (keyboard, original track ball, or improved track ball).
They performed simulated microscope operations at three different control delays: 0.5 s
(short), 2.5 s (medium), and 4.5 s (long). The terms short, medium, and long were used
in the experiment to prevent subjects from using any knowledge of exact delay lengths.
After a training session, experiment participants were asked to do 16 tasks at each of the
three delays. Each participant used only one interface version (keyboard, original track
ball, or improved track ball). Each participant did the same 16 tasks in the same order for
each delay. However, delay task groups were presented in different orders to different
participants to counterbalance learning effects. The first task in each group was considered
an additional training task and not included for statistical analysis.
Each task group contained similar tasks which were divided into four types: on-screen,
known-target, simple-path, and complex-path. In each task the goal was to position the
target in the center of the microscope field-of-view. This was accomplished by putting a
cross-hair which was always in the center of the field-of-view inside the target rectangle.
The participant pressed a button labeled "save point" on the control panel to signal that the
task was completed. The simulator checked correct completion and acknowledged with a
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Fig. 5. Mean experienced user performance with the three interface designs.
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Table 2
Mean time to complete and differences in seconds for on-screen tasks
Interface version

Short delay

Medium delay

Long delay

Keyboard (KB)
Track ball (TB)
New track ball (TB2)
KB vs. TB
KB vs. TB2
TB vs. TB2

5.33
6.46
5.00
1.13
0.33
1.46 *

9.00
9.33
6.11
0.33
2.89 ^{**}
3.22 **

11.63
12.93
9.51
1.31
2.11
3.42 **

*
**

Significant at 0.05.
Significant at 0.01 using Tukey’s HSD.
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single beep. If the microscope was not within the target rectangle, the simulator emitted
three beeps. Participants were required to correctly complete each task and the system
measured time from the start of the task (signaled by pressing "start task") until the last
time the microscope stopped.
For on-screen tasks, participants could see the target rectangle on the microscope display when the microscope was at its starting position. They simply had to move the
microscope cross-hair into the target rectangle. For these tasks, the improved track ball
version was the best (Table 2). It was significantly faster than the original track ball
version at all delays. It was also faster than the keyboard version at all delays, but only
significantly so at medium delays. The primary reason for improved performance is that
the user only has to place the predicted stopping position indicator inside the target.
Adding predicted stopping positions to the keyboard version would probably help its
performance too. But, in order to be useful, the microscope must be going slow enough
for the indicator to remain on the display. In addition, the keyboard version only moves in
cardinal compass directions. So, it would still be more complicated to position than the
track ball for targets not in a cardinal direction.
Known-target tasks were similar to on-screen tasks. However, the target was not visible
on the microscope screen. The user was given the approximate location of the target on the
sample overview and expected to position the microscope inside the target. No significant
differences were observed between interfaces for these tasks. In all task types except the
on-screen tasks some users got lost on a task or two. This dramatically increased their
times. It is clear that inexperienced users had trouble operating the microscope. We expect
that pathologists unfamiliar with the system would have similar problems and that it would
take more than a few minutes to learn to use the system.
Simple-path tasks required the experiment participant to follow a simple path such as
"go right until you see the red rectangle and then go down to the target". Again there were
no significant differences between interfaces.
Complex-path tasks required the user to follow a trail of rectangles in a manner similar
to a pathologist examining the edge of a sample structure. Complex-path tasks had more
turns than simple-path tasks. For complex-path tasks the improved track ball version of the
interface was again faster for all delays. Table 3 shows the timing data. Again, the most
likely reason for better performance was the predicted stopping-point feedback on the
microscope display.
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Table 3
Mean time to complete and differences in seconds for complex-path tasks
Interface version

Short delay

Medium delay

Long delay

Keyboard (KB)
Track ball (TB)
New track ball (TB2)
KB vs. TB
KB vs. TB2
TB vs. TB2

31.42
37.92
26.31
6.50
5.11
11.61 *

49.86
52.14
36.19
2.28
13.67 **
15.94 **

69.92
57.56
39.92
12.36
30.00 **
17.64

**

*
Significant at 0.05.
Significant at 0.01 using Tukey’s HSD.

4.3. Improving the overview
As we developed and used our simulator, we noticed that as the magnification difference between the microscope display and the overview on the control display increased,
the usefulness of the overview decreased. Movements which seemed large on the microscope display were not perceived on the overview. Indeed, we had to put "wings" on the
field-of-view indicator so that it would be easy to locate when the magnification was large
(and the indicator was correspondingly small). This leads us to ask "When would it be
better to replace the overview of the entire slide with a magnified view showing a local
area?".
We decided that it should be possible to add a frame grabber to capture the image on the
microscope display. With this additional hardware the pathologist could capture an image
at low magnification. We expanded the controls to allow such an image to replace the
existing overview on the control screen. We called the captured image the "local map" and
the overview of the entire slide the "global map". To use the new feature the pathologist
would move to an area of interest at low magnification and press the local map button. The
microscope would then capture the microscope image and replace the global map with the
newly created local map. The pathologist would then increase the magnification and use
the local map for navigation and orientation.
Once the new feature was implemented, we conducted an experiment to determine
when such a feature would be useful. We decided to simulate a blood counting task for
our experiment. Participants would be required to move to a target area which was a large
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Overall the experiment did not show any version of the interface to be significantly
faster than the others. Inexperienced users did not have dramatic performance improvement on all tasks as the experimenters did. In particular, those tasks which required
navigation on the overview did not show improvement for inexperienced users. This
was probably due to inexperienced users not learning to use the overview as well as the
microscope display. Since every task required some navigation on the microscope display,
inexperienced users were more familiar with it. On the other hand, the experienced users
had a much better idea of when to use the overview for navigation. This suggests that after
a training period pathologists would perform more like the experienced users, and the
improved track ball interface would provide the best performance.
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Table 4
Means (and standard deviations) for 100 ⫻ (20:1)
100 ⫻ (20:1)

With local map

Without local map

t Value

Errors (per three tasks)
Time (s) for three tasks
Confidence (1 to 7 ¼ high)

0.58 (0.64)
394.67 (62.56)
6.56 (0.39)

0.92 (1.04)
477.00 (128.94)
5.92 (0.93)

0.91
1.91
2.09 *

*

Significant at 0.05 using Tukey’s HSD.

Table 5
Means (and standard deviations) for 200 ⫻ (40:1)
200 ⫻ (40:1)

With local map

Without local map

t Value

Errors (per three tasks)
Time (s) for three tasks
Confidence (1 to 7 ¼ high)

0.25 (0.60)
749.91 (191.41)
6.28 (0.52)

0.92 (0.76)
804.00 (246.52)
5.94 (0.83)

2.29 ^{*}
0.56
1.13

*

Significant at 0.05 using Tukey’s HSD.
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yellow rectangle. At the target, half of the participants would make a local map. Then, all
participants would increase magnification and smaller rectangles would become visible
within the large rectangle. They were asked to count the small yellow rectangles within the
large yellow rectangle and use the same search strategy. The large rectangle was too big to
fit entirely within the microscope field-of-view at the higher magnification. Therefore, the
user would have to sweep the large rectangle in a back and forth pattern counting small
yellow rectangles.
24 participants were recruited from the University community and paid $10 with a $10
bonus to the fastest error-free participant. They were divided into two groups. The first
group used the local map. The second group could not, as the feature was disabled
for them. All participants performed three counting tasks at each of three magnifications,
100⫻, 200⫻, and 400⫻. The order in which the different magnifications were performed
was permuted to counterbalance for learning effects. Both time to complete and accuracy
of each task was recorded. We also asked each participant to rate how confident they were
that their answer was correct on a scale of 1 to 7, with 7 as certain.
At 100⫻ there was no significant difference in either speed or accuracy between users
with the local map and those without. However, users with a local map were significantly
more confident of their answers (Table 4). Since the global map represented a 5⫻ magnification of the search space, 100⫻ represents a 20:1 ratio between the global map and the
microscope display. All local maps were constructed at 25⫻. Thus, users were more
confident with a 4:1 ratio than a 20:1 ratio. However, their performance was not significantly different.
At 200⫻ the ratio increases to 40:1. At this ratio users without a local map began to have
problems (Table 5). They made significantly more errors than those with a local view. Even
worse, they did not realize it. Non-local map users had the same confidence as they did at
100⫻. For a pathology task where accuracy is important, this has very serious consequences.
Watching the participants, we observed that non-local map users still tried to use the global
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Table 6
Means (and standard deviations) for 400⫻ (80:1)
400⫻ (80:1)

With local map

Without local map

t Value

Errors (per three tasks)
Time (s) for three tasks
Confidence (1 to 7 ¼ high)

0.25 (0.60)
364.33 (95.57)
6.56 (0.46)

0.83 (0.99)
493.50 (140.31)
5.92 (0.82)

1.68
2.52 ^{*}
2.26 *

*

Significant at 0.05 using Tukey’s HSD.

4.4. Conclusions from experimental results
The pilot study clearly showed that estimating microscope movement from the rotation
of a track ball was at least as difficult as estimating movement for a fixed time period.
Users require more feedback for their actions. When feedback for an action was given
(dragging the field-of-view indicator), users performed significantly better.
These results were used to redesign the microscope’s user interface. The new interface
concentrated on providing immediate feedback of operator actions by predicting the effect
of these actions and indicating them on the displays. The improved interface contained
predicted stopping locations on both the overview and the microscope display. In addition,
a simulated current position was included on the overview. With these improvements task
times were reduced. If we compare only the two track ball versions, we see consistently
better performance with the improved version. This suggests that the improved feedback
was responsible for all observed performance improvements because these two interfaces
differ only with respect to feedback.
Finally, the benefit of the feedback provided by the overview diminished as the magnification of the microscope increased. In order to restore this benefit, a way to zoom-in on
the overview was provided by adding an intermediate or local map. This local map
improved user performance when the magnification between the overview and the microscope exceeded 20:1.

5. Possible further improvements in the workstation
Our efforts to improve the navigation interface by replacing the original keypad were
successful in showing that improvements can be made. The most positive effect is
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map for navigation. However, the level of detail had fallen so that they could not differentiate position finely enough to eliminate skipping or overlapping their search paths.
At 400⫻ (80:1 ratio) the non-local map users abandoned the global map as a navigational aid. They used the microscope screen exclusively. This improved their accuracy
relative to local map users, but slowed them dramatically (Table 6). Direct comparisons
between magnifications were not made. While the tasks at all magnifications were similar,
they were not the same. In addition, we reduced the size of the rectangles at 400⫻ to speed
up the experiment. The reduced size accounts for the shorter times at this magnification. It
probably accounts for increased confidence of local map users as well.

D. Carr et al./Interacting with Computers 11 (1998) 33–52

49

Downloaded from http://iwc.oxfordjournals.org/ at Pennsylvania State University on May 11, 2016

probably the increased sense of control and an improved chance to retain users who are
reluctant to use a new system. For our experienced users the revised interface was
significantly faster, especially at longer delays.
Our experience clearly shows the advantages of using remote devices that provide
constant status feedback. This feature is still not adequately considered by manufacturers,
but is essential to the design of interfaces, giving users a sense of control and confidence.
The same problem arises in many applications. For example, in the case of a home
automation system [21], devices in the home can be operated and scheduled remotely,
but they typically do not send status feedback. When users start a CD player and do not
hear anything, they become confused and frustrated. They have no way of knowing if the
volume has been turned way down by somebody else or if the CD player is off or
malfunctioning.
On the other hand, our improvements to the interface had a relatively limited effect on
the overall speed of operation. It is clear that remotely controlling a motorized stage will
always be slower than the direct manual control of the slide. It only takes a few seconds to
take a quick look at the slide with the naked eye and slide it under the objective at the
desired place. When the slide is at a remote site, it must first be digitized to obtain a global
view of the sample, then mounted tightly on the stage, and finally moved slowly to the
appropriate coordinate. Innovative features like automated task functions are needed to
compensate for the reduced interaction during the navigation process. A good example is
the addition of saved points. Traditionally slides are "dotted" to mark a location that can be
inspected again later. But "dotting" is not very easy, tends to be imprecise, and hides other
parts of the slide. The whole review process can be saving points with a simple click,
which can be retrieved easily and set to the right magnification automatically. Other
possible improvements include: automatically following user-defined trails, systematic
scanning of a user-specified area, and perhaps automatic focus oscillation in order to
aid exploring the Z-dimension of the slide.
Support for collaboration would also increase the value of the telepathology system. In
most cases at least two participants will be involved in the telepathology work. More
participants might be involved in a teaching environment where several residents are also
participating in the session. Surprisingly little seems required to recreate an environment
allowing collaborative work between pathologists (a good phone and a separate camera for
gross samples such as tumor masses). In this respect pathology is special. The constraints
already imposed by the traditional work environment readily adapt to telepathology.
Usually, a diagnosis is rendered while all participants are looking at the microscope
image. (Microscopes are equipped with multiple eye pieces allowing several people to
look while one person moves the slide.) Conventions already exist to verbally express
direction, shapes, and distances. Typically, everybody looks through the microscope eye
piece until the work is done, and then sits back at the end of a case, to take notes and sign
paperwork. The remote collaboration can have the advantages of being less tiresome, and
allowing a larger number of participants to look at the screens.
Finally, the social context of the application also has an influence on its overall success.
Expert consultation can be done in real-time while a pathologist discusses a case with a
specialist pathologist. It could also be done through a referral "bank" in which groups of
pathologists share a large pool of cases according to their specialities. So far, all reports of
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6. Conclusion1
We described a real-world application for which added features and added hardware
needed to be justified. Our personal suggestions were heard, but the prototypes and the
results of our experiments were the most important factors when decisions were made by
the commercial company about future versions of the system.
6.1. Coping with delay
Our work showed that predictive displays and local maps improved user control of the
microscope and increased user comfort with the system. Specifically we observed the
following.
1. Predicting the stopping position of the microscope increased novice performance on
some tasks and seemed to increase their confidence.
1

Product status update: the work described in this paper mainly took place from 1991 to 1993. A few years later
Corabi stopped operating and later licensed the technology to Apollo Software Inc. (http://home.navisoft.com/
apollo/index.htm). For several years only a static system was produced (digitized images mainly for training).
Then, Apollo improved the dynamic system under the direction of a former Corabi employee who had followed
our work. A simpler PC architecture and improved microscope technology lead to greatly reduced time delays,
making the interface much better to use. The improved product, today’s rapid growth of the Internet, and the slow
emergence of telemedicine seem to contribute to a new business push for real-time, dynamic telepathology as
described here. Three installations were done in 1996 and four are being prepared for 1997.
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daily use have been of the first type, between colleagues who already had established
collaboration together in more traditional ways. It will be more difficult to establish remote
consultations between partners who do not know each other, or to establish referral banks.
In an unpublished remote consultation experience in Northern France, it was observed that
the most successful use of the system had been for consultations about rare diseases. It was
hypothesized that physicians were more likely to ask help from remote colleagues in this
case than on topics which they were supposed to have mastered entirely. Even if it is
recognized that no physician could be an expert in all domains, it remains difficult to ask
for help over the network. Another scenario more likely to expand the use of remote
consultation is the shared hiring of experts by hospitals. In order to reduce the cost of
care, pathologists might be hired jointly by several hospitals requiring them to perform
their work remotely on a daily basis. This economic pressure is likely to encourage the
development of telemedicine. Our work demonstrates that, even though it has been proven
that remote diagnostics can be done accurately, more work is needed to improve the
usability of the workstations in order to guarantee accurate diagnosis during extended use.
In summary, careful user centered design can help compensate for the slow interaction
resulting from the time delays, the limited feedback, and the overall slowness of the
motorized instruments. We believe that it is the combination of the features described
above that will increase the usability of the workstation and allow pathologists to conduct
remote work efficiently.
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2. Adding an intermediate view or local map increased the usefulness of navigating on the
overview when magnification differences between the overview and the microscope
view increased (a ratio somewhere between 20:1 and 40:1).
3. A "stop now" button was essential to allow users to quickly abort pending operations
and replan their actions.
4. Some degree of automation will be necessary to support the navigation process and
increase the overall usefulness of the system.

6.2. Implications for future research into time aspects of usability
Telepathology is a special application but we believe that Internet-based systems that
are remotely controlled or that require browsing of large images will need to compensate for
similar time delays and can benefit from our experience with the telepathology application.
The introduction of a model between the user and the remote environment introduces a
dichotomy in the control system. How to keep the operator informed of events in the
remote environment without interfering with operations in the model needs more study.
This is especially true in systems where the operator’s actions and the remote system’s
actions are overlapped in order to decrease the effects of time delays. While it is clear that
a model helps remote users, it is not clear how detailed this model needs to be. We arrived at
our level of detail by experimentation. A theory-based prediction would have helped greatly.
Finally, certain interfaces need to be tested using variable time delays. In our application it seemed that they would have little effect on our suggested interface and only make
the original interface perform worse. But, the large variability in response time of the
Internet makes this issue more important.
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Our experience also illustrates that time delays can be introduced by devices being
controlled remotely. We want to strongly encourage manufacturers of such devices to
include sensors providing comprehensive and continuous status feedback, which is essential to the design of interfaces giving users a sense of control and confidence.
Previous work has shown that the best way to cope with delay is to build a model of the
remote environment and allow users to work delay-free in the model. With an interface based
on remote direct manipulation, users have the benefit of real-time response to their actions.
This should improve their feeling of certainty when using the interface as well as their
performance. Our work shows how predictive displays and overview maps help mitigate
time delays in remote browsing applications for which content models are not available.
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