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Abstract. Performance-intenss softwareis increasinglybeingusedon heterogeneousombina-
tionsof OS,compiler andhardvareplatforms.Examplesncludereusablemiddlevarethatforms
the basisfor scienti c computinggrids and distributed real-timeand embeddedystems. Since
this software hasstringentquality of service(QoS)requirementsit often provides a multitude
of con guration optionsthat canbe tunedfor speci ¢ applicationworkloadsandrun-time ervi-
ronments.As performance-intense systemsavolve, developerstypically conductquality assuf
ance(QA) tasksin-house,on a smallnumberof con gurationsto identify andalleviate overhead
thatdegradesperformanceQA performedsolelyin-houseis inadequatdecaus®f time/resource
constraintsandinsufcient to managesoftware variability, i.e., ensuringsoftware quality on all
supportedamgetplatformsacrossall desiredcon guration options.

This paperaddressebmitations with in-houseQA for performance-inteng softwareby ap-
plying the Skoll distributed continuousjuality assurancéDCQA) processegp improve software
performanceteratively, opportunisticallyandef ciently around-the-clockn multiple, geograph-
ically distributed locations. It describesnodeldriven tools thatallow Skoll usersto capturethe
systems axesof variability (suchascon gurationoptions,QoSstratgies,andplatformdependen-
cies). It describesxperimentsthatapply Skoll to evaluateandimprove the performanceof DRE
componentiddlevare on a rangeof platformsandcon guration options. The resultsshav that
automaticanalysisof QA taskresultscansigni cantly improve softwarequality by capturingthe
impactof softwarevariability on performancendproviding feedbacko helpdevelopersoptimize
performance.

1. Intr oduction

Emerging tr endsand challenges Quality Assuranc€QA) processebavetra-
ditionally performedfunctionaltesting,codeinspections/pro ling,andquality
of service(QoS)performanceevaluation/optimizationn-houseon developer
generatedvorkloadsandregressionsuites. Unfortunately in-houseQA pro-
cessesare not delivering the level of quality software neededor large-scale
mission-criticalsystemssincethey do not managesoftware variability effec-
tively. For example,in-houseQA processeganrarely capture,predict,and
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2 Krishna-Natarajan

recreateherun-timeenvironmentandusagepatternghatwill be encountered
in the eld onall supportedargetplatformsacrossll desiredcon gurationop-
tions. Thede cienciesof in-houseQA processesreparticularly problematic
for performance-intensiveoftwae systemsExamplesof this typeof software
include high-performancescienti c computingsystemsdistributed real-time
andembeddedDRE) systemsandthe accompaying systemssoftware (e.g.,
operatingsystemsmiddlewvare ,andlanguagegrocessingools).

To supportthe customizationglemandedy users,reusableperformance-
intensie software often must (1) run on a variety of hardware/OS/compiler
platformsand(2) provide avarietyof optionsthatcanbecon guredatcompile-
and/orrun-time.For example performance-intengemiddlewvare,suchasweb
seners(e.g., Apache)objectrequesbrokers(e.g., TAO), anddatabaseée.g.,
Oracle)run on dozensof platformsand have dozenor hundredsof options,
with eachoptionbeingacon gurationwithin theentiresoftwarecon guration
space.As software con guration spacesncreasen size and software devel-
opmentresourceslecreaseit becomesnfeasibleto handleall QA actiities
in-house. For instance developersmay not have accesdo all the hardware,
0OS,andcompilerplatformsonwhichtheir reusablesoftwareartifactswill run.
Solution approach  Distrib uted continuous QA processesnd tools.In
responseo the trendsand challengesdescribedabove, developersand or-
ganizationshave begun to changethe processeshey useto build and vali-
date performance-intensge software. Speci cally, they are moving towards
more agile processesharacterizedy (1) decentralizedlevelopmentteams,
(2) greaterrelianceon middlevare componenteuse,assemblyand deploy-
ment,(3) evolution-orienteddevelopmentequiringfrequentsoftwareupdates,
(4) productdesigngthatallow extensive end-usercustomizationand(5) soft-
warerepositorieghathelpto consolidateandcoordinateQA tasksassociated
with the otherfour characteristiceutlinedabove. While theseagile processes
addres&ey challengesvith corventionalQA approacheghey alsocreatenew
challengese.g., copingwith frequentsoftware changestemotedeveloperco-
ordination,andexploding softwarecon gurationspaces.

To addresghe challengeswith conventionaland agile software QA pro-
cessesye have developeda distributedcontinuougjuality assuranc€DCQA)
ervironmentcalledSkoll (www.cs.umd.edu/projects/skoll )thatsup-
portsaround-the-wrld, around-the-clock)A onacomputinggrid providedby
end-usersinddistributeddevelopmenteams.The Skoll environmentincludes
languagegor modelingkey characteristicef performance-intense software
con gurations, algorithmsfor schedulingand remotely executing QA tasks,
andanalysigechniqueshatcharacterizeoftwarefaultsandQoSperformance
bottlenecks.
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Capturinglmpactof SoftwareCon gurationon QoS 3

Ourearlierpublicationg1] on Skoll describedts structureandfunctionality
andpresentedesultsfrom afeasibility studythatappliedSkoll toolsandpro-
cesse$o ACE [2] andTAO [3], which arelarge(i.e., overtwo million SLOC)
reusablemiddlevare packagesargetedat performance-intense software for
DRE systemsQurinitial work focusedargelyonbuilding theSkoll infrastruc-
ture, which consistef the languagesalgorithms,mechanismsandanalysis
technigueghat testedthe functional correctnesf reusablesoftware andits
applicationto end-usesystems.

This paperdescribeseveral otherdimensionsof DCQA processeandthe

Skoll environment: (1) integrating model-basedechniqueswith DCQA pro-
cesses(2) improving QoSas opposedo simply functional correctnessand
(3) using Sloll to empirically optimizea systemfor speci ¢ run-time con-
texts At the heartof the Skoll work presentedn this paperis Bendimark
Geneation ModelingLanguaye (BGML) [4], which is Model-basedoolsuite
that appliesgeneratie model-basedoftware techniqued5] to measureand
optimizethe QoS of reusableperformance-intenge software con gurations.
BGML extendsSkoll's earlierfocuson functionalcorrectnesso addres€QoS
issuesassociateavith reusablegperformance-intense software,i.e., modeling
and benchmarkingnteractionscenarioon variousplatformsby mixing and
matchingcon guration options. By integratingBGML into the Skoll process,
QoSevaluationtasksareperformedn afeedback-drrenloopthatis distributed
over multiple sites. Skoll tools analyzethe resultsof thesetasksandusethem
asthe basisfor subsequengvaluationtasksthat are redistritutedto the Skoll
computinggrid.
Paper organization. Theremaindeof this paperis organizedasfollows: Sec-
tion 2 presentsan overview of the Skoll DCQA architecturefocusingon in-
teractionsbetweervariouscomponentandservices;Section3 motivatesand
describeur modelbasedmeta-programmabl®ol (BGML), focusingon its
syntacticand semanticmodeling elementsthat help QA engineerso visu-
ally composeQA tasksfor Skoll andits generatre capabilitiesto the resohe
accidentalcompleities associatedvith quantifying the impact of software
variability on QoS; Section4 reportsthe resultsof experimentsusing this
model-basedCQA processon the CIAO QoS-enableccomponentmiddle-
ware framework; and Section5 presentsoncludingremarksandoutlinesfu-
turework.

BGML canbedownloadedrom www.dre.vanderbilt.edu/cosmic
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4 Krishna-Natarajan

2. Overview of the Structur e and Functionality of Skoll

To addresdimitationswith in-houseQA approacheghe Skoll projectis devel-
opingandempiricallyevaluatingfeedback-drrenprocessesnethodsandsup-
portingtools for distributedcontinuousQA. In this approactsoftware quality
is improved— iteratively, opportunisticallyandef ciently — around-the-clock
in multiple, geographicallydistributedlocations. To supportdistributed con-
tinuousQA processesye have implementeda setof componentandservices
calledthe Sloll infrastructue, which includeslanguage$or modelingsystem
con gurationsand their constraints algorithmsfor schedulingand remotely
executingtasks,andanalysisechniquegor characterizingaults.

The Skoll infrastructureperformsits distributed QA tasks,suchastesting,
capturingusagepatternsandmeasuringystenperformancegnagrid of com-
puting nodes. Skoll decompose®A tasksinto subtaskghat performpart of
a largertask. In the Skoll grid, computingnodesare machinesprovided by
the core developmentgroup and volunteeredby end-users.Thesenodesre-
questwork from a sener whenthey wish to make themselesavailable. The
remaindeiof this sectiondescribeshe Skoll infrastructureandprocesses.

2.1. The Skoll Infrastructur e

Skoll QA processesre basedon a client/sener model. Clients distributed

throughouthe Skoll grid requesjob con gurations(implementedasQA sub-

taskscripts)from a Skoll sener. Thesenerdeterminesvhich subtaskgo allo-

cate,bundlesup all necessargcriptsandartifacts,andsendghemto theclient.

Theclientexecuteghesubtask&ndreturnstheresultsto thesener. Thesener

analyzegheresults,interpretsthem,andmodi es the processasappropriate,
which may trigger a new round of job con gurationsfor subsequentlients
runningin thegrid.

At alower level, the Skoll QA processs moresophisticated QA process
designersnustdeterming(1) how taskswill be decomposeihto subtasks(2)
on whatbasisandin whatordersubtaskswill be allocatedto clients,(3) how
subtasksvill beimplementedo executeon a potentiallywide setof clientplat-
forms, (4) how subtaskresultswill be melgedtogetherandinterpreted(5) if
andhow shouldtheprocessadapton-the- y basednincomingresultsand(6)
how the resultsof the overall processwill be summarizedandcommunicated
to softwaredevelopers.To supportthis processve've developedthe following
componentsindservicedor useby Skoll QA processlesignergacomprehen-
sive discussiorappearsn [1]):
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Capturinglmpactof SoftwareCon gurationon QoS 5

Con guration spacemodel. The cornerstonef Skoll is its formal model of
a DCQA process'con guration spacewhich capturesall valid con gurations
for QA subtasksThis informationis usedin planningthe global QA process,
for adaptingthe processlynamically andaidingin analyzingandinterpreting
results.

Intelligent Steering Agent. A novel featureof Skoll is its useof an Intelli-
gentSteeringAgent(ISA) to controltheglobal QA procesdy decidingwhich
valid con gurationto allocateto eachincomingSkoll clientrequest.The ISA
treatscon guration selectionasan Al planningproblem. For example,given
the currentstateof the global processincluding the resultsof previous QA
subtaskge.g., which con gurationsareknown to havefailedtests) thecon g-
urationmodel,and metaheuristicge.g., nearesneighborsearching)the ISA
will chosethenext con gurationsuchthatprocesgjoals(e.g., evaluatecon g-
urationsin proportionto known usagedistributions)will be met.

Adaptation strategies.As QA subtasksareperformedby clientsin the Skoll
grid, their resultsarereturnedto the ISA, which canlearnfrom theincoming
results. For example,whensomecon gurationsprove to be faulty, the ISA
can refocusresourceson other unexplored partsof the con guration space.
To supportsuchdynamicbehaior, Skoll QA processdesignersan develop
customizedadaptationstrategiesthatmonitorthe global QA processtate an-
alyzeit, andusetheinformationto modify future subtaskassignmentm ways
thatimprove procesgperformance.

2.2. Skoll in Action

At ahigh level, the Skoll processs carriedoutasshovn in Figurel.

1. Developerscreatethe con guration modeland adaptatiorstrat@ies. The

ISA automaticallytranslateshe modelinto planningoperators. Developers
createthe genericQA subtaskcodethatwill be specializedvhencreatingac-

tualjob con gurations.

2. A userrequestsSkoll client softwarevia the registrationprocesslescribed
earlier TheusermreceiestheSkoll clientsoftwareandacon gurationtemplate.
If auserwantsto changecertaincon guration settingsor constrainspeci ¢

optionshe/shecando soby modifying thecon gurationtemplate.

3. A Skoll clientperiodically(or on-demandjequestsjob con gurationfrom

a Skoll sener.

4. The Skoll sener queriesits databaseandthe userprovided con guration

templateto determinewhich con guration option settingsare x ed for that
userandwhich mustbe setby the ISA. It thenpackageshis informationasa
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Figurel: Skoll QA Process/iew

planninggoal andqueriesthe ISA. The ISA generates plan, createshe job

con gurationandreturnsit to the Skoll client.

5. A Skoll clientinvokesthe job con guration andreturnsthe resultsto the

Skoll sener.

6. TheSkoll senerexaminegheseresultsandinvokesall adaptatiorstrateies.
Theseupdatethe ISA operatorgo adaptthe globalprocess.

7. The Skoll sener preparesa virtual scoeboad that summarizesubtask
resultsandthe currentstateof the overall process This scoreboards updated
periodicallyand/orwhenpromptedby developers.

3. Enhancing Skoll with a Model-based QoS Impr ovement
Process

Reusableperformance-intenge software is often usedby applicationswith

stringentQoSrequirementssuchaslow lateng andboundeditter. The QoS
of reusableperformance-intense software is in uenced heaily by factors
suchasthe con guration optionssetby end-usersand characteristicof the
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Capturinglmpactof Software Con gurationon QoS 7

underlyingplatform. Managingthesevariableplatform aspectsffectively re-
quiresaQA processhatcanpreciselypinpointtheconsequencesf mixing and
matchingcon guration optionson variousplatforms.In particular sucha QA
processshouldresole thefollowing forces: (1) Minimize the time andeffort
associatedvith testingvariouscon guration optionson particularplatforms,
and(2) Provide a framework for seamlesadditionof new testcon gurations
correspondingo various platform ervironmentand applicationrequirement
contexts.

In our initial Skoll approachgreatinga benchmarkingexperimentto mea-
sureQoSpropertiegequiredQA engineergo write (1) theheaderles, source
code thatimplementhefunctionality, and(2) thecon gurationandscript les
thattunethe underlyingORB andautomaterunningtestsand outputgenera-
tion, Our experienceduring our initial feasibility study[1] revealedhow te-
diousanderrorpronethis processvassinceit requiredmultiple manualsteps
to generatdoenchmarkstherebyimpedingproductivity andquality in the QA
process.Theremainderof this sectiondescribeowv we have appliedmodel-
basedechniqueg$5] to resoheforcesl and2 outlinedearlier

3.1. Model Driven Approachfor Evaluating QoS

To overcomethe limitations with manuallydevelopingcustombenchmarking
suitesdescribeckarlier we have usedMDD techniquedo developthe Bend-
mark Geneation Modeling Language (BGML) [4]. BGML providesvisual
representationfor de ning entities (components)their interactions(opera-
tions and events)and QoS metrics (lateng, throughputandjitter). Further
the visual representationthemselesare customizabldor differentdomains.
BGML hasbeentailoredtowardsevaluatingthe QoSof implementationsf the
CORBA ComponeniModel (CCM) [6] .

3.1.1. BGML overview

BGML is built atop the GenericModeling Ervironment(GME) [7], which
providesa meta-programmablsamework for creatingdomain-speci cmod-
eling languagesind generatie tools. GME is programmedr/ia meta-models
and modelinterpreters. The meta-modelgle ne modelinglanguagesalled
paradigmghat specifyallowed modelingelementstheir propertiesandtheir
relationships Model interpretersassociatedavith a paradigmcanalsobe built

We focuson CCM in ourwork sinceit is standarccomponenmiddlevarethatis targetedfor
theQoSrequirement®f DRE systemsAs QoSsupportfor othercomponentniddlevarematures
we will enhanceur modelingtoolsandDCQA processeto integratethem.
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8 Krishna-Natarajan

to traversethe paradigms modelingelementsperforminganalysisandgener
atingcode.

BGML capturekey QoSevaluationconcern®f performance-intengemid-
dleware. Middleware/applicatiordeveloperscan use BGML to graphically
modelinteractionscenario®f interest.Givensucha model,BGML thengen-
eratesmostof the codeneededo run experimentsjncluding scriptsthat start
daemonprocesseslaunchcomponenton variousdistributed systemnodes,
runthebenchmarksandanalyze/displagheresults.BGML allows CCM users

to:
1. ModelinteractionscenariobetweerCCM componentsisingvariedcon-

guration options,i.e., capturesoftwarevariability in higherlevel mod-
elsratherthanin lower-level sourcecode.

2. Automatebenchmarkingodegeneratiorto systematicallyidentify per
formancebottleneckdasedn mixing andmatchingcon gurations.

3. Generatecontrol scriptsto distribute and executethe experimentsto
usersaroundthe world to monitor QoS performancéehaior in awide
rangeof executioncontexts.

4. Evaluateand compareCCM implementationperformancesn a highly
automatedvay the overheadhat CCM implementationsmposeabove
andbeyond CORBA 2.x implementationdasedonthe DOC model.

5. Enablecomparisorof CCM implementationsisingkey metrics,suchas
throughputjateng, jitter, andotherQoScriteria.

With BGML, QA engineergyraphicallymodelpossibleinteractionscenarios.
Givena model, BGML generateshe scafolding codeneededo run the ex-
periments. This typically includesPerl scriptsthat start daemonprocesses,
spavn the componentsener and client, run the experiment,and display the
requiredresults. BGML is built on top of the GenericModeling Environ-
ment (GME) [7], which provides a meta-programmabl&amenwork for cre-
ating domain-speci cmodelinglanguagesndgeneratie tools. GME is pro-
grammedvia meta-model@&nd modelinterpreters. The meta-modelsie ne
modelinglanguagesalledparadigmghatspecifyallowed modelingelements,
their propertiesandtheir relationships.Model interpretersassociateavith a
paradigmcanalsobe built to traversethe paradigms modelingelementsper
forming analysisandgeneratingode.

3.1.2. BGML modelelements

To captureQoSevaluationconcernsf differentcomponenmiddlevaresolu-

tions,the BGML provides: _ .
Build elementssuchasproject,workspaceresourcegandimplementa-

tion artifactthatcanbeusedto represenprojectsandtheir dependencies
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Capturinglmpactof SoftwareCon gurationon QoS 9

suchasDLLs, sharedobjects. For example,the projectsmodeledcan
be mappedto Visual Studio project les (Windows platforms)or onto
GNUMake/Malke les (*NIX platforms). The build commandsanbe
usedto representompilersfor differentplatformssuchasgcc,g++and
ant.

Testelementssuchasoperationsyeturn-typesjatengy andthroughput
thatcanbeusedo representienericoperatioror asequencer operation
stepsandassociatdunctional QoS propertieswith them. For example,
the operationsignaturg(name,input parametersindreturn-type)canbe
usedto generatglatformspeci c benchmarkingodevia languagemap-
pings(C++/Java) duringtheinterpretatiorprocess.

Workload elementssuchastasksandtask-sethatcanbeusedto model
and simulatebackgroundoad presentduring the experimentatiorpro-
cess. Theseworkloadelementsarethenmappedo individual platform
speci ¢ codein theinterpretatiomprocess.

A benchmarkn BGML consistof capturinglatengy, throughputandjitter as-
sociatedvith atwo way operation/gentcommunicatiorbetweertwo CORBA
componentsln particular thefollowing arethetwo stepsrequiredto generate
abenchmarkusingBGML.:

Stepl. Modeling componentinteraction scenarios.This rst stepin ourpro-
cessnvolvesusingPICML [8] to visually representhe interfacesof the com-
ponents their interconnectionsand their dependenciesn external libraries
andartifacts. The PICML tool which is part of the CoSMIC tool chainsup-
portsvisualmodelingof componentsports,interfacesandoperations.

Step 2. Benchmark construction. Use BGML MDD tool to modelthetest,
i.e., associatéateng/throughputharacteristicaith thecomponenbperations
thatareto beempiricallyevaluatedo determingheright con gurations.Then
useBGML's modelinterpretergo generatehetestsuitefor evaluatingthe QoS
deliveredto the DRE systemby the middleware con guration. This stepin-
volvesthe generatiorof the build, benchmarkingand script codecodefrom
higher level modelsto run the experiment. Figure 2 depictshow a lateny
metricwasassociatedvith atwoway CORBA operation.

Figure2: AssociatingQoSwith operationin BGML
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3.2. Integrating BGML with Skoll

Figure3 presentsnovervien of how we haveintegratedBGML with the Skoll
infrastructure.

D\ Configuration
Service |Information
=]
files

Internet

\ N
BGML e Script| Benchmark
files | Information
AN AN
IDL cpp

Figure3: Skoll QA Proces¥/iew with BGML Enhancements

Below wedescribenow ourBGML modelingtoolsinteractwith theexisting —
Skoll infrastructurgo enhancéts DCQA capabilities.
A. QA engineersle ne atestcon guration usingBGML models.The neces-
saryexperimentatiordetailsare capturedn themodels,e.g., the ORB con g-
urationoptionsused,the IDL interfaceexchangedetweenrthe client andthe
sener, andthebenchmarkmetric performedby the experiment.
B & C. QA engineershenuseBGML to interpretthemodel. The OCML par
adigminterpreteiparseshemodeledORB con gurationoptionsandgenerates
therequiredcon guration les to con gure the underlyingORB. The BGML
paradigminterpreteithengenerateshe requiredbenchmarkingode,i.e., IDL
les, therequiredheaderandsource les, andnecessargcript les to runthe
experiment.StepsA, B, andC areintegratedwith Stepl of the Skoll process.
D. Whenusergegisterwith the Skoll infrastructurehey obtainthe Skoll client
softwareandcon gurationtemplate.This stephappensn concertwith Step2,
3, and4 of the Skoll process.
E & F. Theclient executeshe experimentandreturnsthe resultto the Skoll
sener, which updatesits internal database.When promptedby developers,
Skoll displaysexecutionresultsusingan on demandscoreboard.This score-
boarddisplaysgraphsand chartsfor QoS metrics,e.g., performancegraphs,
lateny measuresindfoot-print metrics. Stepsk andF correspondo stepss,
6, and7 of the Skoll process.
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4. DCQA Procesdor Capturing QoSof Performance-intensve
Software

This sectiondescribeghe designandresultsof an experimentwe conducted
to evaluatetheenhancedCQA capabilitieshatstemfrom integratingBGML
with Skoll. In prior work [4], we usedBGML to measureound-triplatenc of
theCIAO CCM middlewareplatform,focusingongeneratingcafolding code,
evaluatingthe correctnessf thegeneratedxperimentcode,andusingmodels
to identify performancebottlenecksandimprove QoS characteristicsin this
paper we usethe BGML modelingtools and Skoll infrastructureto executea
formally-designeexperimentusingafull-factorial design which executeshe
experimentalttask (benchmarkingn this case)exhaustively acrossall combi-
nationsof the experimentaloptions(a subsef the con guration parameters
of the CIAO QoS-enabledomponenmiddleware).

Thedatafrom ourexperimentss returnedo the Skoll sener, whereit is or-
ganizednto a databaseThe databas¢henbecomes resourcdor developers
of applicationsand middlewarewho wish to studythe systems performance
acrossits mary differentcon gurations. Sincethe datais gatheredhrough
a formally-designedexperiment,we usestatisticalmethods(e.g., analysisof
variancewilcox ran sumtests,andclassi cationtreeanalysis)to analyzethe
data.To demonstratéheutility of this approachye presentwo usecaseghat
shav how (1) CIAO developerscanquerythe databaseo improve the perfor
manceof the componeninmiddlevaresoftwareand(2) applicationdevelopers
can ne-tune CIAO's con guration parameterso improve the performancef
their software.

4.1. Hypotheses

Theusecaseave presenin this sectionexplorethefollowing hypotheses:

1. The Skoll grid can be usedtogetherwith BGML to quickly generate
benchmarlexperimentshatpinpointspeci ¢ QoSperformanceaspects
of interestto developersof middlewvareand/orapplicationse.g., BGML
allows QA procesgngineerso quickly setupQA processeandgenerate
signi cant portionsof therequiredbenchmarkingode.

2. Using the outputof BGML, the Skoll infrastructurecanbe usedto (1)
quickly executebenchmarkingxperimentson end-useresourcesacross
a Skoll grid and(2) captureandorganizetheresultingdatain a database
thatcanbeusedto improve the QoSof performance-intenge software.

3. Developersand usersof performance-intenge software can querythe
databaséo gatherimportantinformationaboutthatsoftware,e.g., obtain

StudialnformaticaUniversalis

“JSP-SIU”
2004/12/19
pagell

—



“JSP-SIU”

2004/12/19

pagel?2
—®
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amix of con guration option settingsthatimprove the performancdor
their speci ¢ workload(s).

4.2. Experimental Process

We usedthe following experimentalprocessto evaluatethe hypothese®ut-
linedin Section4.1:

Stepl: Choosea softwaresystemthathasstringentperformanceequire-
ments.ldentify arelevantcon gurationspace.

Step2: Selectworkload applicationmodel and build benchmarkausing
BGML.

Step3: Deploy Skoll andBGML to run benchmark®n multiple con gu-
rationsusinga full factorialdesignof the con guration options. Gather
performancealata.

Step4: Formulateanddemonstratspeci c useof theperformanceesults
databasérom the perspectie of bothmiddlevareandapplicationdevel-
opers.

4.2.1. Step1: Subject Applications

We usedACE 5.4 + TAO 1.4 + CIAO 0.4 for this study CIAO [9] is a
QoS-enableimplementatiorof CCM developedat WashingtoriJniversity, St.
LouisandVanderbiltUniversityto helpsimplify thedevelopmentbf performance-
intensie software applicationsby enablingdevelopersto declaratvely provi-
sion QoS policies end-to-endwhen assemblinga DRE system. CIAO adds
componensupportto TAO [3], which is distribution middlevarethatimple-
mentskey patterng10] to meetthedemandingQoSrequirementsf DRE sys-
tems.

4.2.2. Step2: Build Benchmarks

The following stepswere performedby the ACE+TAO+CIAO QA engineers
to build benchmarksisingthe BGML tool. Themodelswereusedto generate
screeningexperimentdo quantifybehavior of lateng/ andthroughput.

1. QA engineersusedthe BGML modelingparadigmto composethe ex-
periment. In particular QA engineersisethe domain-speci cbuilding
blocksin BGML to composexperiments.

2. In theexperimentmodeled QA engineerassociatethe QoScharacter
istic (in this caseroundtriplatengy andthroughputhatwill becaptured
in the experiment.

StudialnformaticaUniversalis



“JSP-SIU”

2004/12/19
pagel3

Capturinglmpactof SoftwareCon gurationon QoS 13

3. Using the experimentmodeledby QA engineersBGML interpreters
generatedhe benchmarkingoderequiredto set-up,run, andteardown
the experiment. The generatedles include componentmplementa-
tion les (.hand.cpp),IDL les (.idl), componentDL les (.cidl), and
benchmarkingode(.cpp) les.

4. Thegeneratede wasthenexecutedusingthe Skoll DCQA processaand
QoScharacteristicsvere measured.The executionwasdonein Step4
describedn Sectior4.2.4.

4.2.3. Step3: Executethe DCQA process
For this versionof ACE+TAO+CIAO, we identi ed 14 run-time optionsthat
could affect lateny andthroughput.As shavn in Table 1, eachoptionis bi-
nary, so the entire con guration spaceis . We executedthe
benchmarkexperimentson eachof the 16,384con gurations. This is called
a full-factorialexperimentaldesign. Clearly suchdesignswill not scaleup to
arbitrarynumbersf factors.In ongoingwork we arethereforestudyingstrate-
giesfor reducingthe numberof obsenationsthat mustbe examined. In the
currentexample,however, thedesignis manageable.
Option Index | Option Name Option Settings
optl ORBReactorThreadQueue FIFO,LIFO
opt2 ORBClientConnectionHandler RW, MT
opt3 ORBReactorMaskSignals 0,1
opt4 ORBConnectionPgingStratgy LRU, LFU
opt5 ORBConnectionCacheRyegPercentage 10,40
opté ORBConnectionCachelLock thread null
opt7 ORBCorbaObjectLock thread null
opt8 ORBObjectkeyTableLock thread null
opt9 ORBInputCDRAllocator thread null
opt10 ORBConcurreng reactve, tpc
optll ORBActiveObjectMapSize 32,128
optl2 ORBUseridPoligDemuxStratgy linear, dynamic
optl3 ORBSystemidPoligDemuxStratgy linear, dynamic
optl4 ORBUniqueidPoligReverseDemuxStrafyy | linear, dynamic
Table 1: The Con guration Space: Run-time Options and
their Settings
For agivencon guration,we usethe BGML modelingparadigmso model
the con guration visually andgeneratehe scafolding codeto run the bench-
markingcode. The experimentwasrun threetimesandfor eachrun the client
sent300,000requestdo the sener. In total, we distributedandran 50,000
benchmarkingxperiments.For eachrun, we measuredhelateny valuesfor
eachrequestindtotal throughput(events/second).
StudialnformaticaUniversalis
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The BGML modelingtool helpsimprove the productiity of QA engineers
by allowing themto composeheexperimentvisuallyratherthanwrestlingwith
low-level sourcecode.Thistool thusresolhestediousanderrorproneacciden-
tal compleities associatedvith writing correctcodeby auto-generatinghem
from higher level models. Table 2 summarizeshe BGML codegeneration
metricsfor a particularcon guration.

Files Number | Lines of Code | Generated(%)
IDL 3 81 100
Source(.cpp) 2 310 100
Header(.h) 1 108 100
Script(.pl) 1 115 100
Con g (svc.conf) 1 6 100
DescriptordXML) 2 90 0

Table2: GeneratedCode Summary for BGML

Thistableshavs how BGML automaticallygenerate$ of 10 required les
thataccountor 88% of the coderequiredfor theexperiment.

4.2.4. Step4: Example UseCases

Below we presenttwo usecaseghatleveragethe datacollectedby the Skoll

DCQA process.The rst scenarianvolvesapplicationdeveloperswho need
informationto helpcon guring CIAO for theiruse.ThesecondnvolvesCIAO

middlevaredevelopersvho wantto prioritize certaindevelopmentasks.

Use case#1: Application developer con guration. In this scenario,a de-
veloperof a performance-intenge software applicationis using CIAO. This
applicationis expectedto have a fairly smoothtrafc streamandneedshigh
overall throughputand low lateng for individual messagesThis developer
hasdecidedon severalof theoptionsettingsneededor his/herapplication but
is unsurehow to setthe remainingoptionsandwhat effect thosespeci c set-
tingswill have on applicationperformance.To help answerthis question the
applicationdevelopergoesto the ACE+TAO+CIAO Skoll webpageandiden-
ti es the generalworkloadexpectedby the application the platform,0S,and
ACE+TAO+CIAO versionsused.Next, the developerarrivesat the web page
shown in Figure4. Onthis pagethe applicationdeveloperinputsthoseoption
settings(s)heexpectsto useandleft unspeci ed(denoted*”) thosefor which
(s)heneedsguidance. The developeralso indicatesthe performanceametrics
(s)hewishesto analyzeandthensubmitsthe page.

Submittingthe pagecausesereral thingsto happen.First, the datacorre-
spondingto the known option settingsis locatedin the Skoll databasedNext,
the systemgraphsthe historical performancedistributions of both the entire
con guration spaceandthe subsespeci ed by the applicationdeveloper(i.e.,
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Figure4: AccessingPerformanceDatabase

the subsebf the con guration spaceconsistentvith the developers partially-
speci ed options).Thesegraphsareshovn in Figure5 andFigure6.

Figure5: Iteration

Last, the systempresentsa statisticalanalysisof the optionsthat signif-
icantly affect the performancemeasuresas depictedin Figure6. Togethey
theseviews presenthe applicationdeveloperwith several piecesof informa-
tion. First, it showvs how theexpectedcon guration hasperformechistorically
onaspeci c setof benchmarksNext, it compareghis con guration's perfor
mancewith the performancef otherpossiblecon gurations. It alsoindicates

StudialnformaticaUniversalis
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Figure6: Iteration: Main Effects Graph (Statistically Sig-
ni cant Options are Denotedby an *)

which of the optionshave a signi cant effect on performanceandthusshould
be consideredarefullywhenselectinghe nal con guration.

Continuingour usecasesxample theapplicationdeveloperseeghatoption
opt10(ORBConcurrency ) hasnotbeensetandthatit hasasigni cant effect
on performance.To betterunderstandhe effect of this option, the developer
consultghemaineffectsgraphshavnin Figure6). This plot shavsthatsetting
ORBConcurrency to thread-perconnectionwherethe ORB dedicate®ne
threadto eachincoming connection)shouldleadto betterperformancehan
settingit to reactive(wherethe ORB usesa singlethreacdto detectdemultiplex
andservicemultiple client connections).The applicationdevelopertherefore
setsthe option andrerunsthe earlieranalysis. The new analysisshawvs that,
basedon historicaldata,the new settingdoesindeedimprove performanceas
shovnin Figure?.

However, the accompayging main effectsgraphshowvn in Figure 8 shavs
that the remainingunsetoptionsare unlikely to have a substantiakffect on
performanceAt this point, the applicationdeveloperhassereralchoicesge.g.,
(s)hecanstop hereand setthe remainingoptionsto their default settingsor
(s)hecanrevisit the original settings. In this case,our developerreexamines
the original settingsandtheir main effects(SeeFigure 9) anddetermineghat
changingthe setting of opt2 (ORBClientConnectionHandler ) might
greatlyimprove performance.

Using this settingwill requiremaking somechangego the actualappli-
cation, so the applicationdeveloperrerunsthe analysisto get an ideaof the
potentialbene ts of changingthe option setting. The resultingdatais shavn
in Figurel0. Theresultsin this gure shav thatthe performancémprovement
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Figure7: Iteration
Figure 8: Iteration: Main effectsgraph (Statistically Sig-

ni cant Options are Denotedby an *)

from settingthis optionwould be substantial.The developerwould now have
to decidewhetherthebene tsjustify the costsof changingthe application.
Usecase#2: Middlewar e developer task prioritization. In this scenarioa
developerof CIAO middlewareitself wantsto do anexploratoryanalysisof the
systems performancecrossts con gurationspace This developeris looking
for areaghatarein thegreatesheedof improvement.To dothis (s)heaccesses
the ACE+TAO+CIAO andSkoll webpageandperformssereraltasks.

First, (s)he examinesthe overall performancelistribution of one or more
performancemetric. In this case,the middlevare developerexaminesmea-
surement®f systemlateng, noting thatthe tails of the distribution are quite
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18 Krishna-Natarajan

Figure9: Iteration: Main Effects Graph (Statistically Sig-
ni cant Options are Denotedby an *)

Figurel0: Iteration: Step3

long (the lateny plots are the sameasthosefound in the “all.options” sub-
plots of Figure5). The developerswantsto betterunderstandvhich speci c
con gurationsarethe poorperformers.

OurDCQA procesgastghis questiorasaclassi cationproblem.Themid-
dlewaredeveloperthereforerecodeghe performancealatainto two cateyories:
thosein theworse-performind 0%andtherest. Fromhereout, (s)heconsiders
poor performingcon gurationsasthosein the bottom10%. Next, (s)heuses

For lateng theworstperformersarefoundin the uppertail, whereador throughpultt is the
opposite.
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classi cationtreeanalysis[11] to modelthe speci ¢ combinationof options
thatleadto degradedperformance.

For our currentusecaseexample the middlevaredeveloperusesa classi -
cationtreeto extractperformance-dgradingoptionpatternsi.e., (s)heextracts
the optionsandoptionsettingsfrom the treethatcharacterizgoorly perform-
ing con gurations.Figurell shovsonetreeobtainedrom the CIAO data(for
spacereasonghe tree shown in the Figure givesonly a coarsepicture of the
informationactuallycontainedn thetree).

Figure 11: Sample Classi cation Tree Modeling Poorly Per-
forming Con gurations

By examiningthe tree,the middleware developernotesthata large major
ity of thepoorly performingcon gurationshave ORBClientConnection-
Handler setto MT andORBConcurrency setto reactive The rst option
indicatesthatthe CORBA ORB usesseparatahreadsto serviceeachincom-
ing connectionsThe secondoptionindicatesthatthe ORB's reactor[10] (the
frameawork that detectsand acceptsconnectionsand dispatchesvent to the
correspondingevent handlerswhen eventsarrive) are executedby a pool of
threads.

Theinformationgleanedby the classi cationtreeis thenusedto guideex-
ploratorydataanalysis.To helpmiddlevaredevelopersorganizeandvisualize
the large amountof data,we employed the Treemapsiatavisualizer( www.
cs.umd.edu/hcil/treemap ), which allows developerso exploremulti-
dimensionablata.

The performancedatadescribedn the previous paragraphs represented
asatreemap.In this schemepoorly performingcon gurationsareshavn as
dark tiles and the acceptablyperformingcon gurationsaslighter tiles. The
layout rst dividesthe datainto two halves: the left for con gurationswith
ORBClientConnectionHandler setto RW andthe right for thoseset
to MT. Eachhalf is further subdvided, with the upperhalf for con gurations
with ORCConcurrency setto thread-perconnectiorandthe lower half for

StudialnformaticaUniversalis

“JSP-SIU”
2004/12/19
pagel9

—



20 Krishna-Natarajan

thosesetto reactive The datacan be further subdiiided to arbitrary levels,
dependingn how mary optionsthe middlevaredeveloperwishesto explore.
The middlenvaredevelopercontinuego explorethe data,checkingwhether
theadditionof otheroptionswould furtherisolatethepoorperformersthereby
providing more information aboutthe optionsthat negatively in uence per
formance. After someexploration, the middleware developer nd no other
in uential options. Next, (s)heexaminesthe poor performingcon gurations
thatarenot partof then group,i.e,, thosewith ORBCurrency setto thread-
per-connectiomratherthanreactive Themiddlevaredeveloperdetermineshat
nearlyall of the lateng valuesfor thesecon gurationsare quite closeto the
10%cutoff. In fact,loweringthearbitrarycutoff to aroundd% leadsto the sit-
uationin which nearlyevery poorperformethasORBConnectionClient-
Handler setto MT andORBConcurency setto reactive Basedon thisin-
formation,the middlevaredevelopercanconductfurther studiesto determine
whetheraredesigmmightimprove performance.

4.3. Discussion

The experimentseportedn this sectionempirically exploredhow integrating
BGML andSkoll allowed usto quickly implementspeci c DCQA processes
to help applicationand middleware developersunderstanduse,andimprove
highly-variableperformance-intenge systems.To accomplishthis, we used
BGML andSkoll to implementa DCQA processhatconducteda large-scale,
formally-designedxperimentacrossa grid of remotemachinesThis process
quickly collectedperformancelataacrossall combinationsf a setof system
con gurationoptions therebyallowing applicationrandmiddlevaredevelopers
to conductsophisticatedtatisticalanalyses.

We foundthattheBGML modelingapproachallowedusto specifytherele-
vantcon gurationspaceguickly andto automaticallygenerate largefraction
of the benchmarkcode neededby the DCQA process. In our previous ef-
forts[1] we performedhesestepananually makingnumerouserrors.Overall,
it tookaround48hoursof CPUtimetorunthe 50,000experimentatasksdic-
tatedby the experimentaldesign. Calendattime is effectively dictatedby the
numberof end-userparticipatingin the processWe seeno problemconduct-
ing thesetypesof experimentseveraltimesa day, which is particularlyuseful
for ACE++TAOCIAO developers(whosemiddleware infrastructurechanges
quitefrequently),sincethis will helpkeepthe performancelatain synchwith
theevolving middleware.
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Althoughthis paperfocusedon experimentsover a singleplatform,we can
runour Skoll DCQA procesover mary platforms.This cross-platfornporta-
bility is extremely importantto ACE++TAOCIAO developersbecauseheir
middlewarerun overdozensof compiler/OSplatforms thoughindividual mid-
dleware developersoften have accesdo only a few platforms. Our DCQA
processhereforegivesindividual developersvirtual accesgo all platforms.
Moreover, our approachmakesperformancelataaccessibléo applicationde-
velopersand end-userswhich helpsextendthe bene ts of DCQA processes
from the coreto the periphery

Despitethe succes®f our experimentswe alsofound numerousareasfor
improvement. For example,we realizethat exhaustve experimentaldesigns
canonly scaleup sofar. As the numberof con guration optionsunderstudy
grows, it will becomdncreasinglyimportantto nd moreef cient experimen-
tal designs.Moreover, the optionswe studiedwere binary andhadno inter-
option constraintswhich will not alwaysbe the casein practice. Additional
attentionthereforemustbe paid to the experimentaldesignto avoid incorrect
analysigesults.

We also found that much morework is neededo supportdatavisualiza-
tion andinteractive exploratorydataanalysis We have includedsometoolsfor
this in Skoll, but they arerudimentary More attentionmustbe paidto char
acterizingtheworkloadexaminedby thebenchmarlexperiments Theonewe
usedin this studymodeleda constanto w of messagedyut obviously differ-
entusagescenariosvill call for differentbenchmarksFinally, we notethatour
usecasedocusedon middlevareandapplicationsata particularpointin time.
Time-seriesaanalyseshatstudysystemsasthey evolve mayalsobevaluable.

5. Concluding Remarks & Future Work

Reusableoftwarefor performance-intenge systemsncreasinglyhasamulti-
tudeof con gurationoptionsandrunsonawide varietyof hardware,compiler,
network, OS,andmiddlewareplatforms.ThedistributedcontinuousQA tech-
niquesprovidedby Skoll playanimportantrole in ensuringhecorrectnesand
quality of service(QoS)of performance-intenge software.

Skoll helpsto amelioratethe variability in reusablesoftware contexts by
providing

Domain-speci cmodelinglanguageghat encapsulaté¢he variability in
software con guration options and interactionscenarioswithin GME
modelingparadigms.
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An Intelligent SteeringAgent (ISA) to map con guration optionsto
clientsthattestthe con guration andadaptatiorstratgiesto learnfrom
theresultsobtainedfrom clientsand

Model-basednterpreterghat generatdbenchmarkingcodeand provide
aframework to automatebenchmarkestsandfacilitatethe seamlesin-
tegrationof new tests.

Our experimentakesultsshoved how the modelingtoolsimprove produc-
tivity by resolvingthe accidentalcompleity involvedin writing errorprone
sourcecodefor eachbenchmarkingon guration. Section4.2.3shaved that
by usingBGML, 90% of the coderequiredto testand pro le eachcom-
binationof optionscanbe generatedtherebysigni cantly reducingthe effort
requiredby QA engineerso empiricallyevaluateimpactof softwarevariability
onnumerousQOSparametersSection4.2.4shoved how theresultscollected
usingSkoll canbe usedto populatea datarepositorythat canbe usedby both
applicationand middlewvare developers. The two use casepresentedn our
feasibility study shoved how our approactprovidesfeedbacko (1) applica-
tion developers.e.g., to tunecon gurationsto maximizeend-to-endQoSand
(2) middlewvare developers,e.g., to morereadily identify con gurationsthat
shouldbe optimizedfurther.

In future work, we are applying DCQA processes$o a grid of geographi-
cally decentralizedcomputerscomposedf thousandsf machinesprovided
by users,developers,and organizationsaroundthe world. We are alsointe-
gratingour DCQA technologiesnto the DRE softwarerepositorymaintained
by the ESCHERInstitute(www.escherinstitute.org ), whichis anon-
prot organization establishedo presere, maintain,and promotethe tech-
nology transferof government-sponsored&D tools and framewnorksin the
DRE computingdomain.
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