
 
 

Problem Set 1 
CMSC 426 

Due September 13, 2005 
 
Written exercises (10 points each) 
 

1. Find the maximum value, y, of the function y = 3 + 2x – 4x2 
 
Extrema of functions occur when the first derivative is equal to zero.   In this case, 
when: 
 
y’ = 2 – 8x = 0 
 
This is satisfied when x = ¼ and y = 3 ¼.   
 
We can tell that this is a maximum by looking at the second derivative, y’’=-8.  When 
the change in the slope is negative there is a local maxima. 
 
2. Find the values of the following integrals: 

 

a. 
��

�

d
�

0

)sin(  

 

2)0cos()cos()cos(|)sin( 0
0 �

�

�

�

�

�

� �

����

�

�

dd  

b. 
�

�

��

0

2 )(sin d  

 

24
2sin

2
|)(sin 0

0

2

�

��

��

�

�

�

�

�

�

d  

c. 
���

�

d)cos()sin(
0

�

 

 
Taking this integral is easier if we use the trigonometric identity: 
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Then we have: 
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Note that we could alternately have concluded this by sketching the sine and cosine and 
noting that: 
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This would tell us that:  
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so the whole integral would be 0.  Also, it is fine to just look up the integral in a table. 
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Following the problem above, we get: 
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3. Inner Products 

 
a. Find the inner product between u = (1,2) and v = (1,3). 

 
This is 1*1 + 2*3 = 7. 
 

b. Use the inner product to find the angle between these two vectors. 
 
We know that <u,v> = ||u|| ||v|| cos a, where a is the angle we want.  We have: 
 
||u|| = sqrt(5), ||v|| = sqrt(10).  So we have 7 = sqrt(50)cos(a), and a = .1419, or about 8 
degrees. 
 

c. Consider the vectors u=(4,-1,2) and w=(2,y,1).  For what value of y are these 
vectors orthogonal? 

 
The vectors are orthogonal when their inner product is zero, which occurs when 8 – y + 2 
= 0, which means y = 10. 
 



d. Consider the vector v = (1,-1,3).  Find two vectors, u and w, so that u ,v, and w 
are all orthogonal to each other. 

 
We can just guess some answers.   If u = (1,1,z), then z = 0 for <u,v> to be 0, so we can 
set u = (1,1,0).  Then, let w = (x,y,z).  We need to have  
x – y + 3z = 0 and x + y = 0.  These equations are satisfied, for example, by the vector (3, 
-3, -2). 
       

4. Suppose that u and v are two-dimensional vectors.  Suppose further that <u,v> = 
0, ||u||=||v||=1.  Let w=(x,y).  Show that: 
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Two examples of the possible position of w relative to u and v.  On the left, �  = � /2 – 

�

.  On the right, �  = 
�

 + � /2.  It’s also possible for �  = 
�

 – � /2. 
 
Let �  be the angle between w and u, and �  be the angle between w and v.  Then if w is in 
between u and v, we would have �  = � /2 – � .  Otherwise, we might have �  = �  + � /2, or 

�  = �  – � /2.  In any case, we have |cos(� )| = |sin(� )|.  This tells us: 
 
<u,w> = ||w||cos(� ), and <v,w> = ||w||cos(� ) = ||w||sin(� ).   
 
Note that we have left out ||u|| and ||v|| since these equal 1.  So we have: 
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Programming Assignment (20 points each) 
 
The goal of this assignment is to give you some practice with Matlab, and to better 
familiarize you with correlation by implementing it.  In each of these problems, the 
number of loops that you are allowed to use (for or while) is strictly limited.  This is to 
get you to start thinking about the Matlab style of implementation, in which we try to 
replace loops by performing a single operation on a whole vector or array at once.  This is 
much more efficient in Matlab than iteration, and often leads to more elegant programs.  
In each problem I will indicate the number of loops that I think are necessary.  You will 
lose two points for every excess loop that you use.  Hint: for replication, you may want to 
create small matrices that replicate values, and use these to pad your initial matrices.  
Check what happens when you perform matlab calls such as: 7*ones(4,4) or 
ones(3,1)*[5,2,4]. 
 

1. Implement a function to perform one-dimensional correlation.  You should handle 
boundary pixels by replicating the pixels at the boundary (the second way of 
handling boundaries that is described in the class notes).  Your function should 
therefore perform identically to the Matlab function imfilter when it is called with 
the ‘replicate’ option (see “help imfilter”).  You are not allowed to use the 
function imfilter, or any related functions such as convn in your implementation.  
One loop is allowed. 

 
Test your function by comparing the results of the following Matlab calls: 
 
correlation_1d([1:4, 4:-1:1], [1/3 1/3 1/3]) 
imfilter([1:4, 4:-1:1], [1/3 1/3 1/3], 'replicate') 
 
and 
 
correlation_1d([1:4, 4:-1:1], .2*ones(1,5)) 
imfilter([1:4, 4:-1:1], .2*ones(1,5), 'replicate') 
 
Turn in a file with your code, and a file showing the result of performing these 
operations. 
 

function  J = correlation_1D(I,H) 
% Correlate the filter, H, with the image, I.  
w = (length(H)-1)/2; 
% w is the length of the part of the filter that will hang 
over the edge of the image  
% when we are computing the first value of the result.  
n = length(I); 
Ipadded = [I(1)*ones(1,w), I, I(n)*ones(1,w)]; 
% Ipadded has the first and last values of I replicated so 
that all values  
% needed for correlation are present.  
J = []; 



for  i = (w+1):(n+w) 
    J = [J, Ipadded((i-w):(i+w))*H']; 
    % Notice that multiplying a vector by the transpose of 
another vector  
    % takes their inner product.  
end  

 
 

2. In this problem, you will check the results of correlating an averaging filter with a 
sine wave. 

a. Create a vector that is 100 elements long, so that the elements in it 
uniformly sample a sine wave, from 0 to 2� .  That is, the vector should 
look like: (sin(0), sin(2� /99), …sin(2� )).  No loops are allowed. 

 
Use the functions figure and plot to display this vector.  Use print to save 
the image in a JPEG file, and turn this in, along with the code used to 
generate it. 
 

Executing the code: 
 
s = sin(0:(2*pi/99):(2*pi)); 
figure(1) 
plot(s, 'LineWidth', 3) 
print -djpeg100 sineplot.jpg 
 
Produces the image: 
 

 
 



b. Create an averaging filter that is 21 elements long, and correlate this with 
the sine wave you have generated.  Using the functions above, and the 
additional command ‘hold on’, plot the result in the same figure as the 
original sine wave.  Save this to a JPEG file, and turn this in along with 
code used to generate it.  No loops are allowed. 

 
We can do this with the commands: 
 
f = (1/21)*ones(1,21); 
r = correlation_1d(s,f); 
hold on 
plot(r, 'LineWidth', 3) 
hold off 
print -djpeg100 sine2plot.jpg 
 
which produce the plot 
 

 
Notice that the result of this correlation is essentially a second sine wave with the same 
frequency, but a different amplitude.  In fact, correlating any filter with a sine wave 
produces a sine wave with the same frequency, and a possibly different amplitude. 
 
The two curves are also a bit different at the borders, because of the effect of convolution 
at boundaries.  This would not be the case if we had handled boundaries by treating the 
function as defined on a circle. 

 
3. Implement a two-dimensional correlation function.  Again, boundary pixels 

should be handled with replication, and the results should be the same as those 
produced by imfilter with the ‘replicate’ option. 

 
Test your function by comparing the results of the following Matlab calls: 
 
correlation_2d((1:5)'*(1:5), (1/9)*ones(3,3)) 



imfilter((1:5)'*(1:5), (1/9)*ones(3,3), 'replicate') 
 
and 
 
correlation_2d((1:5)'*(1:5), (1/25)*ones(5,5)) 
imfilter((1:5)'*(1:5), (1/25)*ones(5,5),'replicate') 
 
Turn in your code, and a file showing the results of these operations.  Two loops 

are allowed. 
 
We can do this with the following two functions: 
 
function  J = correlation_2D(I,H) 
% Correlate the filter, H, with the image, I.  
w = (size(H,1)-1)/2; 
% w is the length and width of the filter that will hang 
over the edge of the image 
% when we are computing the first value  of the result.  We 
assume size(H,1)  
% is odd, and that the filter is square.  
Ipadded = pad(I,w); 
% I padded will be I, with a padding of length w on every 
side.  This means  
% that we can center the filter on each pixel and mutliply 
it by the  
% corresponding matrix in Ipadded.  But we have to be 
careful about our  
% indexing.  
[n,m] = size(I); 
J = zeros(n,m); 
% We initialize J with zeros, but we will change all these 
values to the  
% right ones.  Doing things this way, all memory is 
allocated to J at once,  
% which is more efficient than allocating it piecemeal 
while we loop.  
for  i = (w+1):(n+w) 
    for  j = (w+1):(m+w) 
        J(i-w,j-w) = sum(sum(Ipadded( (i-w):(i+w), (j-
w):(j+w)).*H)); 
    end  
end  
 
function  J = pad(I,w) 
% Given an image I, we want to pad by a width of w.  Every 
pad value that  



% we add should be the value of the nearest pixel in the 
original image.  
[n,m] = size(I); 
J = [I(1,1)*ones(w,w), ones(w,1)*I(1,:), I(1,m)*ones(w,w); 
…    
        I(:,1)*ones(1,w),I,I(:,m)*ones(1,w); ...  
        I(n,1)*ones(w,w), ones(w,1)*I(n,:), 
I(n,m)*ones(w,w)]; 
 
 


