· Motivation:

· Authors worried about performance

· Smaller disks rather than larger ones

· Reliability of smaller disks was a concern

· Validity of predictions?

· Processor performance didn’t double every year

· Disk capacity more than 30% per year

· Perf. Figures of merit to compare RAID: read modify write

· Not a realistic way of evaluating the system

· Group sizes 25 bytes…pretty big and unrealistic

· RAID2 (ECC) has a lower MTTF than RAID3(parity) because more disks in system

· Use higher RAID number if more I/O operations (pick based on access patterns/workload)

· HP AutoRAID automatically administers the system and selects RAID level based on workload.

· Contribution: use commodity hardware to build bigger/better system
· Got wrong: tradeoff between efficiency in redundant data vs inefficient but higher reliability

· Synchronization isn’t a big deal…didn’t buy much

· RAID in HW vs RAID in SW
· HW => Get it right the first time…works well

· SW => fixable, can be patched so not as good quality

· MTTF suggested by manufacturer is different from MTTF in the field due to:

· power failures, air condition failures, vibrations etc

· Human Operator can grab wrong disk due to bad interface.

