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Abstract Pure de Bruijn graphs are de ned over nodes that num-
berd* for some integerd andk. Each node in such graphs
De Bruijn graphs possess many characteristics that is assigned a unique identi er from the set of possible
make them a suitable choice for the topology of an overlay k-words from an alphabet of sizeé (typically, a binary
network. These include constant degree at each nodealphabetis used;i@= 2.) The connectivity of a de Bruijn
logarithmic diameter and a highly-regular topology that graph is determined by the identi er assigned to each node.
permits nodes to make strong assumptions about the globalConsider a node with identi er byby:::b; b 2 f 0;1g.
structure of the network. n has an out-edge to the nodes with identibr:::b0
We propose a distributed protocol that constructs an andb:::b 1. This adjacency scheme, based on shifting the
approximation of a de Bruijn graph in the presence of an identi er strings associated with a node yields a simple
arbitrary number of nodes. We show that the degree of eachPre x based routing policy. The result is al@g(N) bound
node is constant and that the diameter of the network is noon the diameter of the graph. By construction, the degree
worse than2logN, whereN is the number of nodes. The 0f each node is constant.
cost of the join and the departure procedures @g@ogN ) The requirement that the number of nodes is precisely
in the worst case. To the best of our knowledge, this is the2* has made it difcult to use de Bruijn graphs in a
rst distributed protocol that provides sucHeterministic ~ practical setting. Our protocol, A0, provides a gener-
guarantees. alization of the de Bruijn graph to the case where the
number of nodes is not a power of two. We achieve this
by partitioning the whole graph into regions that locally
exhibit precise de Bruijn connectivity. The boundaries of
these regions are populated by nodes that emulate the
behavior of more than one node. This enables us to “glue
De Bruijn graphs are a class of directed graphs that havetogether” each of the regions that together constitute the
been proposed as a near-optimal topology for a DHT [5]. entire graph. The graph constructed retains the degree and
The reasons for this include constant degree at each nodéliameter bounds as well as the routing scheme of de Bruijn
of the graph which indicates low control overhead per graphs in the presence of an arbitrary number of nodes.
node; a deep structure that allows each node to make The paper is organized as follows. In Section Il we
strong assumptions about the behavior of other nodes; angresent a high-level summary of our protocolAlt.
a large bisection width when compared to other constantin Section Ill we describe the connectivity structure of
degree graphs. There have been attempts to construct peethe network and show how packets are routed through
to-peer overlay networks according to a de Bruijn topology it. Section IV describes the procedure by which new
([4], [3]), but these proposals provide only high probakili  nodes enter the network. Techniques for maintaining im-
guarantees of performance. Our principal contribution is portant network invariants are described in Section V. The
a distributed protocol to constructe Bruijn-like graphs. preservation of these invariants suggests a procedure for
Our protocol comes with the following deterministic guar- permitting nodes to leave the network. This is described in
antees: (1) the number of neighbors for each node in theSection VI. In Section VIl we state and prove the theorems
network is no more than a constant; and (2) the diameterthat provide deterministic guarantees on the behavioreof th
of the network is logarithmic in the number of nodes. network. We conclude with a discussion of related work.

I. Introduction



Il. Overview would have labels; ands,. Note however that in this case
s; ands; share a common pre x of length Togethers;

Our approach takes the view of the overlay network as aqands; cover a set of hash-identi ers that is identical to
distributed hash table. We consider the space of hash-keydhat covered by the common pre x 6h ands,. We use
to be all binary strings of length exactl. Each node this insight to place nodes that emulate the behavior of
in the network is assigned one or more labels from this MOre than one node on the boundary between regions of
space. The scheme for assigning labels to nodes maintaind1€ network that are at levels that differ by one.

the invariant that the labels of all the nodes in the network _When a request to join the network is received at a node
forms anuniversal pre x set that is, for everyk-length it is typically forwarded to the nearest node that is emulat-
binary strings there exists ainiquenoden such that a ing the behavior of more than one node. Since emulation

label associated witm shares a common pre x witfs. of a node's behavior is costly, this makes intuitive sense

We say that the label associated withcoversthe string in that the nodes with the heaviest burden are permitted

s. This invariant suggests a simple pre x-based scheme forto reduce their load by sharing it with the joining node. It
routing packets across the network. also has the effect of distributing the introduction of new

We usen and subscripted/superscripted varieties to nodes in the network and ensuring that the difference in
denote network nodes. We udeé to refer to the set of levels across the entire network is kept small. Forwarding

all nodes, or the size of that set depending on the contextJOiN requests in this manner requires that a node in the

The set of labels of a nodeis denotedab(n). Each label network I_<eep track of the s_tate of its neighbors. In the
is a binary strings of lengthk. A noden is addressedy next section, we de ne precisely the state of a node and

the pre x of each label inlab(n). That is, a node can e structure of connectivity in the network.
have more than one address. Each nodis assigned a

level such thatlevel(n) K, that speci es the length of Ill. States and Adjacencies
the pre x used to address. For instance, given a node
with level(n) = * andlab(n) = fbyhy:::b; B g The state of a noda in the HALO network is a pair

for some binary digitdy andkf, thenn is addressed by the S(n) = ( STI) and is denotedST wherel is the level
stringsfly :::b; 0 :::BPg. We writebyby ;i to refer of the nodev. The state identi erST is taken from the

to the set of all binary strings that begin withb, ::: b . setf IN; EMATY. The state of a node is a function of both
Since the set of node labels forms a universal pre x set, its own internal state as well as the state of its immediate
we use writebib, ;b to refer to a label associated neighbors in the network. The states (and their relation to
with a particular node as well as the set of labels in the node identi ers) are enumerated below.

hash-spaceoveredby the label. i 1) INp A node that wishes to join the ALO network

If the number of nodes in the network & then it is initially at level 0. It issues a join request to a
is straightforward to construct a pure de Bruijn graph by bootstrap node.
ensuring that the level of all nodes in the network.i§o 2) EM A node n in this state emulates the behavior
handle the more general setting of an arbitrary number of of two nodes. Speci callylab(n) = fb;:::b 4,0
nodes we allow the level of nodes in network to vary. We ;b :::b 11 g. Note that the length of both labels
attempt to maintain the invariant that nodes at a similar in lab(n) is * and both labels share a common pre x
level remain adjacent to each other. For instance, given of length™ 1
nodesny; n, andnz at levels', “+1 and’ +2 respectively, 3) AT A noden the stateAT is said to beatomic —
we may permitn, and n, to be adjacent anah, and it has only a single label. i.dab(n) = fb :::b g.
nz to be adjacent, bub; and nz may not be adjacent. The state of a noda is in part determined by the

Nodes at the same level can also be adjacent. This patterdtate of nodes; that are adjacent ta. The adjacencies
of connectivity permits the network to be structured into themselves are de ned purely in terms of the identi ers

regions of nodes that are of similar level. The local view of a node. We de ne two types of adjacencies that are
of the network to a node at levelis as if it were a de  majntained ah — SUC@) and SIB(n).

Bruijn graph of level .

Piecing together different regions of the network that SUC) f n°2N j w &jjjgg ; :ZEEE%
are locally de Bruijn connected requires some care. To
achieve this, certain nodes in the network have more than where by:::b 2 lab(n)
one label. By doing so, these nodes emulate the behaviolSUC() are the normal de Bruijn successors of a nodg
of as many nodes as they have labels. For instance, a nodievel *. These are the edges that are used to route packets
might have labels; = b :::b0 ands, = b :::b1l in the network using a pre x-based routing procedure. For
and emulates the behavior of two nodes at lévell that instance, the path taken in the network from a node with



label b ::: by to a node with labeb ::: 1 is through the
nodes with the labels beldw
bk byiiibi0D; bk

then enters into stat8'*! (u) and presentsy with its
identi er, adjacencies, and sta®** (ny).

It is straightforward fon to compute the new identi ers
and adjacencies for itself amty. If St(n) = EM thenn

The other type of edges maintained at a node are used’:\lready emulates the behavior of two nodes; in this case

to handle node failures. The structure of the connectivity
of “sibling” edges is given below.

SIB(n) f n"2N jb:::bh0 2 lab(n%g
where

0 1 1 0

lab(n)= fsg) s=by:::h
s;=b:::h0
s;,=hb:::hl

The manner in whiclSIB(n) is used to handle node
failures will be presented in Section VI. It is worth noting
that theSIB() relation is not necessarily symmetric. ff
is not at the same level & B(n) thenSIB(SIB(n)) 6 n.

In determining the state of a node we often consider
the entire neighborhood of the node. We IBR@1) to
refer to the set of nodes thatrefers to, as well as nodes
that refer ton using bothSUC() and SIB(n) edges.

lab(n) = fs1;529)

IV. The Join Procedure

We make use of join redirections to ensure than a new
node joins at an “appropriate” part of the graph. Typically
the redirection is limited to a radius of two hops from the
site of the original join request, but in the worst case this
might require uptdogN hops.

A node n)y that wishes to join the network uses an
out-of-band method to contact an arbitrary nadén the
network. Initially, S(njy) = INg. The noden that receives
the request may chose to satisfy the request itself, or it
may forward to join request to some other node in its
neighborhood. The rules that determine the manner in
which a join request is forwarded are presented in Table I.

HereS!(n) represents the state of the node that receives
the join request at time 2; lab'(n) represents its labels at
that time. If the condition in the third column is satis ed
for somenode in the neighborhood af then the join
is forwarded to that node and the state mfremains
unchanged. In case the join is not forwarded, the node
n computes a fresh pair of identi ers and adjacencies
for itself and forny. At the next time step, the node

1it is possible to optimize the routing scheme to take advantdge
similarities between the labels of the source and destimatmdes. We
exclude this to keep the presentation simple.

2For the purpose of describing our protocol an informal treatnud
time is sufcient. We adopt a discrete approach, where a sirighe
unit passes when a node receives or sends a control messapeth\d/i
de nition time is a local (i.e. node-speci c) property i.each node keeps
track of its own time.

n simply hands over half of its state to the new node.
If S'(n) = AT andlab'(n) = flyby:::h g thenn
gives itself the new identi ety b, :::b0 and givesny
by :::h1 thereby splitting the space of hash identi ers
exactly in half. We show in Section VIl that the resulting
SUC() sets for bottn andny is contained in the original
SUC). After the join SIB(n) = n;y andSIB(n\y) = n.

V. State Consistency

To be able to guarantee logarithmic diameter with
constant degree at each node we require certain state
invariants to be maintained. These invariants are listed
below.

(A1) If an edge (ni;ny) is
jlevel(ny) level(np)j 1.
(A2) An EM node has at least one neighborsuch that
S(n) 2 f AT; EM;; 0.
The reasons for the exact choice of these invariants will
become evident in Section VII. Intuitively, (A1) maintains
the property that the local view of the network to any
particular node is de Bruijn like by ensuring that only
nodes of a similar level are adjacent. Invariant (A2) ensure
that nodes do not unnecessarily emulate the behavior of
more than one node.

To enforce these invariants, we require a nad® no-
tify all its neighbors each time its state changes. Consider
the case where a nod® receives a noti cation from a
noden of a change in the state af The noden® responds
to this noti cation in two steps. First, in an attempt to
maintain invariant (A1), the state o may change due to
the change im's state alone. Next, to maintain (A2)°
may examine the state of all its neighbors and, if necessary,
change its state accordingly.nif state changes it issues a
noti cation to all its neighbors. We show that this chain of
state change noti cations does not extend beyond a radius
of two hops from the node that started the noti cation.

The rule below indicates the action taken at nodef
it receives a noti cation from node.
S'(n) = AT S'(n% = AT
lab'(n% = fh:::b 1 g)

in the network then

AN AN

(R1)
S*'(n)= AT ~ (S (n%=EM

lab™* (n% = f by::th 10 ;b:ith 11 @)
For all other combinations of states mfandn® no action
is taken atn® This rule handles the following situation.
Attimet 1, nodesn andn® are at the same level 1.
At time t the level ofn increases, due to say the arrival



Fwd if 9nY2 NBR@) s.t Else
St(n) labt(n st*1(n) lab™ (n) Sl (ny) lab'*?! (niy)
AT b b S(n% = EM AT +1 by:::b0 AT +1 b:::b1
EM &fffg S(n%= EM , AT by:iibe AT bi:iib

TABLE I. The Join Procedure

of a new node in the proximity afi. The change in level a sibling n, such thatn, can take over the hash-space

causes the region of adjacent nodes at lével1 to be assigned tan; thus freeingn; to take over the hash-space

split. At this point, the nod@® responds by emulating two  of n, the departing node.

nodes so as to “glue” the two regions together. The inductive nature of this problem is captured by the
In order to satisfy the invariant (A2) we require that a recursive rules that de ne the node departure algorithm in

noden periodically examine the state afl its neighbors — ahie 111 The presentation of this algorithm assumes that
and apply the rule below. As previously, if the statenof

changes as a result of this rutenoti es its neighbors of ~ the noden departs from the network gracefully. In the
the change. event of a catastrophic failure the sibling mfdetects the

failure and executes the departure procedure on behalf of

S'(n)= EM ~
lab'(n) = fby:::b ;by:::b g ) n. .
(R2) 8n°2 NBRG):S'(n% 2 f EM: AT 1g The correctness of this protocol depends on the follow-

ing partial order de ned over the states of nodes.
S = AT 1 EM< AT < EM,
lab™** (n) = fby:::b 1 g 1

In Section VII we show that this procedure for main- !n (case 1a) of T_able lll the se_arch for ‘h? r_10de has
arrived at a noden; in stateAT which has a siblingn,

taining state consistency prevents the network from ever hich is also in Stat&T is th de that th

entering an erroneous state, and is suf cient to guarantee}’vblcI |§talso(|jnbs a .nt;untzhls € hode that covers the

the two invariants stated at the start of this section. apel obtained by Computing the maximum common pre X
of lab(ni) and lab(n;). This operation is well de ned

! EM 1 [EM ] ENL: [[ AT 1 | AT [ AT since both nodes are in stafel and thus have only a
AT X R S X S X single identi er each. Nod@e; represents the sibling of the
EM] R S S S S| X node thus computed. If it can be ensured thats at the

same level as; andn,, then we can cause, to emulate
the behavior of botm; andn, without introducing any
pointers that violate the invariants of Section V.
happens to be at a deeper level, thus exceeding the

The result of this state maintenance procedures, namelyPartial order, we forward the search procedurefo
the permitted states of interconnected nodes, are sum- In cases 1b, 2a, and 2b, already exceeds in
marized in Table II. For a directed edgg:;n,) in the the partial order. In each of these cases we immediately
network, the table shows the possible stateapndn,.  forward the search to node,.
The state o, the starting point of the edge, appears in ~ Finally, in case 2c, even though the sibling oi
the left-most column. The state of appears in the top  Precedesn; in the partial order, we are guaranteed by
row. A table entry “X” indicates that such an edge is not invariant (A2) of Section V that a nodes must exist in
permitted in the network; an “R” indicates th@ty;ny) the neighborhood afi; that succeeds it in the partial order.
can only be a successor or “routing” edge; an “S” indicates Ve forward the search to any such node.
that(nl; n2) may be either a successor or a 5|b||ng edge_ Note that in each case the search is forwarded to a node
that is further along in the partial order. This guarantees

VI. The Departure Procedure the termination of this process.

TABLE II. The valid states at the two nodes of
an edge in the network.

When a noden wishes to leave the network we must VII. Properties of HALO
nd another noden; that can take its place. If such a node
n, is identi ed we are faced with the obvious problem of An important property of the WLO network is illus-
nding, in turn, a node to take the place of;, since it trated in Figure 1. This gure is a schematic illustration
will fulll the role of the departed node. The task of the of the HALO graph — hence the name. The graph is
departure protocol then, is to identify a node that has partitioned such that all edges in the graph are only



S(n1) | S(n2 = SIB(n1)) | Action
let n3 = SIB(niuny)
if level(ng) = then
AT AT (case la) id(n2) := lab(n1) [ lab(n2); S(n2)= EM
found ni
else forward to nz (case 1 or 2)
EM (case 1b) forward to  ny (case 2)
EM EM,; (case 2a) | forward to ny (case 2)
AT (case 2b) forward to ny (case 1)
EM (case 2c) 9n3 2 NBRB) | S(n3) 2 f AT ;EM. 10
AT 1 forward to n3z (case 1 or 2)
whereni u ny is a noden with the lab(n) contains the maximum common pre x &db(n1) andlab(ny).

TABLE lll. The Departure Procedure

between nodes of a similar level. The states in the networkforwarded to other nodes, until it at tintereaches node

are maintained such that nodes in tBM state act as a
buffer area between nodes at levehnd those at levels

1. The following lemma shows that with sequential
joins and departures the difference in levels between the
endpoints of an edge is at most 1. Or, that edges in the
HaLo graph do not extend across adjacent levels in
Figure 1.

Fig. 1. A schematic illustration ofa  HALO net-
work. Nodes of various levels are arranged

in “concentric” rings. This gure shows two
local regions with  AT;o nodes surrounded by
EMo and ATy nodes. All these regions occur
within a region of EM nodes. The arrowed line
segments indicate edges between nodes that
reside in each of the regions.

Lemma 7.1 (No Steep Edged):(n1;n;) is an edge in
the HaLo graph, then eithetevel(n;) = level(ny), or
S(n1) = EMandS(ny) 2 f AT 1;EM.;EM ;0.

Proof: The proof is by induction on the number of
vertices in the graph. Clearly with a single node in the
graph there is no edge that violates the above constraint.
Let us assume the property holds for a graph Withodes.
From this state the graph can go to a new state only if a
new node joins the network or an existing node leaves it.
We examine the two cases separately.

Case 1: A nodenpey joins the network

When a node e, joins the graph its request is received

by an existing node of the network. The request might be

n 2 N which processes it.
1) S(n)= EM: If n had a neighbon® in stateEM

the join request would be forwarded 8. Thus we
are guaranteed that diiMneighbors ofu are at a
level no less than.

Let lab'(n) = fb:::b 10 ;b:::b 11 g.
After the join lab'™™*(n) = fb,:::b 0 g and
lab'*t (Nhew) = fbyi::h 11 g. Since no new ids
have been introduced by the join, we trivially have
that the set of the successor edgesnobefore the
join is equal to the union of the sets of the successor
edges of and npey after the join.

After the join S'™*1 (n) = S™! (Npew) = AT. It re-
mains to be shown that none of the edges introduced
violate the property. We handle each of the cases
for nodesn® adjacent ton and npe, using SUCE)
edges only — i.ef(n%n);(N%npew)g  SUCEO)

or f(n;n%; (NnewinYg  SUCE) [ SUCEInew).-

a) S*1(n% = AT: Since S'*!(n) =
S (Npew) = S (n% the property is
satis ed.

b) $*1(n% = EM Since the level ofn® is the
same as the level afi and n,e, the property
is satis ed.

c) S*1(n% = EM. The level ofn®is only one
greater than the level ai andnpe, andn®is
in the stateEN! thus the property is satis ed.

d) S*1(n% = AT ; The noden®receives a noti-
cation from eithern or n,e, and, according to
rule (R1), transitions to stat8'*?> @n% = EM
thus con ning the edge to a single level.

S(n)= AT: If 9n°® 2 NBR@) s.t. S(n%) = EM
then the join request is forwarded td. Thus we
need only consider the case when all neighbors of
are eitherAT or EM,; .

If lab(n) = fly:::bh g after the join we have
Iab“l(n)z fbh:::bh0g and( Npew) = fy:::h1
g. The neighbors ofh according to theSUCC)
relation at timet are nodes with labels in



with a pre x of length™ 1 that was also a pre x of a
L= ¢ b0 g b:i:hl ; label inlab(n?).
Ob:::bh 1 ; 1by:::b 1 9 [ ]
Corollary 7.2 (Degree Bound)The degree of a node
As in the previous case, after the join, the neighbors js in the worst case, 8.
of n andniew according to theSUCC) relation after Proof: Clearly, nodesn in state EM are the only
join are those with labels belonging to the det  nodes with degree greater thanWe proceed by induction
above. Thus, we need only consider nodes that weregn the number of nodes.
in H‘e original nei+glhborhood af. If the noden makes the state transitidBXT- ; !
S; (Nnew) = S'*(n) = AT.i. All the nodes  EM, then there must have been a join of the nogg, at
n®2 NBREt+1n[ NBR@t+ 1(nnew) Must have 92 NBRS(n). After the joinn is at worst adjacent to
S(n9 2 f AT; EM,; g. For nodes in stat&M; the both n® and npey, thus at most increasing its degree to 5.
edges ta andnneowno longer cross a level boundary. If, however, n is already in the statEM and a join
Nodes in staten® such tha8'(n% = AT receive  gccurs an®2 NBRS (n). The noden® must be in state
a noti cation that by rule (R1) causes a transition s(n% = EM or EM ;. n° cannot be in staté\T since
to S'* (EM.1 ) which then causes the edge to be otherwise the join would have been forwardedntonor

contained within a level. cann® be in stateEM,; since once again the join would
In both cases we need to also consider sibling have been forwarded to. _ _
edges. After the join procedure we ha@B(t +1n = By the hypothesis, the degreerofs at most 8, implying

SIB(t + 1npew andlevel(n) = level(Npey); so the newly  lab(n) = flp::ib 10 ;kp::itb ;1 g. Thus,
introduced sibling edges do not violate the hypothesis.

A noden®2 NBRBt+1n j n = SIB(t+1n° (recall by:::b 100 ; by:iib 401 ;
that theSIB( ) relation is not always symmetric) receives _ . biiitb 110 5 byiiib 411
a state change notication just as any other node in NBRE) = f Oby:::b 70 ; Ob:::b 11 ; 9

NBR@t + 1n and will make the necessary state transition 1y :::b ;0
using rule (R1). Finally, it is worth noting that the state
change noti cations are con ned to a radius of 2 from the
location of the join. This can be seen by noting that a
noti cation from an EM node causes no state change in
the recipient of the message.
Case 2: A nodengy departs the network

When a nodeny leaves the network, the departure
protocol discovers at timé a noden that will take the
place of ng in the network. The state ofi at timet,
S'(n) is alwaysAT, andn has a siblingn® that is also
in state AT. OO_n cgrlnplen(_)n of the depar_ture procedure, of nodes. Proof: We rst note that the"
the state oh®is S'*1 (n% = EM. We consider the newly . )
) o . logN. This can be observed as follows: Letdenote the
introduced successor and sibling edges separately. Since © . . . . .
N takes the place ofi. it adiacencies at the end of the maximum length of a identi er. Since the set of nodes in
departure rc?tocol arézj ’the sallme as thosegoprior to the the HaLo graph form a universal pre x set we reqire
departure pHence all adjacencies rofafter C'élhe departure that the entire space of identi er3 be covered by the

P C ) P identi ers of all the nodes in the graph. A node at level
protocol is complete are legal.

After the d . leta® tak | adi covers2 ' elements of the identi er space. Therefore, a
_ Alterthe departure Is complets, takes on all adjacen-  .qngapyative upper bouridon the proportion of the space
cies ofn that were present prior to the departurengf The

L , ! covered by a single node B = *1_ Thus we require
set of non-sibling adjacencies of after the departure are N 2 'mn *1 =2 o satisfy the universal pre x property.

the non-sibling edges iNBR8t(n) [ NBR@t(n9). Since 5.~ logN +1
the level ofn® did not change no new edge violates the ~ ' - we note thag ™ is a lower bound
max »

property.. ) o 0 00 on the number of identi ers covered by a node. Since there
For sibling edges, the new sibling af, n™ = is no redundancy in the universal pre x set, we require
SIBCt+1(n% is precisely the node computed by N 5 e 2 . ThuslogN  “max . This argument
SIB(QuY), and its level is is checked to ensure that it 555 shows thatmax = logN implies “max = Imin . M
is no greater than. level(n®} can in fact be no less than
1, since otherwisdabn® would contain a label that 3Nodes in statEM cover @ 2 | identiers

1 o I o S
But sincen®2 NBR®) n) andS(n% = EM thenid(n9
is a pre x cover of at least 2 elements NBR&) n). Thus
the degree oh can be no more tham. After the joinn
can at worst become adjacent to bathandnpey, further
increasing its degree only by 1, to 8.
In other words, in the worst case, a node emulates no
more than two nodes. [ ]
Lemma 7.3 (Level Inequality et " min and max de-
note the lowest and highest level of a node in the graph.
" min 1 logN “max » Where N is the number



Lemma 7.4 (Tree Edges)he out-degree of all but two
internal nodes in the shortest path tréds at least 2.
Proof: Let the root of the shortest path tree be and
ry::ir, 2 lab(n,). Consider a noda with by :::b, 2
lab(n). First of all, there can be no path fromto n of
length less thap'; . This follows directly from the

be two levels apart; and by the universal pre x property
which disallowd; to be a pre x ofl;. Furthermore, if there
exists more than one node with labels framadjacent to

n then by the above argument it is guaranteed that both
those edges will be tree edges. Thus, in the entire graph,
there exists only a single pair of nodes that have out-degree

No Steep Edge lemma. Without loss of generality, assumeof 1 in the shortest path tree. All other internal nodes have

the successors af aren; andn, with labels that cover
p:::b,0 andh:::b,1 , respectively. The noda;
need not be at the same level ms but by the No Steep
Edges lemma, and since both andn, are adjacent to
n, the levels ofn; andn, may differ by at most 2. We
will demonstrate that either both edge@; n1);(n;n2)g
are tree edges, or neither edge is a tree edge. [ ]

We de ne overlap(s;;s;) be the length of the longest
pre x of of the strings; that is also a suf x of the string
S,. For instance, ifs; = 111000 ands, = 000111, then
overlap(sy; s2) = 3. Letl;;l;11; 1, denote the labels af,
n, n; and ny respectively. Sincd; and |, are identical
up to bit position™;, and the level ofn; is at most two
greater than the length af,, i = overlap(l;l) andj =
overlap(l,; 1) differ by at most 3. The edgén;n;) is a
tree edge iffy = b, ; °. Similarly for (n;ny).

Without loss of generality let's assume that j. If
we want only one edge in the sitn;n1);(n;ny)g to be
a tree edge, we require the following:

(T1) ry, i & ry, j. Thisis necessary since we wdntto

out-degree 2.

Lemma 7.5 (Tree Depth).et r be a node at the deep-
estlevel nax , withry:::ire 2 lab(r). The maximum
depth of the shortest path tree rootedrais O(logN),
where N is the number of nodes. Proof: First, if
"max = logN, by Lemma 7.3 we ftrivially have that there
is only one level, and the NLO graph is a pure De Bruijn
graph. The diameter of a De Bruijn graphlaggN and the
depth of the shortest path tree is bounded by the diameter.
We consider below the case wherg.,x > logN .

Consider a noden with by:::b 2 lab(n) with
successors; andn, with labelsky, ::: b0 andby:::b 1,
respectively. By the Lemma 7.4 we have that eittren;)
and (n; n,) are both tree edges, or neither. We re ne the
conditions under whiclin; n1) and(n;n,) are tree edges.

Once again, letl;;l;l1;1, denote the labels of
r,n;nq;ny respectively. If thei = overlap(l;!,) 2
thenl, = ry:iibhbp::iuy . Thus overlap(li;l;) and
overlap(l; ;) are both precisely 1° Both edgegn;n)
and(n; ny,) are tree edges sintdnas a greater overlap with

match only one of these values, and hence contributelr, andby, matchesr- i, the necessary bit position in

only a single edge to the tree.

(T2) overlap(lz;1;) = "2 1. Sincen; andn; share the
rst ", 1 bits, for condition (T1) to be satis ed at
least’, 1 bits must be in the overlap for both
andl, with I, .

(T3) r, j:iir, tobeaprexofr j:iir . This is
required since thg andl, differ only in bit position
*5, therefore the matched suf xes &f must also be
pre xes of each other. This condition also implies
that the last bits of |, are identical.

For these conditions to be true simultaneously, the suf x
of I, that isi + 1 bits long must either be00::: or
011:::. For any value ofi, there is exactly one possible
pair of nodesn; and n, that satisfy the remainder of
the properties. In particular, for sonie pick i ]

i 2, thenl, = 0/1 and |, is any one element from
L = f0 0;0 00,0 01;0 000 0 001; 0 010 0' 011g, where

0 represents a string pfzeroes). A similar case exists for
12 = 11 0. This is true by the No Steep Edges lemma which

I,. We also have that the distance frantio u is "ax |-
SincelogN < max , we have all nodes withiflogN 1)
distance from the roat are internal nodes in the tree.
Since the degree of internal nodes in the tree is 2, and
with logN 1 levels of the tree as internal nodes, the
shallowest leaf may only be at distankmggN. Since we
have at IeaslN7 internal nodes, this bounds the depth of
the deepest leaf to be less thiagN + 3. ]
Lemma 7.6 (Level Bound)l'he number of levels in the
HaLo graph isO(logN) in the worst case, wher is
number of nodes in the graph. Proof: We have from
the Tree Depth lemma that the depth of the shortest path
tree rooted at the deepest nodedifogN). From the No
Steep Edges lemma, even if we assume conservatively that
every tree edge crosses a level boundagyx  “min =
O(logN). [ ]
Theorem 7.7 (Diameter BoundYhe diameter of the
HaLo graph withN nodes isO(logN). Proof: We
trivially have that the diameter of the network is at most

guarantees that nodes two hops from each other can at mostmax - This can be observed by recalling the procedure

4We only consider successor edges in the shortest path tree

5This statement follows directly from the de Bruijn routingjatithm.
For instance, if the label of the root notie= 000111 , and the label
of n, 1 = 111000 |, then for(n;n1) to be a tree edge, we must have
1 =011100

used for routing in the De Bruijn network — it is always

8There are exactly two nodes in the graph for which this is ne.t
Whenr endswith the sequenc&01010 or 01010, andu; v beginwith
the same sequence. By an argument identical to that inTtbe Edge
lemma these cases are rendered irrelevant.



possible to reach; from n, by following edges that shift
in lab(n1) one bit at a time. Since we never have to shift
more that max bits the diameter of the graph is less than
‘max .

By the Level Inequality lemma we havein 1
logN  "max , and by the Level Bound we haveg,ax
“min = O(logN). Thus the maximum diametéfax =
O(logN). ]

(20]

VIIl. Related Work

Since their conceptualization in mid-40's [1], de Bruijn
graphs have attracted signi cant attention in graph the-
ory and related areas such as communication networks
([8],[9]). Especially their elegant routing schema hasrbee
widely studied ([6], [2], [7], [9]). With the introduction
of Peer-to-Peer computing in the last decade and the on
going research on Distributed Hash Tables (DHTS), interest
in network architectures and their characteristics has bee
rekindled. To the best of our knowledge, two de Bruijn-
based schemas for building DHTs have been proposed,
Koorde ([4]) and D2B ( [3]).

Koorde is an adaptation of the Chord protocol ([10]) for
use with de Bruijn graphs. The de Bruijn edges are only
used for routing, and for the remaining operations (hamely

node joins and departures) the Chord algorithms are used.

Furthermore, only a probabilistic bound for logarithmic
data lookup ©O(logN)) is provided.D2B, on the other
hand, attempts to organize its nodes such that they form
a de Bruijn network. As a result, D2B can guarantee only
with high probability that the out degree 3(1). D2B,

as well as our protocol, modi es the node identi ers by
redirecting joins appropriately, while Koorde doesn't. In
general, we believe that our approach is closer to D2B than
Koorde. Nevertheless, our schema provides deterministic
guarantees dD(1) edges per node ar@(logN) diameter.
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