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Abstract

Connecting Software Design Principles to Source Code for Improved Ease of
Change

Vibha Sazawal

Co-Chairs of the Supervisory Committee:
Professor David Notkin
Computer Science and Engineering

Professor Gaetano Borriello
Computer Science and Engineering

Software is repeatedly modi ed, refactored, and extended. As a result, programmers
often intend to build software that is easy to change. Unfortunately , as software sys-
tems evolve, they often grow more brittle . Each subsequent change becomes more
dif cult than the previous one.

One cause for increasing brittleness is the semantic gap that divides codefrom the
design principles that govern ease of change. When working directly with existing
code, programmers may not realize that their changes violate a design principle . This
dissertation presents an approach, based on design snippets, that helps programmers
adhere to design principles and make better ongoing design decisions as they actively
work with code

Design snippets are abstractions of software that are co-displayed with code De-
sign snippets help programmers build and maintain connections between the codethey
are actively working on and relevant design principles . Programmers view design snip-
pets as they write or modify code without switching contexts. Design snippets are
scopedto focus only on details related to the codecurrently being edited or viewed.

The Design Snippets Tool, a plug-in to the Eclipse IDE, generates four types of

design snippets from Java code and displays these snippets with Java source les .






The snippets generated by the tool support information hiding and low coupling, two
important design principles related to easeof change. As programmers modify existing
code the Design Snippets Tool automatically updates the snippets displayed.
Empirical studies show that design snippets help programmers make decisions by
providing them with relevant design information - information they use to identify
design problems, facilitate thinking about design principles , plan modi cations , and

review the effects of modi cations on the design of their system.
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Chapter 1
INTRODUCTION

Software is built to help people complete tasks and solve problems. As users, tasks,
and problems change, existing software must also change to remain useful [58]. Pro-
grammers also restructure software to improve its clarity , simplify future changes,
and separate roles of different programming teams [32]. The inevitability of software
change drives the need to design, build, and maintain software that is easyto change.

One technique proposed to improve software's ease of change is modularization
[36]. A module is a work assignment; modular structure is the decomposition of
a program into modules and the assumptions that teams may make about modules
maintained by other teams [78]. Modular structure directly affects ease of change, be-
cause modules introduce the opportunity to isolate change to a small part of a software
system [73].

In 1972, Parnas proposed that the effectiveness of modularization depends upon the
criteria used to divide software into modules [73]. To realize the potential for ease of
change that modularity offers, programmers must design modules and the interactions
between modules appropriately . Many programmers turn to design principles that
offer general advice about how to design modular structures that are easy to change.

This dissertation introduces tool support that helps programmers connect design
principles to existing code In particular , | present design snippets : abstractions of
codethat help programmers reason about design principles as they complete modi ca-
tion tasks. Using design snippets, programmers can maintain or improve the ease of
change of their software, because the snippets help them adhere to design principles
as software evolves. Design snippets help programmers bridge the intellectual and

linguistic gap between source code and design principles .



1.1 Design principles for ease of change

Numerous principles and heuristics for software design have been proposed. For ex-
ample, Riel [80] and Meyer [64] have both cataloged heuristics , rules, and principles
for object-oriented design. In this dissertation, | focusontwo fundamental, time-tested
principles that directly affect the easeof change of a software system: information hid-
ing and low coupling. This section describes these two design principles and presents

some of the subtleties related to their use.

1.1.1 Information hiding

When Parnas de ned modular structure , he also proposed a principle for breaking a
program into modules: information  hiding [73]. The principle of information hiding
dictates that design decisions “that are likely to change independently should be se-
crets of separate modules; the only assumptions that should appear in the interfaces
between modules are those that are considered unlikely to change” [78]. The abstract
interface  of a module consists of all the assumptions that other modules may make;
the abstract interface should only include design details that are unlikely to change.

When information hiding is achieved, anticipated changes affect modules in an iso-
lated and independent way. Changes to one module do not affect other modules, which
both reduces the effort needed to complete each change and enables multiple changes
to be completed orthogonally .

Unfortunately , programmers cannot always limit knowledge of a volatile design
decision to a single module.! To apply the information hiding principle perfectly, pro-
grammers must both identify what is likely to change and then ensure that interfaces
between modules do not reveal any volatile information. Unfortunately , estimating
the likelihood of change is dif cult [76, 78], and designing interfaces that do not reveal

volatile details is also dif cult [75]. Programmers often get it wrong. When they do,

This problem — crosscutting concerns — is the inspiration for aspect-oriented programming [50].
Aspect-oriented programming and other language-based techniques for improving ease of change will
be discussed in Chapter 6.



the abstract interface of a module will change when its implementation details change,

and all clients of that abstract interface may be affected.

1.1.2 Low coupling

The principle of low coupling [109] complements the principle of information hiding
by addressing the risk of interface change. The principle of low coupling discourages
any kind of interaction between modules. Even interaction via interfaces that intend to
hide information is disfavored. Lieberherr refers to the “minimal use of public knowl-
edge (interfaces)” [60] as shy programming .

Low coupling is preferable, but taken to the extreme it can result in pathological
designs. For example, a large system with only one module technically has no coupling,
but it also lacks all the benets of modular programming . Luckily, the information
hiding principle can be used to determine whether a module has suitable cohesion.
(Cohesion is the degree to which intra-module elements interact [109].) Information
hiding dictates that each module should encapsulate a single design decision [76], and
thus directs programmers to avoid mixing independent design decisions in a single

module.?
1.2 Problem: adhering to design principles in the context of existing code

The previous section presented two design principles that promote ease of change:
inf ormation hiding and low coupling. These principles provide high-level guidance,
but they do not explicitly tell programmers exactly what codeto write . Programmers
must determine how the design principles apply to their tasks throughout the software
lifecycle. This dissertation is concerned speci cally with tasks that involve changes to
existing code

Traditionally , design has been considered a “stage” of the software lifecycle that pre-
cededthe existence of code[85]. In the late 1970s, this rigid perception of design began

to change. Boehm proposed a spiral model in which design decisions are revisited

2There is, however, a notion of secondary design decisions, whic h are decisions made when implement-
ing a module designed to hide a primary design decision [78].



regularly as risks are assessedand reduced [11]. After analyzing software processes
at IBM, Lehman found that (1) successful software systems undergo ongoing change,
and (2) software grows more complex as changes are made unless work is performed
to repair the software's design [58]. Thus, design is not merely a stage that precedes
the existence of code for most systems; rather, programmers must continue to make

substantial design decisions as software evolves [76].

To apply design principles as they change existing software, programmers must
understand how the design principles map to the existing code they are working on.
This mapping is dif cult to construct because a semantic gap divides code from the

discour se of easeof change.

A review of the terminology used to describe information hiding and low coupling
reveals that the terms used in these principles — such as “assumption, ” “design deci-
sion,” and “work assignment” — describe concepts that do not correspond directly to
program code Design principles guide actions made by programmer s: assumptions
and design decisions are made by programmers , and work assignments are tasks that
programmers complete. Code, on the other hand, describes actions made by comput-
ers: control, data, and some structuring constructs. The gap between the vocabulary
of design principles and the syntax of code complicates adherence to design principles

as programmers complete modi cation tasks.

Because design principles are hard to apply in the context of code software de-
grades in quality with each modication to existing code As modules become more
coupled and volatile information is shared, subsequent changes become increasingly
dif cult. The tendency of existing systems to decay over time with regard to mod-
ularity has been repeatedly noted in the literature [58, 76]; the gap between design
principles and code is one cause for this decay. To summarize , design principles are
dif cult to apply when making changes to existing code;the result is that code grows

increasingly brittle over time .



1.3 Tool support for connecting design principles to code

This dissertation introduces tool support that helps programmers connect codeto de-
sign principles related to ease of change. Specically , the tool generates, displays,
and manages design snippets . Design snippets help programmers connect abstract
design principles to the concrete code that they edit; programmers are then better
equipped to evaluate existing software and make modi cation decisions that sustain
or improve ease of change. The tool co-displays design snippets with code so that pro-
grammers can view snippets at the same time that they view and edit code

Numerous challenges impede a tool-based approach for connecting design princi-
ples to easeof change. To overcome these challenges, a tool must meet certain require-
ments. One challenge is compatibility with existing work practices. If use of a new tool
requires drastic changes to common work practices, the adoption cost of the tool will
be high. High adoption costs can lead to avoidance, abandonment, or incorrect use. To
be useful and easily adopted, tools must somehow improve the programmer' s ability
to complete tasks while not requiring uncomfortable or undesired changes in how the
task is completed.

The task of interest in this dissertation is design decision-making that occurs as
programmers modify existing code The dominant method for modifying software today
is to edit les of source code Even programmers who use integrated development
environments (IDEs), such as IBM' s Eclipse Java IDE [24], view and edit source code
les . Thus, to remain compatible with how most programmers perform modi cation
tasks, a tool cannot drasticall y change how and when programmer s edit source code
les .

In addition, programmers' understanding , interest, and intent when following de-
sign principles will vary depending on the programmer and the task. A tool should
not get in the way when it is not needed At the same time, programmers should not
have to go through a tedious processto start using a tool. The best tools are constantly

available without being overly obtrusive .

Another challenge is the management of potentiall y large amounts of inf ormation .



If a tool presents information about a software system, it has to do soin a way that
avoids cognitive overload. Codeis socomplex that visualizations of even medium-sized
software systems can be overwhelming [70]. To avoid overwhelming the programmer
unnecessarily, a tool should only presentinf ormation relevant to the programmer' stask.
The format in which the information is presented should also be tailored to the task.
Design snippets provide design decision-making support in a way that overcomes
the challenges and meets the requirements mentioned above. The insight behind de-
sign snippets is that a tool can provide usable design decision-making support by co-
displaying codewith partial, read-only, current views of a software system. Program-
mers can use the information presented by the views to improve their design decision-

making in the context of code

1.4 Thesis and Contributions

This dissertation presents the following thesis: tool support that co-displays partial,
read-only, current design views with source code can help programmer s reason about
easeof change as they make design decisions associated with modi cation tasks. To
support this thesis, | completed an empirical study and literature review related to
software evolution work practices. | then created the Design Snippets Tool, a plug-
in to the Eclipse Java IDE that automatically generates four types of design snippets
from Java code and updates them as code is modied. Finally, | evaluated design
snippets by showing how programmers use the Design Snippets Tool to inform their
design decision-making as they complete modi cation tasks.

The contributions of this dissertation are:

A new perspective, and a new solution: design snippets. | present a new
perspective on the problem of brittle legacy software. | describe how a key cause
of brittleness is the dif culty in adhering to relevant design principles while mod-
ifying existing code This dif culty stems from the semantic gap that divides code
from the discourse of easeof change. Given this perspective, | describe how a tool-

based approach can improve design decision-making by offering programmers



partial, read-only, current design views along with code The explicit purpose of
these design views is to scaffold connections between code and design principles

related to ease of change.

Four specic types of design snippets. The Design Snippets Tool automati-
cally generates four snippets via static analysis of Java source code These four
snippets — the information hiding snippet, the type assumptions snippet, the de
facto interfaces snippet, and the dependencies snippet — help programmers rea-

son about information hiding and low coupling .

Empirical validation . Empirical studies suggest that the design snippets ap-
proach is feasible and effective. | present the results of a user study in which
seven participants were asked to perform a small restructuring task using de-
sign snippets. | also present a case study in which the participant used design
snippets while completing real work. These studies show that programmers can
use design snippets to identify design a ws in existing code, plan modi cation

tasks, and conrm that changes result in design improvements .

1.5 Example: MiniBankingApp

This section presents an example scenario of design snippets use. The example illus-
trates how design snippets can be used to reason about ease of change in the context
of code

Assume that a programmer, Alice, is assigned to maintain MiniBankingApp , a
small banking application written in Java. MiniBankingApp includes a Money class, a
BankAccount class, and a Bank class. Currently , MiniBankingApp only supports ac-
counts that contain US currency. Alice is told that in the near future MiniBankingApp
will need to support accounts in foreign currencies. Alice wonders whether Mini-
BankingApp should be restructured before support for foreign currencies is added.

If it should be restructured, Alice needsto determine what to change.



1.5.1 Identifying design aws using design snippets and source code

Alice begins by opening Money.java in her IDE. Two windows appear in her IDE, as
shown in Figure 1.1 —the top window displays source code from Money.java, and the
bottom window displays a design snippet generated for that le . The specic design

snippet displayed is the information hiding snippet.

Inf ormation hiding snippet

The information hiding principle directs Alice to encapsulate volatile design details
from clients of class Money. Looking at the snippet shown in Figure 1.1, Alice seesa
side-by-side comparison of interface and implementation details for the Money class.
On the left-hand side, Alice seesthat Money offers clients two getters, getAmount and
getCurrencyType , which return a double and a String respectively. On the right-
hand side, Alice seesimplementation details about the Money class; in particular , she
learns that Money has a String and a double as instance variables and also uses the
Globals class internally .

Comparing these two sides to each other, Alice condudes that the Money class does
not encapsulate much, nor doesit offer much functionality to its clients. For clients to
use monetary values, they must call Money's getters to accessthe amount and type di-
rectly. This lack of encapsulation troubles Alice with respect to the information hiding
principle , because she expects the Money class to change when foreign currencies are

supported.

De facto interfaces snippet

Alice becomesinterested in the clients of Money, because changes to Money will likely
affect them. Tolearn more about the clients of Money, Alice uses another design snip-
pet: the de facto interfaces snippet. The de facto interfaces snippet lists the clients of
Money and the methods and elds of Money that they use, as shown in Figure 1.2.
Looking at the snippet, Alice seesthat Money has two clients besides itself: Bank

and BankAccount . Both clients call the getAmount method, but neither call Money's



Figure 1.1: Screenshot of Money.java with information hiding snippet

Figure 1.2: Screenshot of Money.java with de facto interfaces snippet
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getCurrencyType  method. Alice is concerned; previous programmers may have as-
sumed that calling getCurrencyType  was unnecessary because there was only one

currency.

Dependenciessnippet

Perhaps Bank and BankAccount obtain currency type information from another source.
To explore this possibility , Alice uses the dependencies snippet. Figure 1.3 shows
source code and the dependencies snippet for BankAccount.java

The dependencies snippet shown in Figure 1.3 displays the classes that depend
on BankAccount and the classes that BankAccount depends on. Alice learns three
things from this view.

First, Alice learns that BankAccount directly interacts with an instance of class
USDollarsManipulator . Review of the code shows that USDollarsManipulator
handles monetary arithmetic .

Second, Alice reads the edge Ilabel between BankAccount and
USDollarsManipulator . The ret-cast annotation tells Alice that BankAccount
obtains an instance of USDollarsManipulator by casting the return value of a method.
By looking at the code Alice discovers that the cast appears in the rst line of the
BankAccount constructor. Alice condudes that previous programmers clearly as-
sumed that only US currency would be supported.

Finally, Alice also sees a cyde in the dependencies snippet view between
BankAccount and Bank. She notes that the cycle will complicate future changes,

especially if BankAccount or Bank are replaced with new classes.

Type assumptions snippet

Figure 1.4 shows Bank.ja va with the type assumptions snippet. The type assump-
tions snippet shows casts of parameters and return values; these casts violate infor -
mation hiding becausethey express assumptions that go beyond the abstract interface

intended by a class signature . In this case the type assumptions view offers Alice



Figure 1.3: Screenshot of Money.java with dependencies snippet

Figure 1.4: Screenshot of Bank.ja va with type assumptions shippet

11
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another means to uncover the problematic cast by BankAccount .

Conclusions

After this exploration period, Alice condudes that (1) Money fails to encapsulate cur-
rency type information, (2) previous programmers assumed that only US currency
would be used, and (3) BankAccount , Bank, and Money inappropriately share infor -
mation and responsibility . MiniBankingApp is a highly coupled application that does

not adhere to the principle of information hiding .

1.5.2 Using design snippets actively during modi cation tasks

Alice decides to restructure the software to improve information hiding and reduce
coupling. Restructuring will make the addition of foreign currencies easier to imple-
ment.

Alice uses the observations she made from design snippets to determine what to
change. Alice decides to add more coarse-grained, opaque functionality to Money.
She also decides to modify BankAccount sothat it calls new Money methods to per-
form monetary arithmetic instead of accessing a USDollarsManipulator instance
directly .

Alice rst modies the Money class. Alice replaces Money's String instance vari-
able with an instance variable of type CurrencyManipulator . Alice adds add, sub-
tract , and greaterThan methods to the Money class, and alters getAmount so that
it returns an opaque String instead of a double .

BankAccount is modied sothat it calls Money methods to manage monetary arith-
metic. The USDollarsManipulator instance variable is removed. Both BankAc-
count 's and Money's constructors are also changed in accordance with these changes.

As Alice makes these and other changes, the design snippet views change auto-
matically as well. Periodic glances at the design snippet views conrm that Mini-
BankingApp is improving with regard to information hiding and coupling. Figure 1.5

shows the information hiding snippet view for Money.java after Alice completed her
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Figure 1.5: Information hiding snippet for Money.java, post-restructuring

Figure 1.6: Dependencies snippet for BankAccount.ja va, pre-restructuring (left) and
post-restructuring  (right)

restructuring . Clients no longer have direct accessto Money's private elds; instead
they can call methods such as add that perform useful work without revealing how

they are implemented.

Figure 1.6 shows how the dependencies snippet view for BankAccount.java  changed.
(For brevity, the String class has been removed from both diagrams.) After restruc-
turing , BankAccount is no longer tangled with currency concerns. The cycle is also

removed.
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1.5.3 Role of design snippets in this example

Design snippets help programmers diagnose design a ws because they explicitly fo-
cus on information hiding and coupling. Design snippets emphasize information that
connects codeto design principles .

In addition, design snippets are easy to use. The views automatically appear as a
programmer browses source code, and they automatically update as codeis modi ed.
A programmer is free to combine exploration of source code and exploration of design
snippets in whatever combination she chooses Depending on her immediate needs,
a programmer can use both code and design snippets or either alone. To avoid cog-
nitive overload, information unrelated to the current Java le is elided. Thus, design
shippets do not interfere with the process of editing source code;instead, they provide
information that makes high-quality modications easier to plan. As modi cations
are completed, design snippets can be used to conrm that the modular structure of a
software system is improving .

This example illustrates how design snippets can be used to inform restructuring
tasks. Design snippets are also helpful when extending the functionality of an exist-
ing system; programmers can use snippets to ensure that new functionality is imple-

mented in a way that sustains information hiding and low coupling.
1.6 Organization

Chapter 2 presents an empirical investigation of software evolution practices and de-
scribes how this investigation impacted the creation of design snippets. Chapter 3
presents design snippets and the Design Snippets Tool. Chapters 4 and 5 describe em-
pirical assessments of the Design Snippets Tool. Chapter 6 presents related work, and

Chapter 7 presents future work and condusions.
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Chapter 2

EMPIRICAL INVESTIGA TION OF SOFTW ARE EVOLUTION
PRACTICES

This chapter summarizes results from empirical studies of software evolution work
practices. These studies provide insight into the context in which ongoing design deci-
sions are made. Design snippets were created to || some of the gapsidentied by these
studies while remaining compatible with the realities of common work environments .
Section 2.1 describes an empirical study that | performed, and Section 2.2 reviews
complementary studies from the literature . Section 2.3 discusses how the results from

these studies were used to inform the creation of design snippets.

2.1 Apprentice-style  observation of programmers

I conducted a qualitative exploration of software evolution practices using a technique
called Contextual Inquiry [10]. The subsections below introduce Contextual Inquiry

and present results .

2.1.1 Introduction to Contextual Inquiry: apprentice-based observation

Qualitative observation of people in their natural environment is a tradition that be-
gan with ethnographic studies by anthropologists . Contextual Inquiry , invented by
Beyer and Holtzblatt, is an expedited version of ethnography that has been updated
to handle the time pressures and cultural norms of today's workplace. Contextual In-
quiry is intended to provide rich, contextual data about a work process. These data
can be used to improve the systems currently used in that work process or to invent
new systems. Contextual Inquiry has been used to study work processesin a number
of different domains [21, 27].

The most important part of Contextual Inquiry is the contextual inquiry interview ,
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which is a two to three hour meeting where the study participant doestheir work and
the observer observes the study participant doing the work in apprentice-style . Af-
ter the observation, there is a short wrap-up interview where the study participant
can elaborate and correct the observer's interpretations . Six to 10 interviews are rec-
ommended if studying one workplace role, and 10-20 interviews are recommended if
studying multiple workplace roles.

Apprentice-style means that the study participant plays the expert role and the
observer is the apprentice. Apprentices learn primarily by watching experts do their
work. Experts, however, are aware that apprentices are in their midst, and as a result,
they make observations while working or make references to lessons from previous
work experiences. Apprentices ask questions when they do not understand the work
or when they think they have understood and want con rmation of their interpreta-
tion. When this happens, both expert and apprentice may withdra w from the work
temporarily to discuss the apprentice’s concern further . Afterw ard, they will re-engage
in the work. This process of interactive observation, interrupted with timely recollec-

tions or questions, is the key to grasping a work processin a small amount of time.

2.1.2 Method

My study varied from the standard Contextual Inquiry model in that | had two obser-
vation sessions, followed by a separate longer wrap-up session. | spent more time with
the study participants in order to obtain more data.

Six programmers participated in the observation sessions, and ve of these six par-
ticipated in the wrap-up interview . Observations occurred in the participants’ natural
work settings , and participants performed the work that they would normally be doing
at that time. Observation sessionsranged in length from 1.5to 3.5 hours. The sessions
ended at each participant’ s discretion.

Three of the participants worked closely together in the same room, and | observed
these participants at the same time . The remaining three worked independently . Four

of the six were full-time software developers; two participants were graduate students
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in a computer sciencedepartment at a large university and spent a signi cant amount
of their time programming .

Three of the participants programmed in Java using the Eclipse [24] IDE. Two par-
ticipants used C or C++ with emacs[95], gdb [23], and command-line unix tools as their
development environment. One participant programmed in C] and used Visual Studio
.net [66] as a development environment. All the systems were moderately-sized, each
containing an estimated 30,000 to 60,000 lines of code The exact size of the codebases
worked on by the participants varied throughout the course of the observations, as
each system was under development or undergoing modi cation/enhancement.

During the observation sessions, | took handwritten notes. Wrap-up interview

guestions were obtained via study of observation eld notes.

2.1.3 Results from Contextual Inquiry study

The observation and interview notes were analyzed using a selection of work models
created by Beyer and Holtzblatt [10]. Flow models describe the roles held by peoplein
the workplace and the communication patterns among those roles. Sequence models
describe the steps performed to actually accomplish work. The intents behind each
step and the trigger for the sequence of steps are also recorded in a sequence model.

Study of the eld data and interview responses also resulted in interpretation
notes , which consist of particularly valuable insights and observations that may not
have been captured by any of the work models. These interpretation notes were induc-
tively organized into an af nity diagram

When looking at software from an evolutionary perspective, the lines between “de-
sign” and “implementation” blur. Participants in the study each had their own de ni-
tions for “design” and “implementation. ” For the purposes of these results, the term
design is used when the study participant was preparing a plan, attempting to assess
the underlying structure and relationships latent in existing code or making decisions
that could be in uenced by design principles . The term implementation describes

programming or low-level programming decisions. These de nitions are not mutually
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exclusive, but they help clarify the results below.

For purposes of anonymity, all study participants and their co-workers are re-
ferred to using female pronouns. Each participant is assigned a numeric identier
(P1through P6). Co-workers of participants are also assigned a numeric identier (C1

through C4).

Flow models

Flow models describe communication patterns and the artifacts that facilitate commu-
nication. In this section, | present ow models that describe communication ow for
two of the six study participants .

Flow model for participant P1. Figure 2.1 shows a ow model for P1. P1 com-
municates with both co-workers and customers. One co-worker who works closely with
P1 is C4. The ovals in the diagram describe the people involved in communication
and their job responsibilities . Edge labels describe the communication that goeson
between people; boxed labels describe artifacts that facilitate communication.

After each new feature or modication is completed, P1 sends an email to C4 de-
scribing what she did and what she plans to work on next. These are denoted as
“progress update emails” in 2.1. C4 uses email to send feature and modi cation re-
quests (“to-do” emails) to P1. P1 and C4 also discuss design decisions, possible causes
for bugs, and whether P1 may modify codethat C4 wrote. Finally, the codeitself that
each of them write is used to communicate the work that was done.

P1interacts with other co-workers primarily by using their codeand understanding
at a functional level what their code does. P1 deploys software at customer sites and
then observes their use of the software, identifying things to change both from the
observations and from customer requests.

Flow model for participant P6. Figure 2.2 shows the ow model for P6. P6
communicates with a number of co-workers.! Two co-workers that work closely with

P6 are C1 and C3. P6 and C1 share code and also ask each other questions about the

1Communication between P6 and her management is not shown due to a lack of data about this type
of interaction.
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Figure 2.1: Flow model for study participant P1. C4 is a co-worker.
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P6 (a programmer)
design
write code
run tests
keep abreast of how rest of codebase works
act as a functional expert for one feature of the system
help prepare demos

discuss problems, changes

. - to code, how work being done
ask questions by others can help with someone's
about the code, task
discuss bugs code
check in \ other co-workers
email code

test
help prepare demos
C1 (a co-worker)
design
write code
act as a technical expert
for one non functional requirement

C3 (a co-worker)

domain expert (understands customers)
generates test data

discuss possible implementation strategies,
acceptable assumptions

K tells people if they are making bad assumptions

Figure 2.2: Flow model for study participant P6. C1 and C3 are co-workers.
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code P6 and C1 also help each other diagnose problems. P6 goesto C3 to discuss
possible implementation strategies. Email, as well as the codeitself, are used by all
co-workers to share information about the work being performed. One special email is
the “check-in” email that describes new changes just introduced to the shared codebase
by a programmer .
Commonalities across ow models. Common communication mechanisms used

by study participants include:

face-to-face conversation

unstructured email about any topic

structured email about a speci ¢ topic (check-ins, to-do, etc.)

code
Common topics discussed include:

bugs

design and implementation strategies

recent changes to the code

feature requests and to-do tasks

Sequencemodels

Sequence models describe actual work performed as a series of steps. The intent be-
hind these work steps is also captured. These models are very detailed; in the text
below, I highlight a few important elements from sequence models for P1 and P6.

Sequence model for P1. Figure 2.3 is a sequence model that describes a task
performed by P1 during one observation. The rst intent statement states that P1
seeks to develop software that offers useful features for her customers. In addition to
writing executable code, P1 also writes many comments. Explanatory comments help
improve the readability of her code TODO notes describe various subtasks that need
to be implemented in order to complete the new feature, and “gotcha” notes help her
avoid misinterpretation of the existing code

P1 reads the codeand searches (greps) for important identi ers to assessthe design
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Intent:
increase effectiveness of software

Trigger: time to start a new task andlcustomer satisfaction by
l adding useful features

| looks at to do list, chooses a feature to add to the system |

| writes free form notes in her physical notebook |

| reads code |

l

| uses grep to determine when a certain variable is changed |

| comes up with a tentative design plan for the new feature |

realizes that the tentative design plan for the new feature
may break another feature; makes a note of this in notebook

!

writes down subtasks that need to be done in the form of TODO comments;
comments also include "gotchas" to look out for when editing existing code

!

| adds new code that is similar to the existing code

!
[ thinks |
!

| explains new code in a comment | Intent: readability

| uses grep to identify parts of the code that need to change |

| Intent: better accommodate

| realizes that the design can be modified to make it more general future changes

realizes that the design could cause race conditions,

notes this in a TODO comment at the top of the file

!

reads code identifies what to change, how to change it
-

runs code modifies code

!

| thinks about how design can be improved |

Intent: better accommodate
future changes

decides to restrict direct access to one of the new variables
(access will be via a method instead)

Figure 2.3: Sequence model for study participant P1.
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latent in the existing code and prepare a tentative design for the new feature she is
adding. P1then pauseswhile modifying the codeto evaluate what she has written (and
thus, her tentative design). One thing she considers is additional changes that may
be performed in the future . She modi es the design to better accommodate possible
changes. This read-modify-improve processis then repeated.

Sequence model for P6. Figure 2.4 describes a series of actions performed by
P6 during one observation. In this scenario, P6 is not implementing a feature for
customers; rather, she is implementing a feature that will facilitate testing and under-
standing . In addition, the very process of adding the feature will improve her under-
standing of the software. P6 also has secondary intents of helping others with their
work and maintaining communication with them.

P6 choosesto invest time in understanding the existing software because her col-
league has introduced substantive changes. No documentation exists for P6 to read,;
instead, she learns about the changes C1 made by reading and running the code

Similar to P1, P6 also searches (greps) for important identi ers to facilitate the
program understanding process. P6 also makes use of the compiler to uncover how
new parts of the code interconnect and also how new parts of the codebaseinteract
with older parts of the codebase P6 doesthis by removing all codefrom an important
le and then studying the compiler errors that result. P6's process of discovery is

iterative and involves compiling an incomplete version of the software multiple times.

Interpretation notes

Approximately 160 interpretation notes were recorded. These notes were organized
inductively into a hierarc hical chart (an afnity diagram ). The af nity diagram
clusters related notes together under emergent category headings, and these category
headings are in turn clustered under emergent higher -level headings.

Beyer and Holtzblatt refer to the emergent category headings as group names or
labels . Beyer and Holtzblatt state that, “[wlhen well written, the labels tell a story

about the user, structuring the problem, identifying specic issues, and organizing ev-
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Trigger: very large check in by co worker C1 Intent:
understand co worker C1's change
add a feature to the code
this feature will facilitate testing
and understanding of C1's changes
| interruption: helps C1 with a bug also, the process of adding the feature
will help P6 understand C1's changes
read code #—— greps to learn about C1's f:hange_s_ via writing
\ . . . code because P6 likes writing code
writes notes in a physical notebook identify how C1's changes affect the
asks C1 questions about her changes, difficulty of tasks on P6's to do list
and for tips on how to implement a new feature

l

| decides to add new feature by modifying one existing file |

| reads code +— greps for relevant keywords

| deletes all contents of file to be modified |

| uses compiler errors to determine what code to add to blank file |

¥

| creates a stub function to be filled in later |

| interruption: helps C1 diagnose a bug | Intent: help others with their work
13

| thinks about how to design the new feature |

compiles <— adds code from previous versions
gets tips from C1

studies previous versions

l

| compiles successfully |

| fills in the implementation of stub function in a top down style |

| interruption: instant message received; then, checks email. | Intent: respond to communication requests

| adds a function called by function implemented two steps ago |

| runs code; seg fault occurs |

| uses gdb and fprintfs to diagnose direct cause for seg fault | Intent: debug

| makes hypothesis about why direct cause of seg fault occurs |

Figure 2.4: Sequence model for study participant P6. C1 is a co-worker.
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erything known about that issue” [10, p.160]. Labels are expressed in the rst person,
using “direct, immediate language” [10, p.160]. Examples of af nity diagram labels
and their supporting evidence are shown in Figures 2.5 and 2.6.

The labels generated through the creation of the af nity diagram describe common
priorities , tasks, and strategies of the study participants as they completed develop-
ment and evolution tasks. A subset of these emergent, common themes appears in
Table 2.1. Inductive data analysis is inherently less structured than deductive data
analysis; the purpose of Table 2.1 is not to exhaustively describe how programmers
work, but rather to identify possible areas for further investigation and tool support
that are grounded in real data. Section 2.3 will discuss how the af nity diagram re-

sults (and the work models) in uenced the creation of design snippets.

2.1.4 Threats to validity

Numerous threats to the validity of the study exist. The primary threat to validity
is the size of the study — only six programmers participated. Tools or strategies not
used by these programmers were not observed. Tools or strategies used by these pro-
grammers, but not captured during the observation sessions or interviews , were also
missed. The programmers in our study were working with medium-sized software sys-
tems (30,000 to 60,000 lines of code). Programmers working on larger programs may
use different approaches.

To complete the study, a number of deviations from traditional Contextual Inquiry
techniques were necessary. The creation of the af nity diagram is usually performed
as a group activity in a single day. Because there was only one researcher for this
study, the af nity diagram was created by the lone researcher over a longer period of
time. It is possible that additional researchers may have gleaned additional insights
from the results.

Participants may have altered their behavior due to the presence of the observer.
In particular , there is the risk that the programmer may have tried to use “better” soft-

ware practices while the observer was available . However, drastic changes in practices
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| refactor or rewrite existing code

— to improve the quality of my code
Although P1 begins by mimic king old codes structure , P1 then
changes some of the new code to improve its generality and make
it more amenable to change.
P3 notices some redundancy in codeshe just wrote. She refactors to
remove it.

— to reuse code
P5 realizes that she needs functionality that is similar to function-
ality that exists in another function. P5 writes a more general func-
tion, and then rewrites the existing function to call the general func-
tion. P5's new codewill also call the more general function.

Figure 2.5: Example of a task described in the af nity diagram. Individual interpreta-
tion notes are organized under two labels (“to improve the quality of my code” and “to
reuse”) that describe the intent behind the task of refactoring or rewriting code

When completing a task, onething | dois communicate about it with others.
— Others explain new options, implementation ideas, design ideas, and
possible solutions when | am stuck.
P1 tries a bug x that was suggested by a co-worker.
P1 says that she talks regularly to a co-worker about design.
To solve P3's problem, a co-worker suggests that P3 make two sepa-
rate queries.
A co-worker suggests that P3 consider using an inner class.
P6 says that working with others increases her awareness of what
options are available .

Figure 2.6: Example of a strategy described in the af nity diagram. Individual inter -
pretation notes support the claim that communication with co-workers is a common
strategy .
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Table 2.1: Common priorities , tasks, and strategies observed in the Contextual Inquiry

study.

Emergent Themes from the Af nity Diagram

common priorities

building useful things

being able to see and show others that they are making

regular progress

understanding their codebase

being con dent that the codeis correct and that tests pass

writing “good” code (for personal de nitions of “good”)

common tasks

rewriting or refactoring code

writing new codefrom scratch

writing new codeby copying existing code

meeting with customers

designing interfaces when working with others

debugging

testing

learning new things

common strategies

iteration

discussing issues with co-workers

using low-level tools such as search and the compiler
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were not likely, given the length and real-world context of observation sessions.
The study by no means describes all software evolution practices. Nonetheless,
it contributes to our understanding of programmers' priorities , tasks, and strategies

during software evolution.

2.2 Complementary  studies from the literature

Many researchers have studied programmers empirically [84]. A broad introduction

to this research can be found in Hoc et al.'s book on the psychology of programming

[42] and in the proceedings of the Empirical Studies of Programmers Workshops [29].
Qualitative studies such as the one that | described in Section 2.1 provide rich data,
but the results describe only a few data points. However, qualitative studies performed
by other researchers can provide additional data points that strengthen or complement
a single study's claims. In this section, | describe results from the literature that com-
plement the Contextual Inquiry study described in Section 2.1. These studies provide
additional perspectives on software evolution practices that in uenced the creation of

design snippets.

2.2.1 Researct by von Mayrhauser and Vans

von Mayrhauser and Vans studied program comprehension in the context of evolu-
tion tasks [104, 105]. They proposed that programmers use an integrated model
[105] for program comprehension that includes top-down and bottom-up activities .
Their integrated model includes a top-down model, a program model, a situation model,
and a knowledge base. The top-down model is a functionally driven comprehension
model used when programmers have some understanding of the domain or function-
ality offered by the software. For example, one sign of top-down comprehension is
when programmers opportunistically search for something they expect to nd in the
software. The program model is used to build an understanding of what the soft-
ware doesfrom the codeconstructs itself. Elements from the program model are used

to build a situation model , which is a bottom-up representation of the functionality
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offered by the software. The knowledge base contains knowledge used to build mod-
els, such as domain knowledge and knowledge of data structures and algorithms . von
Mayrhauser and Vans stress that programmers will switch between models through-
out the program comprehension process. Their integrated model claims that pro-
grammers build understanding at multiple levels of abstraction simultaneously . von
Mayrhauser and Vans note that “[tlhis necessitates frequent switc hes between code
design, and application domain knowledge during the cognition process”[105, p.39].
To validate their model, von Mayrhauser and Vans observed 11 programmers per-
forming corrective, modifying , enhancement, and comprehension tasks. Participants
were asked to think aloud as they programmed, and each observation session lasted
about two hours. Video and/or audiotape recordings were made of each session, and
ve of these recordings were analyzed. von Mayrhauser and Vans report that the
comprehension observed did involve many switc hes between the submodels of their
integrated model. They also identied a set of information needs that programmers
required during program comprehension and used these needs to de ne tool require-
ments [104]. One tool requirement they mention is support for switching between

different levels of abstraction during the software comprehension process.

2.2.2 Researd by Lucy Berlin

Berlin studied the qualities of apprentice and expert programmers in a software evolu-
tion environment [8]. She conducted a eld study of three expert programmers as they
assisted three apprentices. The apprentices were experienced programmers , but they
were unfamiliar with the language used to implement the software systems they were
asked to extend. The apprentices were also unfamiliar with the systems themselves.
The experts were the main designers and implementers of the software systems to be
extended. The experts had approximately ten years of programming experience, and
the apprentices had between four and ten years of programming experience.
Conversations between apprentice and expert were audiotaped over a period of two

to four months. Apprentices were also interviewed multiple times and two experts
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were interviewed once. Berlin' sresults are detailed; a subset of ndings on apprentices
and experts is described below.

Berlin reports that apprentices frequently copied existing codeto complete their
own tasks. Apprentices initially had many questions about the language and devel-
opment tools they were to use, but over time the apprentices shifted toward questions
about the software system they were extending and the rationale behind its design.

Experts were aware of the design principles that guided the design of the software
system. They were also adept at “reconstructing] the design and design rationale
from the code”[8, p.13]. Berlin stresses that experts rely on codeto drive these design

discussions. Experts also skillfully apply tools that automate tasks or nd errors.

2.2.3 Researct by Singer, Lethbridge , Vinson, and Anquetil

Singer et al. studied software engineers at a single company who maintained a large
telecommunications system [92]. They were particularly interested in cataloging what
software engineers do when they do their work.

In one study, they observed a programmer for 14 half-hour sessionsover four months.
The programmer was a new employee. They found that the programmer used a search
feature at least onceduring eight of the 14 sessions. Review of the source codeoccurred
at least once during six of the 14 sessions, but review of documentation only occurred
in two of the 14 sessions.

In another study, Singer et al. observed eight programmers . Observation sessions
lasted one hour. They report that review of the source code search, editing code and
compiling were frequent activities . Use of documentation was less frequent. Singer et
al. writes that “[tlhis concurs with what we would expect in that the codeis the focus
of their work” [92, p.8]. Singer et al. used these and other empirical results to design
a tool that helps programmers perform search-related work patterns more effectively
[91]. One work pattern they supported was the use of search results asimproptu to-do
lists .

Singer also interviewed a pair of programmers from ten companies [90]. The pri-
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mary job responsibility of all the programmers was to maintain existing software.
Singer proposed a number of assertions from these interviews . She noted that the
source codewas the main source of information about the system, and the second most
important source of information was other programmers. Other programmers were
particularly important if the source codewas unfamiliar . Other assertions highlighted

the role of bug tracking systems and problem reproduction in bug xing .

2.3 Impact of empirical studies on the creation of design snippets

The studies described above paint a picture of software evolution work practices. Soft-
ware evolution is a complex work activity , encompassing programming , decision-making
collaboration with other programmers , detective work to identify causes of bugs, and
other tasks. When creating design snippets, | looked explicitly in these studies for in-
sights that relate to how programmers make design decisions in the context of code
Design decisions refer to decisions that can be in uenced by design principles such
as information hiding and low coupling. As stated earlier, the term design encom-
passespreparation of a plan, assessment of the underlying structure and relationships
latent in existing code and decision-making that could be in uenced by design prin-
ciples. The term implementation describes programming or low-level programming

decisions.

2.3.1 Relevant results from the Contextual Inquiry study

Code is often present when design decisions are made. The sequence models in
Figures 2.3 and 2.4 display examples of how codeis present when the participants

plan modi cations . The codeinforms their initial planning process.

Evaluation of the current design also occurs in the context of the code When P3
paused to assessthe changes she had just written, she discovered unnecessary
redundancy and removed it. In between bursts of programming , P1 paused to
assessand improve the design of her feature. The improvements that P1 made

improved the system according to an important design criterion: ease of change.
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Low-level tools (search, compiler) are used to extract design details from the code
Figures 2.3 and 2.4 also highlight examples of how tools such as grep and the

compiler were used to better understand information ow and dependencies.

Code communicates knowledge about recent changes and underyling design struc-
ture. As the ow models in Figures 2.1 and 2.2 describe, codeis itself a means of
communication between programmers . During observation sessions, two partic-
ipants informally reviewed modi ed codeafter check-ins by other programmers .
For example, P3 used a tool that displayed differences between versions. Code
also conveys design structure that participants needed even when working on
new code Two participants used existing code as a template for new enhance-

ments, a practice also observed by Kim et al. [52].

2.3.2 Relevant results from other studies

Programmer s switch between multiple levels of abstraction. As described in sec-
tion 2.2.1, von Mayrhauser and Vans report that programmers switc hed between
code-level knowledge and design-level knowledge frequently during program com-
prehension [105]. They also note the unfortunate lack of tool support for switc h-
ing. The Contextual Inquiry study takes these results a step further; | claim that
switc hes occur not only when a programmer facesunfamiliar code but even when

a programmer seeksto evaluate codethat he/she has just written.

Code is the primary source of information for programmer s who maintain soft-
ware systems As described in section 2.2.3, Singer et al. consistently found that
codeis more valuable to programmers than design documentation [92]. Singer et
al. also conrm the nding that low-level tools such as search are frequently and

creatively used [91].

Experts are better than apprentices at reconstructing design by reading source
code Berlin showed, as described in Section 2.2.2, that experts are more knowl-

edgable about relevant design principles than apprentices and can re-create how
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design principles relate to existing code[8]. Berlin noted explicitly that codewas

essential to experts' re-creation of design intent.

2.3.3 Conclusions from empirical investigations of software evolution practices

Examining these results, | propose that code is often present when design deci-
sions are made, but programmers lack explicit tool support for making de-
sign decisions in the context of code . Existing tools do not recognize codes role as
an input to design decision-making . Low-level tools (such as search) are primarily in-
tended for exploration, navigation, and compilation, not extraction of design details for
decision support. Using codeto inform design decision-making is not easy, and experts
who are familiar with a system do much better than even experienced apprentices.
Design snippets were created to Il this gap in tool support. Design snippets help

programmers make design decisions, while remaining easy to use in the context of

existing code
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Chapter 3
THE DESIGN SNIPPETS TOOL

The goal of design snippets is to support design decision-making while remaining
easy to use in the context of existing code The insight behind the snippets approach is
the realization that this goal can be achieved by:

partial views of a software system
that are co-displayed with code
and provide a bridge between codeand design principles .

When making design decisions, programmers often turn to design principles for
guidance. Design snippets support design decision-making by providing information
that helps programmers connect abstract design principles to existing code

To explore and evaluate the concept of design snippets, | created the Design Snip-
pets Tool. The Design Snippets Tool generates four types of design snippets from
Java code These four snippets bridge the gap between codeand two design principles:
information hiding and low coupling.

This chapter describes the design shippets generated by the Design Snippets Tool.
Section 3.1 introduces the Design Snippets Tool. In section 3.2, | describe the process
of how design snippet content was created. Section 3.3 discusses each type of design
shippet in more detail. Section 3.4 describes limitations of the Design Snippets Tool,
and Section 3.5 summarizes how the Design Snippets Tool helps programmers bridge

the gap between design principles and Java code

3.1 Introduction  to the Design Snippets Tool

The Design Snippets Tool is implemented as a plug-in to the popular Eclipse Java IDE
[24]. The Eclipse Java IDE displays Java source codein a text editor window; design

shippets are displayed in a separate window below the text editor window, as shown in
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Figure 3.1: Screenshot of the Design Snippets Tool. The tool is a plug-in to the Eclipse
IDE. Snippets appear in a window below the code

Figure 3.1.

Design snippets are partial views of a software system; in the case of the Design
Snippets Tool, design snippets are scopedto present information relevant to the Java
source le active in the Eclipse text editor. When a programmer switc hes to another

Java le , design snippet content changes automatically to re ect the change in scope

The partial scope of design snippets constrains the size of each snippet displayed
and ensures that the information presented is relevant to the programmer' s current
task. Because snippets are co-displayed with associated source code programmers can
build mental connections between the design information displayed by the snippet and
the source. Programmers then use the snippets in the context of the existing code to

make better design decisions.

The Design Snippets Tool automatically generates design snippets via static anal-
ysis of Java source code After the tool is installed, a programmer does not have to
do anything to generate design snippets. The snippets simply appear in the window

below the code As les are edited, the tool updates the set of snippets displayed.



36

Distinguished keystrokes (currently semicolon, left brace, and forward slash) trigger
updates to each snippet view.

The Design Snippets Tool generates four types of design snippets: the information
hiding snippet, the type assumptions snippet, the de facto interfaces snippet, and the
dependencies snippet. Each snippet will be described in more detail in Section 3.3. In

Section 3.2 below, | describe the processused to de ne design snippet content.

3.2 Dening design snippet content: mapping from design principles to Java
code

Most tools do not assume that a programmer is trying to follow any specic design
principles .> These tools are “design principle-agnostic .” In contrast, design snippets
are “design principle-a ware.” The snippets generated by the Design Snippets Tool are
explicitly intended to help programmers follow two speci ¢ design principles: informa-

tion hiding and low coupling.

3.2.1 Review of information hiding and low coupling

The principles of information hiding and low coupling appear simple, but they are ac-
tually deceptively complex ideas. In this subsection, | present a brief review of these
principles , with a focus on points most relevant to design snippets. | start with infor -
mation hiding , which has a precise meaning, and then discuss how the principle of low
coupling can complement information hiding by reducing the risk of interface change. |
then discuss two (relatively) new concepts, the Law of Demeter and de facto interfaces,
that were invented to help clarify what “low coupling” means in practice.

The principle of information  hiding dictates that each module of a software sys-
tem should encapsulate a design decision that is likely to change [73]. Design decisions
that are likely to change are called volatile design decisions. The interfaces between
modules consist of the assumptions that each module makes about each other, and the

abstract interface of a module consists of all assumptions that clients may make

1A notable exception is design critics [82], which will be discussed in Chapter 6.
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about the module [16]. When information hiding is followed, the abstract interface

only contains assumptions that are unlikely to change.

Information hiding works under the premise that interfaces will not change. In
reality , interfaces do change, and the principle of low coupling [109] (or shyness
[60]) can be applied to reduce the effect of interface change. Put simply, the risk of
interface change is reduced when modules do not interact with each other at all, even
via public interfaces.

The Law of Demeter is one attempt to restrict the use of public interfaces in a
disciplined way [63]. The spirit of the Law is: “talk only to your friends” [60]. More
speci cally , the OO version of the Law of Demeter species that a method can only
send messagesto the following objects: parameters, this/self, global objects, instance
variables , objects created by calling methods of this/self , and objects created within the
method [79].

Another way to reduce interaction between modules is to de ne a wide interface
for privileged clients and a narrow interface for most clients. An example of this
technique is the Memento design pattern [33]. Open Implementation modules also
employ this technique; the wide interface permits clients to in uence implementation
details , while the narrow interface doesnot [49]. The part of the abstract interface ac-
tually used by a client is called the client' s de facto interface [55]; de facto interfaces

are best kept as narrow as possible.

3.2.2 Mapping from the terminology of design principles to Java code

As described above and in Chapter 1, the principles of information hiding and low
coupling are de ned using terms such as “module” and “abstract interface .” To create
design snippet content, | identied a set of possible mappings between these terms and
Java code? These mappings re ect common practice aswell aswhat can be reasonably

supported by the Design Snippet Tool's le-scoped display.

2By “Java,” | refer to Java 1.4.
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From modules to Java code. Parnas de nes a module as awork assignment [73].
However, in a software evolution environment, the notion of modules as work assign-
ments must be relaxed, because code already exists and work assignments consist of
modi cations to existing code Nonetheless, Parnas' additional guidance on the mean-
ing of “module” is still applicable: he states that “we can de ne our modules “around'
assumptions that are likely to change. One then designs a module (a collection of

subroutines or macros) that “hides' or contains each one” [77, p.260].

Using this as guidance, the Design Snippets Tool assumes that the closest Java
construct to an inf ormation-hiding module is the class. The Java class, a collection of
methods and data with modi ers that restrict access is a plausible medium for hiding

assumptions.

An alternative mapping for “module” is the Java package. Packages, however, are
less compatible with the Design Snippet Tool's le-scoped display. As a result, the

Design Snippets Tool offers only limited support for analysis of packages.®

From abstract interfaces to Java code. Given that “module” is mapped to “Java
class,” the Design Snippets Tool assumes that the closestJava construct to an abstract
interface is the non-private subsetof a class signature . Every class has a signature that

describes how clients should accessclass functionality .4

Inheritance and Java interfaces introduce two additional idioms for implementing
information hiding in Java code When using these idioms, the “abstract interface” of
a module is mapped to the signature of a superclass or Java interface . Volatile design
decisions are then encapsulated in subclasses or implementing (concrete) classes. The

Design Snippets Tool provides partial support for these two idioms.

3In particular , the Dependencies Snippet allows users to view dependencies between packages.

“Behavioral interface specication languages, such as JML [57], and design-by-contract tools, such as
iContract [56], augment Java with additional constructs for expressing speci cations . These languages
are not parsed by the Design Snippets Tool becausetheir use is not prevalent.
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3.2.3 Effect of the mappings on how design principles can beviolated in Java code

In this subsection, | use the mappings described in the previous subsection to delineate
how violations of design principles manifest themselves in Java code | also consider

design issues that affect the cost of restructuring Java code

Violations of design principles in Java code. Tables 3.1 and 3.2 describe how
violations of design principles can emerge in Java code The left half of each table
describes violations of design principles using the terminology of design space— terms
such as “module” and “abstract interface.” The right half of each table maps these

violations to the terminology of Java constructs.

I map “module” to “class,” but mere use of classes does not make information hid-
ing or low coupling trivial. Possible violations of information hiding and low coupling
include unnecessary interaction between classes, sharing of volatile design decisions
across modules, and tangling multiple design decisions within one class. In addi-
tion, the class construct encourages the practice of hiding data representation but
provides poor support in practice for hiding other types of volatile design decisions.
Programmers may falsely believe, for example, that volatile design information is hid-
den merely becauseall instance variables are private .

And while programmers often intend to create opaque class signatures, it is also
easy to create class signatures that inadvertently reveal volatile implementation de-
tails about their corresponding classes. In addition, the non-private class signature
cannot completely encompassthe abstract interface as de ned by Parnas. Abstract in-
terfaces conceptually include all assumptions made by clients, but at best a signature
can only express a subset of all assumptions made by clients. As a result, clients of
classes may actually make additional assumptions that aren't expressed in any non-
private class signature [48]. These undocumented assumptions could violate informa-
tion hiding .

Issues that affect the cost of restructuring. Once a programmer realizes that
a design principle has been violated, the programmer has to decide when, how, and

if restructuring should be performed. One input to this processis the cost of the re-
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structuring . Table 3.3 describes some of the factors that affect the cost of removing a

dependency, and how these factors translate to Java construct space.

3.2.4 From violations of design principles in Java codeto design snippet content

The rightmost columns of Tables 3.1, 3.2, and 3.3 summarize specic problems or is-
sues that can arise when programmers implement designs in Java. The rightmost
column of Table 3.1 lists specic ways in which information hiding can be violated.
The rightmost column of Table 3.2 lists specic ways in which the effect of interface
change is increased; the bulleted items in this column can be considered violations of
the low coupling principle . Finally , the rightmost column of 3.3 lists speci ¢ properties
of dependencies that affect the cost of removing them — these bulleted items inform

programmers as they make restructuring decisions.

The Design Snippets Tool generates design snippets that help programmers iden-
tify the violations of design principles outlined in Tables 3.1 and 3.2. The snippets also

help programmers identify the properties of dependencies outlined in Table 3.3.

Two of the design snippets help programmers detect violations of information hid-
ing. The information hiding snippet helps programmers detect violations that can be
identied by comparing non-private class signatures to class implementation details.
The type assumptions snippet helps programmers detect violations of information hid-
ing that occur becauseclients make assumptions that go beyond what is revealed by a

class signature or Java interface .

The remaining two design shippets help programmers reason about coupling. The
dependenciessnippet provides a view of dependencies that helps programmers detect
problematic dependencies and informs decision-making related to removing dependen-
cies. If a dependency must exist, the de facto interfaces snippet helps programmers

reason about accessto privileged methods and elds .
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Table 3.1: Mappings from design terms to Java constructs, and corresponding ways in
which information hiding can be violated.

Mapping from the terminology of design principles to Java code
Violations of information  hiding
design space Java
design information hiding is violated corresponding information hiding may be violated
term when... Java construct when...
class doesn't hide a volatile deci-
module doesn't hide a sion from other classes
volatile design decision from class tries to hide multiple deci-
other modules sions instead of just one
module . . . class
module tries to hide multi- programmer assumes that
ple design decisions instead volatile  design details are
of just one hidden just because instance
variables are private
the nonprivate class signature
reveals details about volatile de-
cisions
gf?grtll\:fge class clients make additional assump-
9 tions beyond those revealed by
the class signature
the superclass signature reveals
details about volatile decisions
clients make assumptions . .
. clients make additional assump-
that will be affected when i tions beyond those revealed b
gbstract volatile  design  decisions class signature of Y ( y
interface change a superclass the superclass signature
clients accesssignatures of sub-
classes directly
the Java interface reveals details
about volatile decisions
clients make additional assump-
Java interface tions beyond those revealed by
the Java interface
clients accesssignatures of con-
crete classes directly
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Table 3.2: Mappings from design terms to Java constructs, and corresponding ways in
which the effect of interface change is increased.

Mapping from the terminology of design principles to Java code
Increased vulnerability  to interface change

design space Java
design the effect of interface changeis || corresponding the effect of interface change is
term increased when ... Java construct increased when ...

modules unnecessarily in-

: classes unnecessarily inter -
teract with each other y

act with each other

modules interact with mod- L
module class classes obtain instances of

ules that are not their . . .
e \ non-friends” via return val-
friends” (for example, Law

ues and casts

of Demeter violations)

. . i non-privileged clients access
de facto interfaces are wide || Signature (class, )
%?Z:?the instead of narrou superclass, Java | Volatile methods/elds of a
interface) signature

Table 3.3: Mappings from design terms to Java constructs, and corresponding ways in
whic h the cost of removing a dependency is increased.

Mapping from the terminology of design principles to Java code
Cost of removing a dependency

design space Java
design the cost of removing a depen- || corresponding the cost of removing a depen-
construct dency is increased when ... Java construct dency is increased when ...

the dependency is part of
module the primary design decision || ¢lass
hidden by the module

the scope of the dependency
is class-wide

removing the dependency
would change the signature

abstract removing the dependency || signature (class, removing the dependency
terface would affect client assump- || superclass, Java would affect clients that
tions interface) make assumptions beyond

those revealed by the signa-
ture
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example input: example output:
huskies are dogs are dogs huskies
terrapins are turtles are turtles terrapins

dogs huskies are
huskies are dogs

terrapins are turtles

turtles terrapins are

Figure 3.2: Example input and output from the KWIC index production system

3.3 Design snippets generated by the Design Snippets Tool

In this section, | describe each design snippet generated by the tool in more detail. To
demonstrate how these snippets can be used, | apply each snippet to Parnas' classic
KWIC index example. Subsections 3.3.2-3.3.5 describe each shippet and show screen-
shots generated from one or more Java versions of KWIC . Subsection 3.3.1 below de-

scribes the KWIC index production system.

3.3.1 Parnas' KWIC index production system

In his seminal paper, Parnas presented two modularizations of a KWIC index produc-
tion system. In Modularization 1, data representation is shared knowledge; and in
Modularization 2, modules interact through information-hiding interfaces [73].

The KWIC (Key Word In Context) index is used to help create indices for written
materials . The system takes a set of lines as input. Each line is a set of words. A line
is “circularly shifted” when the rst word is repeatedly removed and then added to the
end of the line. The output is the KWIC index, which is a set of all circular shifts of all
lines in alphabetical order. An example is shown in Figure 3.2.

The Java implementations of KWIC used in this dissertation are adapted from a set
of KWIC implementations by Nick Scerbakov of the Institute for Information Systems

and Computer Media, Austria [88]. These implementations are faithful renditions of
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Table 3.4: Modularization #1: KWIC index production system

Module name Role Input Output

Input reads in lines and lines as input array of characters
stores them in (chars ) and array
memory that stores the start-

ing address of each line

(line-index )

CircularShift creates circular shifts | arrays produced by two-dimensional array,
Input each column of the array
stores the address of the
rst character in the shift
and the original index
of the line in Input's

line-index array

Alphabetizing alphabetizes the arrays produced by two-dimensional array
circular shifts Input and (similar to CircularShift' s
CircularShift output, except in alpha-

betical order)

Output prints the arrays produced by printout of lines
alphabetized circular Input and

shifts Alphabetizing

MasterControl passescontrol to the lines of input printout of lines
other four modules in

order

Parnas' original versions from 1972.°> Modularization 1 consists of 5 modules, as shown
in Table 3.4. Modularization 2 consists of 6 modules, as shown as Table 3.5. The phrase
“init method” used in Table 3.5 refers to a method that must be called before any other
methods of the object may be called. The Java source code for Modularization 1 and
Modularization 2 can be found at http://www.designsnippets.org

For the purposes of illustrating additional Design Snippet Tool functionality , I in-

50One modernization: characters are stored as Java chars , not packed four to a word as Parnas origi-
nally speci ed.



Table 3.5: Modularization

#2: KWIC index production system

Module name

Role

What it calls

What it offers clients

LineStorage

hides the exact

representation used to

none

numerous methods for ac-

cessing and setting char-

store lines acters, words, and lines
Input read input LineStorage none
methods

CircularShifter create impression that a LineStorage init method (setup ) and
list of all circular shifts methods methods to access char-
exists acters, words, and lines

of circular shifts (e.g.,
getChar )

Alphabetizer provide clients with a CircularShifter init method (alpha ) and
means to access methods a method that offers an
alphabetized shifts alphabetized ordering for

circular shifts (ith )

Output prints the alphabetized CircularShift printout of lines
circular shifts and Alphabetizer

methods
MasterControl passescontrol to Input, Input, Output, printout of lines

CircularShifter ,
Alphabetizer , and Output

CircularShifter
and Alphabetizer

methods

45
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IndexCreator has

Index

# m_index : Index

+ getindex() : Index

Linelndex Shiftindex

InputindexCreator CircularShiftindexCreator

+ getindex() : Indeq | + getindex() : Index

Figure 3.3: Subset of modularization 3's class diagram.

troduce a new modularization, Modularization 3. Modularization 3 is similar to Mod-
ularization 1, but additionally it employs inheritance . In Modularization 3, the input
processor and the circular shifter both inherit from a base class, IndexCreator . In
addition, rather than create arrays, the input processor and circular shifter create in-
stance variables of type Linelndex and Shiftindex respectively. Both Linelndex

and Shiftindex inherit from a base class called Index . Figure 3.3 shows a subset of

Modularization 3's class diagram.

3.3.2 Information hiding snippet

The information hiding snippet assists the programmer in her assessment of the sep-
aration between interface and implementation. Programmers can use the snippet to
identify when interfaces reveal volatile information.

Overview . The information hiding snippet presents two outlines side-by-side. The
scopeof both outlines presented is the active le being edited or viewed in the Eclipse
IDE. For each class de ned in the le , the interface outline describes the non-private
class signature and the implementation outline describes the class' implementation
details . Specically , the interface outline presents details about non-private eld sig-
natures, non-private method signatures , non-private member types, superclasses, and

superinterfaces . The implementation outline presents details about private elds , ini-
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tializers , private method signatures, and private member types. The implementation
outline also includes a description of secrettypes used by each method.

Secret types. | created secret types as a concise description of implementation
details. Secret types are types that are used by a class but whose use is not obvious
from perusal of the class signature . A list of secret types is de ned for each method.
For each method m de ned in class C, let N Sc., be the set of non-secret types for m.
N Sc.m contains C, the types of elds of C, the types of the parameters of m, and any
immediate nested types of C. For each method m de ned in class C, the set of secret
types Sc.m consists of types “used” in the method body that are not in NSc.,,. For
the information hiding snippet, a type or type instance is used if (1) it is a parameter
to a method, (2) if it is a target of a method call, (3) if it is created by a constructor
call, (4) if its eld is accessed,or (5) if an instance is caught as an exception. The
implementation outline of the information hiding snippet displays a set of secret types
used by each method of each class and a description of how each secret type is used.

Secret types are interesting becausethey provide a succinct view of the implemen-
tation details ostensibly hidden by an interface. Many noteworthy implementation
details are captured in a list of instances created, exceptions caught, and other uses
of non-parameter , non- eld types. In addition, secret types are naturally expressed in
terms that are easyto compare to the signatures in the interface outline . Together, se-
cret types and private elds provide a meaningful view of class implementation details
in a reasonable amount of screen real estate.

Example. The following example illustrates how the information hiding snippet
can bring attention to violations of information hiding . Figures 3.4a and 3.4b show the
interface outline and implementation outline for a circular shifter from Modularization
1. Class CircularShift prepares an index of all circular shifts as a two-dimensional
array. Each column of the array lists the starting address of the circular shift in mem-
ory and the original index of the unshifted line.

Comparing Figure 3.4ato 3.4b, we seethat CircularShift stores circular shifts
as an int[][] (eld circular  _shifts _)and offers an int[][] to clients (via method

getCircularShifts ). This similarity between eld type and return type suggests
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Figure 3.4: (a) Interface outline (left) and (b) implementation outline (right) for modu-
larization 1's circular shifter

Figure 3.5: (a) Interface outline (left) and (b) Implementation outline (right) for modu-
larization 2's circular shifter

that the signature of CircularShift may be sensitive to changes in the way circular
shifts are internally stored. The only accessclients have to circular shifts is getCir-
cularShifts ; thus, all clients are affected if the signature of getCircularShifts
changes. Moreover, clients may need to change even if getCircularShifts 'S sigha-
ture does not change, because clients are also sensitive to changes in the way data

within the integer array is organized.

Figure 3.4b also shows that a secret type used by execute is Input . Input cre-
ates two arrays — one that contains input characters and another that contains the
starting address of each line. Figure 3.4b shows that CircularShift directly calls
Input.getChars and Input.getLinelndex to obtain those arrays. In summary,
Figures 3.4a and 3.4b reveal that volatile data representations are shared widely by

Input , CircularShift , and CircularShift 's clients .

In contrast, Figures 3.5a and 3.5b show that Parnas' second modularization hides
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volatile design decisions more effectively. Figures 3.5a and 3.5b show the interface
outline and implementation outline for a circular shifter based on Modularization 2.
In this version, clients call methods of CircularShift to obtain the words or lines
comprising each circular shift.

Figure 3.5a shows that Modularization 2's CircularShift has a method named
setup that takes a LineStorage instance as a parameter. This LineStorage in-
stance offers methods to accessthe input as words and lines. CircularShift doesn't
know which module “lled” the LineStorage instance with characters, because Cir-
cularShift 's client is responsible for passing the LineStorage instance to Circu-
larShift . The remaining methods of CircularShift provide clients with means for
accessingwords and lines of the circular shifts. None of the signatures of these access
methods reveal the implementation details shown in Figure 3.5b. Figure 3.5b shows
that CircularShift choosesto store the circular shifts in a LineStorage  instance,
but Figure 3.5a shows that clients cannot directly accessthat instance.

Implementation details. The Eclipse IDE [24] offers the JDT API which per-
mits accessto objects associated with each Java le . The JDT's Core API is used to
identify each type's members, superclasses, and superinterfaces . The secret types are
determined using the JDT's DOM API, which provides accessto abstract syntax trees
created by Eclipse's Java compiler.

For performance reasons, the information hiding snippet offers two analysis modes:
a quick mode and a slow mode. The modes affect the completeness of the list of secret
types. To determine the type names of objects used in the active Java le , the quick
mode uses local variable dedarations , method signatures, and eld dedarations . The
quick mode identi es static method calls and static eld accessesusing a list of types
compiled from the import statements in the le . The quick mode also obtains a list
of all types in the current package. The slow mode requests type bindings from the
Eclipse compiler to determine the names of types that are used but not named in the
active Java le .

One set of identi ers whose types might not be named within a class body is elds

of superclasses. This problem highlights a fundamental issue with the mapping of
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module to class — are superclass methods and elds part of the module, or are they dis-
tinct from the module? From the perspective of a client of a class, non-private methods
and elds de ned in the superclass are not distinct from methods and elds de ned in
the class itself. But from the perspective of the superclass and subclass, the subclass
is a client that is affected by changes to the superclass. As a result, the quick mode
lists the immediate superclass as a secret type if explicit calls to superclass methods
(i.e., calls preceded by the keyword super ) are made. The quick mode acts similarly

for explicit accessesto immediate superclass elds . If a method of a superclass eld is
called or a superclass eld is passedas a parameter, the slow mode lists the type of the
superclass eld asa secret type. Enclosing classes are treated similarly to superclasses

by the slow mode.

3.3.3 Type assumptions shippet

If the non-private signature of a class hides volatile design details, then clients that
only use the non-private signature are protected when details change. However, clients
commonly make assumptions that go beyond what class signatures actually reveal
[48]. These assumptions, often inadvertent, canresult in widespread sharing of volatile
details . Similarly , classes can make implicit assumptions about their clients, resulting
in adverse effects when clients change. Examples include assumptions about perfor-
mance, order of operations, and run-time types of signature elements. In this disserta-
tion, | focus on type assumptions.

Overview . The type assumptions snippet helps software engineers detect assump-
tions made about types speci ed in a class signature . Type assumptions are manifested
when casts are made from the types specied in the class signature to other types. For
each type de ned in the active Java le , the type assumptions snippet lists casts to pa-
rameters and return values of the type's methods and casts made to the type's elds .

We chose to focus on type assumptions because they are straightforw ard to de-
tect and are often symptoms of larger problems with information sharing. For exam-

ple, type-casting of return values and parameters may indicate that intended mod-
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ule boundaries are being bypassed and that details known to be volatile are being
used. A common type-cast is from superclass to subclass, and these casts reduce a
programmer’ s ability to substitute one subclass with another in response to change.
The programmer' s problem is compounded by the fact that casts by clients can only be
identied by perusal of client code

Example. This example illustrates the decision-making support offered by the
type assumptions snippet. In this example, we analyze the new version of KWIC that
| created, called Modularization 3. As stated in Section 3.3.1, Modularization 3 is sim-
ilar to Modularization 1, except that Modularization 3 also makes use of inheritance .
In Modularization 3, the input processor and the circular shifter both inherit from
IndexCreator . IndexCreator de nes a protected instance variable of type Index
(named mindex ) and a public method named getindex() . Two classes inherit from
Index : Linelndex and Shiftindex . Figure 3.3 shows a subset of Modularization 3's
class diagram.

InputindexCreator instantiates the inherited eld mindex asa variable of type
Inputindex . CircularShiftindexCreator instantiates mindex as a variable of
type Shiftindex . The type assumptions views for InputindexCreator.java and
CircularShiftindexCreator.java are shown in Figure 3.6. Three clients cast
the return value of InputindexCreator.getindex() to Linelndex , and one client
casts the return value of CircularShiftindexCreator.getindex() to Shiftin-
dex.

Suppose Alice, a programmer , decides to replace both Linelndex and Shiftin-
dex with a single class called LineStoragelndex . Without the type assumptions
snippet, Alice may dangerously infer that her change will not affect clients, as long as
LineStoragelndex offers a getindex method that returns an instance of type In-
dex. But when using the type assumptions snippet, Alice will immediately note that
the return value of getindex is cast by clients to more speci ¢ subclasses.® Alice now

has a more complete understanding of the impact of her intended change; in particular ,

bIn-package clients can also directly accessprotected field mindex . If any clients cast mindex to
another type, those casts would also appear in the type assumptions view.
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Figure 3.6: Type assumptions snippet view for modularization 3'sinput processor and
circular shifter

she now knows that clients actually rely on specic Index subclasses.

Because the type assumptions view displays casts that appear in client code the
programmer can review a class signature and its (mis)use at the same time. Often
problems with a class signature can be surfaced by viewing how the signature is used.
In the case of Modularization 3 described above, clients make type-casts becausethey
need to accessspeci ¢ methods of Linelndex and Shiftindex . The Index class sig-
nature fails to offer enough functionality to IndexCreator  subclasses. In this case
the programmer needs to weigh the benets of inheritance with the potential cost of
general class signatures that meet few client needs. Type assumptions are a tangi-
ble way to detect these tensions. In addition, type assumptions reveal violations of
information hiding that occur when clients cast superclasses to subclasses in order to
bypass the intended abstract interface .

Implementation details. The type assumptions snippet uses information in the
active Java le to identify casts to method parameters. To determine if clients cast
elds or method return values, the snippet analyzes all les in the active Java project’
the rst time it runs. The snippet cachesall caststhat are discovered and then displays

those casts that are relevant to types de ned in the active Java le . The cache is

’In the Eclipse IDE, a project is a named collection of related Java files.
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updated as les are edited.

When analyzing a Java le , the snippet looks at variable dedarations and assign-
ment statements to identify aliases of parameters, return values, or elds .8 Casts of
detected aliases are also maintained in the cache. Casts by this of superclass elds
and casts by this of return values to methods de ned in a superclass are listed in the
type assumptions view of the superclass where the eld or method is de ned. ® Casts
by this of an enclosing class' methods or elds are treated similarly . Otherwise , casts
are assigned to the type of the server whose method or eld was accessed,even if the

method or eld was actually de ned in a superclass of the server.

3.3.4 Dependenciessnippet

The information hiding and type assumptions snippets help programmers maintain a
modular structure that isolates volatile details behind interfaces. However, interface
change may still occur, and low coupling is recommended as a way to reduce the effects
of interface change. The dependenciessnippet helps the programmer assessthe degree
and nature of coupling between classes.

Overview . For each type T de ned in the active le , the dependencies snippet
displays types that T depends on and types that depend on T. A type can be a class or
Java interface; the dependencies snippet treats them similarly . The snippet displays
a graph; types are nodes and dependencies are edges Types with the same quali ers
are grouped together to improve readability , and users can Iter uninteresting nodes
or request that an entire Java package be represented as a single node. Edge labels
describe the nature of the relationship between the two types. Table 3.6 lists edge
labels commonly displayed by the dependencies shippet.

Edge labels. Low coupling is desirable, but some dependencies are inevitable .

Edges in the dependencies snippet are labeled with edgelabels that help programmers

80nly aliases of qualied elds are detected. If a eld is accessedvia a simple name (elds of this , a
superclass, an enclosing class, etc.), aliases of that eld are not detected.

°A possible exception is casts of superclass elds where there is an explicit super in the eld access—
these casts are assigned speci cally to the immediate superclass, even if the eld is actually de ned in
a superclass higher up the inheritance hierarc hy.
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Table 3.6: A brief introduction to common edge labels shown by the dependencies snip-

pet. Edges are directed from Tj to T».

Example Edge Label
T, extends T extends

T1 implements T, impl

A method of T; takes an instance of T, as a parameter param

T1 dedares a eld of type T, has

T, accessesa static method or eld of T, stat

T1 creates a new instance of type T» new

T, obtains an instance of T, as a return value of a method | ret

T, obtains an instance of T, asa eld of another type fld

T1 catches an exception of type T, catch

T1 obtains an instance of T, by casting an object cast

(and none of the three labels below apply)

T1 obtains an instance of T, by casting a return value ret-cast

T, obtains an instance of T, by casting a parameter param-cast
T, obtains an instance of T, by casting a eld access fld-cast
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evaluate dependencies and plan improvements . Factors to consider when evaluating a
dependency include (1) the purpose of the dependency, (2) the dependency's effect on
a system's overall vulnerability to change, and (3) the cost of removing a dependency.
Edge labels support the assessment of these three factors.

Edge labels describe the origin of coupling between two types. This information can
shed light on how straightforw ard the dependency will be to maintain over time. For
example, has dependencies are easier to detect and reason about than many cast and
ret dependencies. In fact, accessing members of instances obtained via return values
and casts are outlawed by the Law of Demeter, unless they are return values of calls
to this [63]. Lieberherr et al. explain that a system is easier to maintain if the effect
of changes to public interfaces is limited to a few closely related classes [63]. Methods
that introduce many ret and cast dependencies can greatly increase their enclosing
class' vulnerability to interface changes.!°

Edge labels also help programmers estimate the cost of removing a dependency.
Costs are increased when the scopeof a dependency is class-wide (as is the case with
many has edges)or if removing a dependency requires a change to the class signature
(as would be required by a param edge removal).

Example. Figures 3.7 and 3.8 show the dependencies view for Input.java in
Modularization 1 and Modularization 2 respectively. Dependencies on classes in
java.lang  and java.io  have been elided.

When viewing Modularization 1's Input class de nition, a programmer can learn
from Figure 3.7 that all other KWIC classes directly accessinput functionality . If the
signature of Input changes, all four clients may be affected. The edge label between
Input and all of its clients is stat ; since class members are not dynamically bound,
the ability to replace Input with a subclass is impaired. In contrast, Figure 3.8 shows
that only the MasterControl class depends upon Modularization 2's Input . Mod-

ularization 2's classes are less coupled to the Input class and thus more resilient to

°Note that aret orcast edgeis not the same thing as a Law of Demeter violation, becausea class can
have aret or cast edgeto another class but not accessany of the class' members, or a class may have
obtained the instance by calling its own method. However, ret and cast edgesare often a symptom of
Law of Demeter violations .
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Figure 3.7: Dependencies snippet view for modularization 1's input processor

Figure 3.8: Dependencies snippet view for modularization 2's input processor
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changes to Input 's signature .

Implementation details. For each type T dened in the active le , the depen-
dencies snippet identies types that T depends on by analyzing the relationships ex-
pressed in that le . Toidentify a set of types that depend on T, the snippet analyzes
other les . Similar to the type assumptions snippet, the dependencies snippet analyzes
all les in the active Java project during its rst run. It then caches these dependen-
cies and displays those relevant to types de ned in the active le . The cache is updated
as les are edited. Graph layout is performed by AT&T's graphviz software package
[25].

Similar to the information hiding snippet, the dependencies snippet has a quick
mode and a slow mode. The modes affect completeness. The quick mode identi es
types whose names appear in the Java le where the dependency is manifested. Local
variable dedarations , method signatures, and eld dedarations are used to determine
names of types whose instances are used. Import statements are used to identify type
names that are then used to detect stat edges

The slow mode requests type bindings from the Eclipse compiler, which enables the
identi cation of additional type names. The slow mode adds ret edgeswhen method
calls are directly used as the target of other methods or as method arguments .

As discussed earlier, we propose that a subclass is a client of the superclass that is
affected when the superclass changes. Thus, the slow mode identi es when a class uses
elds of its superclasses or the superclasses of an enclosing class. Edges to superclass
eld types receive the super-has label.

If the slow mode identi es that a class uses elds of an enclosing class, edgesto an
enclosing class' eld types receive the has label. Edgesto types of elds of an enclosing

class' superclass receive the super-has label.

3.3.5 Defacto interfaces snippet

While the dependencies snippet provides a quick awareness of dependencies, it does

not convey exactly which methods or elds are accessedby each client. For all types
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Figure 3.9: De facto interfaces snippet view for modularization 1's input processor:
organized by client (left) and organized by method/ eld (right)

de ned in the active le , the de facto interfaces snippet describes the de facto interface
of each client. The de facto interface (as supported by the Design Snippets Tool)
is a set of methods and elds actually used by a client [55]. The de facto interfaces
shippet supports more detailed consideration of the cost of removing a dependency. The
snippet also helps programmers ensure that volatile interface details are restricted to

privileged clients .

Example. After looking at the dependencies snippet view for Modularization 1's
Input class, a software engineer may be interested in learning why so many classes
depend on Input . This question can be quickly answered by the de facto interfaces
view for Input , shown in Figure 3.9. CircularShift , Alphabetizing , and Output
all accessinput methods to obtain the line index and the character array prepared by
Input . The de facto interfaces snippet can be con gured to organize its results either
by client or by method/ eld; in Figure 3.9, the two organizations are shown side-by-

side.

Implementation details. The pair ftype of the client, method or eld used by
the clientg is called a ClientUse. Each ClientUse is assigned to a server. The server
is the type whose method or eld is used by the client. To identify ClientUses, the
snippet analyzes les in the active Java project. Similar to other snippets, the de

facto interfaces snippet analyzes all les in the active Java project during its rst run.
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It then caches the ClientUses found and displays those ClientUses assigned to types
de ned in the active le . The cache is updated as les are edited.

Similar to other snippets, the de facto interfaces snippet has a quick mode and a
slow mode. The modes affect completeness. The quick mode identies types whose
names appear in the Java le where the ClientUse is manifested. Local variable deda-
rations , method signatures , and import statements are used to determine type names.

The slow mode requests type bindings from the Eclipse compiler, which enables the
identi cation of additional type names. For example, if a method call m is directly used
as a target to another method call n, then the slow mode will identify the appropriate
type name of the target (m's return value) and create a ClientUse (involving n) with
that target asthe server.

The de facto interfaces snippet assigns most ClientUses to the compile-time type of
the server. However, if this usesa method or eld actually de ned in a superclass or
enclosing class, the slow mode will assign that ClientUse to the de ning superclass or

enclosing class.!
3.4 Limitations  of the Design Snippets Tool

The Design Snippets Tool is intended to demonstrate the feasibility and utility of the
design snippets approach. To serve this purpose, the Design Snippets Tool must pro-
vide practical results for a reasonable subset of Java projects, and | believe that the
tool succeedsin this role. Chapter 5 will describe practical use of the Design Snippets
Tool in some detail.

The tool, however, is alpha software, and does not give correct results on all Java
programs. The Design Snippets Tool will generate false negatives, which means that
relationships , edges or uses that should be displayed will not be displayed. Three of
the snippets have a quick mode which deliberately increases false negatives in return

for speedier static analysis. Even in the snippets' slow mode, however, false negatives

A possible exception is when the method or eld is accessedvia an explicit super , in which case
the ClientUse will be assigned to the immediate superclass of the class (or immediate superclass of
the enclosing class as appropriate), even if the method or eld is actually de ned higher up in the
inheritance hierarc hy.
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will exist. Spurious results (false positives) may also exist, although much rarer than
false negatives.

The Design Snippets Tool doesnot consider re ection, dynamic class loading, anony-
mous classes, or local classes. The tool may also give incomplete or incorrect results
when nested classes are dedared inside other nested classes.

The Design Snippets Tool is implemented via heavy use of Eclipse IDE APIls. Any
errors in Eclipse APIs propagate to the Design Snippets Tool. One particular strength
of the Eclipse compiler is its ability to compute reasonable ASTs from codethat does
not compile. However, no compiler can always ascertain the programmer' sintent when
parsing “broken” code and bad assumptions in “broken” ASTs will propagate to design
snippet views. In addition, various snippets' “slow modes” request type bindings from
the compiler; these “slow modes” work best when the code compiles without errors.

With regard to the size of the Java program being analyzed, the tool successfully
runs on programs with hundreds of classes. However, it has not been optimized to

handle programs with thousands of classes or more.

3.5 Summary of support offered by the Design Snippets Tool

The Design Snippets Tool is intended to help programmers bridge the gap between
Java codeand two design principles: information hiding and low coupling. By bridging
this gap, the tool helps programmers make better design decisions in the context of
code

Design snippets achieve this goal due to their unique format and content. With
regard to format, each snippet was carefully designed so that it can be co-displayed
with Java source les . With regard to content, each snippet helps programmers detect
violations of design principles or understand properties of their software that affect
restructuring decisions.

Earlier in the chapter, Tables 3.1, 3.2, and 3.3 identify speci c issues that can arise
when attempting to adhere to the principles of information hiding and low coupling in

Java code In Tables 3.7, 3.8, and 3.9, | summarize how the snippets generated by the
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Design Snippets Tool help programmers identify and handle these speci c issues.
Effective design decision-making in the context of codeis a dif cult task. The De-
sign Snippets Tool helps programmers make design decisions by helping them connect
abstract design principles (information hiding and low coupling) to the codethey are
actively working on. Programmers can use the snippets generated by the tool to iden-

tify violations of design principles and inform their ongoing design decisions.
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Table 3.7: How design snippets can help programmers detect violations of information

hiding in Java code

Design snippet

Violation of information
hiding (from Table 3.1)

Notes on how the snippet helps

information hiding snippet

class does not hide a volatile de-
cision from other classes

programmers can detect a ws by
comparing side-by-side views of
nonprivate class signature details
and implementation details

class tries to hide multiple deci-
sions instead of just one

“implementation  outline” helps
programmers assess the design
decisions that the class tries to
encapsulate

programmer assumes that
volatile  design details are
hidden just because instance

variables are private

gives programmers a broader
sense of a class' implementation
details; helps programmers de-
tect a ws in the nonprivate class
signature

the nonprivate class signature
reveals details about volatile de-
cisions

programmers can detect a ws by
comparing side-by-side views of
nonprivate class signature details
and implementation details

the superclass signature reveals
details about volatile decisions

(partial support) programmers can
compare “interface outline” of su-
perclass with “implementation out-
lines” of subclasses

the Java interface reveals details
about volatile decisions

(partial support) programmers can
compare “interface outline” of Java
interface  with  “implementation
outlines” of implementing classes

type assumptions snippet

clients make additional assump-
tions beyond those revealed by
the class signature

displays type assumptions made
by clients

clients make additional assump-
tions beyond those revealed by
the superclass signature

displays type assumptions made
by clients

clients accesssignatures of sub-
classes directly

displays most casts from super-
class to subclass

clients make additional assump-
tions beyond those revealed by
the Java interface

displays type assumptions made
by clients

clients accesssignatures of con-
crete classes directly

displays most casts from Java in-
terface to concrete class




63

Table 3.8: How design snippets can help programmers detect increased vulnerability

to interface change.

Design snippet

Issue that increases vulnera-
bility to interface change (from
Table 3.2)

Notes on how the snippet helps

dependencies snippet

classes unnecessarily interact

with each other

shows dependencies; edge labels
describe the origin of coupling be-
tween two types

classes obtain instances of “non-
friends” via return values and
casts

ret , cast , param-cast
ret-cast , and fld-cast edges
are symptoms of Law of Demeter
violations

de facto interfaces snippet

clients access
methods/elds of a

non-privileged
volatile
signature

programmers can use the snippet
to monitor accessto volatile meth-
odsand elds

Table 3.9: How design snippets can help programmers understand the cost of removing

a dependency.

Design snippet Issue that affects the cost of
removing a dependency (from
Table 3.3)

Notes on how the snippet helps

dependencies snippet

the scope of the dependency is

has edge label

may indicate a

class-wide

class-wide dependency

removing the dependency would
change the signature

param edges re ect dependencies
that affect signatures
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Chapter 4

ASSESSMENT OF THE DESIGN SNIPPETS TOOL:
MUL TI-P ARTICIP ANT USER STUDY

Design snippets are intended to help programmers make better design decisions
in the context of code To demonstrate that design snippets are effective, | explored
empirically how the Design Snippets Tool affects design decision-making in the con-
text of code The studies described in this chapter and Chapter 5 suggest that design
shippets help programmers make decisions by providing them with relevant design in-
formation at a relevant time — information they use to identify design problems, plan
and execute modi cations , and review the effects of modi cations on the design of their
system. The studies also show that design snippets co-exist effectively with existing
tools. The Design Snippets Tool augments the programmer' s environment, providing
programmers with valuable information they can use as they actively make decisions

in the context of code

In this chapter, | describe a study in which seven participants performed a small
restructuring task focused on ease of change. Study participants could use standard
IDE features, pen and paper, and the Design Snippets Tool. The ndings describe how

study participants used design snippets and other information sources.

In Section 4.1, | introduce the restructuring task that participants were asked to
perform. Sections 4.2 and 4.3 describe the study and present results. Section 4.4 de-
scribes navigation, an improvement that was suggested by study participants . Section
4.5 discussesthreats to validity , and Section 4.6 summarizes relevant condusions from

the study.
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4.1 The restructuring task

The restructuring task was designed to encourage application of the information hid-
ing principle and the low coupling principle . The task was inspired by the description
of the Strategy pattern in Design Patterns [33]. One application area for Strategy de-
scribed in the book is text input validation.

My colleague, Miryung Kim, created a small application that validated text input
but did not use the Strategy pattern to implement input validation. Instead, the appli-
cation, called InputF orm, implemented validation in a more coupled and brittle way.
The task given to participants was to restructure the InputF orm application to make

it easier to change. (The exact wording of the task is presented in Section 4.1.2.)

4.1.1 The InputF orm application

The InputF orm application' s GUI contains three text elds . A user inputs a date, a
phone number, and a social security number. When the user clicks the “Enter” button,
the application validates the entered inputs. If the inputs' format is invalid, the ap-
plication displays the message “Format Error.” Figure 4.1 displays screenshots of the
application.

The InputF orm application is implemented using six Java classes and one Java in-
terface. TestDriver  contains the Swing GUI codeneededto provide an appealing look
and feel to the application. It is not critical to the restructuring task. The InputForm
class creates several instances of the TextBox class to populate the form. The remain-
ing three classes — PhoneFormat , DateFormat , and SSNFormat — all implement the
Format Java interface .

Key portions of the application related to the restructuring task are located in two
methods of the InputForm class: createTextBoxes  and checkFields . Source code
from these two methods is listed in Figures 4.2 and 4.3.

Despite the existence of three format classes, the codethat performs the actual in-
put validation is contained within the TextBox class. TextBox contains three meth-

ods named check , each one taking a different type of format as a parameter. TextBox
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Figure 4.1: Screenshots of the InputF orm application. The screenshot on the left dis-
plays the application' s output when valid input is entered; the screenshot on the right
displays the application' s output when invalid input is entered.

also contains numerous static nal constants that are used by the check methods. In
method checkFields , InputForm casts the Format instance associated with each
TextBox instance and then calls one of the TextBox.check methods to execute the

input checking, as shown in Figure 4.3.

This code contains numerous violations of information hiding and low coupling.
For example, implementation details about input validation are not adequately hidden
from InputForm . As shown in Figure 4.2, InputForm method createTextBoxes  has
knowledge of format strings, such as “YYYY/MM/DD .” Figure 4.3 shows that Input-
Form method checkFields  makes assumptions about the types of formats that are
returned from TextBox.getFormat() . Secondly, there is unnecessarily tight cou-
pling among InputForm , TextBox , and all three format classes. Adding new kinds of

text elds to this application is tedious and dif cult.
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public JPanel createTextBoxes() {
JPanel panel = new JPanel();

/I create a date field

dateField = new TextBox();

dateField.setFormat(new DateFormat());

JLabel dateLabel = new JLabel(date + " "+ "YYYY/MM/DD");
dateLabel.setLabelFor(dateField);

/I create a phone field

TextBox phoneField = new TextBox();
phoneField.setFormat(new PhoneFormat());
JLabel phoneLabel = new JLabel(phone  + " " + "(#HH#)HHE-HEHE);

phonelLabel.setLabelFor(phoneField);

/I create a SSN field

TextBox ssnField = new TextBox();
ssnField.setFormat(new SSNFormat());
JLabel ssnLabel = new JLabel(ssn + " " + "###-#-HHHE);

ssnLabel.setLabelFor(ssnField);

/I add each field to a list of TextBox instances
textboxes.add(dateField);

textboxes.add(phoneField);

textboxes.add(ssnField);

/I add textboxes to panel (omitted here)

return  panel;

Figure 4.2: Excerpt from InputF orm.java: method createTextBoxes

4.1.2 Thetask and a plausible solution

The task was given to study participants as follows:

Restructure the InputF orm application, with the anticipation that different kinds of

text elds will be added in the future. For example, a planned future change involves

adding text elds for “Zip codeg” “Credit card number,” and “Expiration date.” All three

of the new elds will needinput validation as well.

Your task is to restructure the existing application to make the software easier to

change, given the knowledge of this upcoming change request.

One plausible solution to the task is to apply the Strategy pattern to the application.
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public  boolean checkFields() {

Iterator i = textboxes.iterator();

boolean result = true;

while  (i.hasNext()) {
TextBox textbox = (TextBox)i.next();
Format format = textbox.getFormat();
String data = textbox.getText();

if (format instanceof DateFormat)  {
DateFormat f = (DateFormat)format;
if  (textbox.check(f, data) == false) {
result = false;

}

if (format instanceof PhoneFormat) {
PhoneFormat f = (PhoneFormat)format;
if  (textbox.check(f, data) == false) {
result = false;

}

if (format instanceof SSNFormat) {
SSNFormat f = (SSNFormat)format;
if  (textbox.check(f, data) == false) {
result = false;
}
}
}

return  result;

Figure 4.3: Excerpt from InputF orm.java: method checkFields

Input validation would be performed by the three format classes, not TextBox . For-

mat would be changed into a class and would hold general constants likely to be used
by multiple Format subclasses. Format subclasses would be responsible for prepar-
ing the format strings used in createTextBoxes . These changes would encapsulate

input validation details behind the Format interface.

As stated in the Design Patterns book, a known characteristic of the Strategy pat-
tern is that “clients must be aware of different Strategies” [33, page 318]. In other
words, InputForm must still know which of the Format subclasses to instantiate
when creating a text eld. Because InputForm is a simple application, this feature

of Strategy may be acceptable. Alternatively , a restructuring may also include appli-
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cation of the Factory pattern [33]. A well-implemented factory could encapsulate the
creation of TextBox instances and their associated formats and labels from the In-
putForm class and thus remove the coupling between InputForm and the proposed

Format subclasses.

4.2 Method

After one pilot study session, seven subjects participated in the user study. All seven
participants were experienced programmers; six of the seven were graduate students
in computer science and one was a system integration engineer at a small company.

Sessionsranged in time from 60 to 90 minutes . All participants rst read a set of
tutorial slides. The tutorial rst introduced the principles of information hiding and
low coupling, and then described the four design snippets. Study participants were
permitted to ask questions as they read the tutorial and throughout the remainder of
the session. Appendix A contains a version of the tutorial slides.

After studying the tutorial, users were given a short handout that described the
edge labels found in dependencies snippet graphs. Study participants could chooseto
review the edge label handout immediately or reserve it as a reference for later use.
Appendix B contains a current version of this handout.

Study participants were then given a functional description of the InputF orm ap-
plication. Upon review of the functional description, the study participants launched
the Eclipse IDE [24] and were shown the code for the InputF orm application. The
study participants were also shown the location of the four design snippet views in the
Eclipse IDE.

Each user then completed three warm-up tasks designed to give them familiarity
with both the Design Snippets Tool and the InputF orm application. Example questions
from the warm-up tasks include “What classes depend on PhoneFormat ?” and “Who
calls TextBox.getFormat  ?” The warm-up tasks were designed to be completed using
the Design Snippets Tool, but users were free to nd answers directly from perusal

of the code or by using other tools available in the Eclipse IDE. Users were allowed
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to ask questions related to both the Design Snippets Tool and other features of the
Eclipse IDE.

After the warm-up tasks, study participants were given the restructuring task as
described in Section 4.1.2. In addition to the Design Snippets Tool, study participants
were free to use any feature in the Eclipse IDE [24] as well as pen and paper. After the
restructuring task, study participants answered a series of follow-up questions.

Each study session was attended by a facilitator and a notetaker. The facilitator
interacted with the user, giving instructions and answering questions. The facilitator
also took notes. The notetaker focused primarily on taking notes about the session but
was also permitted to interact with the user and answer questions. These roles were
performed by myself and my colleague Miryung Kim.

Study participants were encouraged to think aloud [59] during both the warm-up
tasks and the restructuring task. For ve of the seven participants , we recorded mouse

and keyboard actions using screen capture software.

4.3 Findings from study session narratives

In this section, | summarize ndings from six of the seven study sessions. The session
narratives do not capture all statements or actions made by participants , but they are
an approximate version of events. To analyze study session narratives , | partitioned
each session narrative into a series of episodes.

Episodes attempt to capture related statements and actions in a single unit. Most
episodes consist of a sequence of actions followed by one or more verbal or written
statements . When there is not a verbal or written statement, the episode may end with
a realization, decision, or question that | believe the user made at the time . Rarely, an
episode contains related actions performed after a verbal or written statement.

I rst reviewed the episodes for each participant to answer questions of interest;
ndings from this review can be found in a preliminary workshop paper [87]. Later,
| performed a more careful coding of the session narratives for a more thorough, con-

sistent analysis. Episodes served as a starting point for coding; if more than one code
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applied to an episode or if one code applied to different parts of an episode in differ -
ent ways, the episode was split into subepisodes and one code was applied to each
subepisode.

The purpose of the coding was to categorize participants' actions and statements
based on the participants’ intentions . In addition to capturing the intentions of the
programmer , each coded (sub)episode was assigned a “success value” and an “infor -
mation source.” The successvalue is one of fyes, no, unknown, not applicable g and it
describes whether the actions described in the (sub)episode successfully accomplish the
programmer' s intention. 1 An inf ormation sourceis an artifact, tool output, document,
or other source that informs the programmer' s action or intention. 2

The codes emerged from the episode data itself. The de nition of each code was
re ned asthe coding progressed. The codesare de ned in Tables 4.1, 4.2, and 4.3. The
processof de ning codeswas a compromise between ensuring that different intentions
were coded differently , avoiding overly complex de nitions for codes avoiding a glut-
tony of too many codes accommodating the quality of the data, and accommodating
likely analysis questions. When in doubt, | erred on the side of creating a new code
because codesare easy to collapse but hard to separate.

After coding the data, | studied the instances when design snippets were used as
an information source. The analysis gave insight into the intentions of programmers
using design snippets and whether they were successful in using design snippets for
those intentions . | also documented other information sources used by study partici-
pants.

| omitted one session from the analysis because the participant involved did not
complete the restructuring task. This participant stated that the task as written sug-
gested that only three new text elds would be added, and that three elds was not
enough motivation for serious restructuring of the InputF orm application. The par-

ticipant proceeded to add a new text eld to the application, but the task of adding

1Successvalues are “not applicable” when failure is not plausibly likely . For example, if one intends to
ask a question, one usually succeedsin asking it.

2No information source was recorded for CHANGE.
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Table 4.1: Programmer intentions related to understanding

[ Intention | Episode Code | Meaning |
understand UNDSTD-BHVR Participant describes some aspect of what the program will do at
behavior of a run-time; the episode asserts that the participant has gured out
piece of something about the program's run-time behavior; or participant

source code

attempts to gure out something about the program's run-time
behavior. A “piece of source code” can be anything — one or more
lines of source code, a method, a class, etc.

understand UNDSTD- Participant describes some aspect of the program's structure , in-

structure of STRUCTURE cluding composition, inheritance , and implementation relation-

source code ships; the episode asserts that the participant has gured out
something about the program's structure; or participant attempts
to gure out something about the program's structure .

understand UNDSTD-MISC Participant describes something about the source code that is

something neither behavior nor structure , or participant attempts to gure

about the out something about the source codethat is neither behavior nor

source code structure .

(miscella-

neous)

Table 4.2: Programmer intentions related to identifying problems

| Intention | Episode Code | Meaning ]

identify ID-PROB-SOLN Participant states that something is wrong with the program; par-

problem or ticipant proposes how the program should look/behave; partic-

propose ipant attempts to identify something wrong with the program;

solution participant attempts to build a proposal for how the program
should look/behave; or participant identies strategies for iden-
tifying problems or solutions .

identify that ID-NO-PROB Participant states that something about the program is ok, or that

there is NOT something about the program is not a problem.

a problem

identify ID-PROB-W - Participant states a problem with a solution plan that the partic-

problem PLAN ipant has proposed.

with

solution plan




73

Table 4.3: Other programmer intentions

| Intention | Episode Code | Meaning

searching for | SEARCH Participant looks for a piece of source code A “piece of source

a particular code”can be anything —one or more lines of source code a method,

piece of a class, etc. Participant may be looking for something by name

source code (e.9., looking for the method “check”) or by functionality (e.g., look-
ing for where checkFields gets a Format instance). “Where” ques-
tions are often a search.

generate QUES Participant asks a question about the program; participant states

questions that something about the program is not understood; participant

about the expresses a desire to know something about the program that the

source code participant currently doesn't know; or the episode asserts that the

or design participant has a question about the program. The question can
be about the program before any changes are made or the question
can be about the program after changes have been started. The
question can be about design snippet content, as long as it is an
indirect question about the program and not a question about how
design snippets work.

assess ASSESS-DS Participant makes a statement about design snippets. The state-

design ment may be positive, neutral, or negative. The statement may

shippets be about design snippets in general or a speci ¢ design snippet.

ask question | QUES-ABOUT - Participant asks a question about how snippets work, whether

about design | DS shippet views would display something, whether snippet views

shippets would change in response to a change to the source code why
snippet views display something, or why snippets categorize or
name things a certain way.

carry out CHANGE Participant changes the source code or attempts to change the

changes source code This includes adding source code removing source
code and editing existing source code

examine FX Participant assessesa change; any kind of re ection, commen-

effects of tary, or action assessing a change; participant runs the program

change (or attempts to run the program) to perform testing after making
a change; any kind of re ection or commentary assessing a pro-
posed solution (this includes assessment of diagrams of proposed
solutions); or looking at compiler errors after changing source
code

no code NC No other episode code applies.
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a new text eld is fundamentally different than the restructuring task that all other

participants completed. This participant did not use design snippets.

4.3.1 How did study participants use design snippets?

Design snippets were successfully used to identify design problems, inform proposed
solutions, examine effects of changes, generate relevant questions about the code and
help programmers understand program structure and behavior. The uses demonstrate
that design snippets provide programmers with the information they need to inves-
tigate important areas of the code make design decisions, and then evaluate those
decisions, all in the context of code

At times, study participants also tried to use design snippets to gain information
that the Design Snippets Tool doesn't offer. These uses, while unsuccessful, bolster
the argument that programmers will use tools to gain information they believe may be
dif cult to uncover directly from the code In some casesparticipants were looking for
information that would best be offered from tools that are not design principle-a ware,
such as grep or the compiler. In the case of intra-module dependencies (described
below), a new design snippet based on the principle of high cohesion may be helpful;
such a snippet is future work.

Successful and unsuccessful uses of design snippets are explained in more detail
below. Figures 4.4, 4.5, 4.6, and 4.7 display screenshots of snippets that were relevant
to successful uses. These screenshots were created using a recent version of the De-
sign Snippets Tool® and a recent version of the InputF orm program; any differences

between these screenshots and what the study participants viewed are minor.

Successful uses

Identifying  design problems or proposing solutions. Some study participants

used design snippets to identify problems with the application. One participant looked

3The most recent version of the Design Snippets Tool as of this writing was released on December
12th, 2005. It is available online at http://www.designsnippets.org



Figure 4.4. Screenshot of the dependencies snippet view for TextBox.java

Figure 4.5: Screenshot of the dependencies snippet view for InputF orm.java

75



76

Figure 4.6: Screenshot of the type assumptions snippet view for TextBox.java

Figure 4.7: Screenshot of the information hiding snippet view for TextBox.java
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at the Dependencies view for TextBox (see Figure 4.4) and identied undesired de-
pendencies between TextBox and the format classes. Another participant looked at
the Dependencies view for InputForm (seeFigure 4.5) and found undesired cast edge
labels between InputForm and the format classes. A third participant used the Type
Assumptions view for TextBox (seeFigure 4.6) to identify that InputForm is casting.

Two participants drew small “dependencies snippet’-like diagrams describing fea-
tures of their proposed solution. These diagrams highlight the role that design snip-
pets play in offering a meaningful design vocabulary for restructuring .

Examining effects of changes. After making changes, some study participants
used design snippets to assesstheir changes. One study participant used the Type As-
sumptions view to assessthat her changes removed casts and the Information Hiding
view to show that her changes resulted in a simpler interface for TextBox . Two par-
ticipants looked at the Dependencies view for InputForm after making changes and
noted that “cast” edge labels between InputForm and the format classes were now
removed.

Generating relevant questions about the code or design. Two study par-
ticipants used design snippets to generate relevant questions. For example, one par-
ticipant looked at the private elds of TextBox in the Information Hiding view (see
Figure 4.7) and asked why the elds were in TextBox . Another participant asked
where the casts occur in the code after seeing cast edge labels in the Dependencies
view for InputForm (seeFigure 4.5).

Understanding  program structure or behavior . One participant successfully
used Dependencies views to identify composition and implementation relationships .
This participant also used the De Facto Interfaces view to determine the caller of In-

putForm.checkFields

Unsuccessful uses

Searching for specic lines of code. One participant tried to use design snippets

to identify where the Format instance used in InputForm.checkFields originated.
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Understanding  details about program behavior . One participant attempted
to use design snippets to gure out why the TextBox.check methods took a Format
instance as a parameter .

Identifying  intra-module  dependencies. Three participants tried to use design
snippets to identify what dependencies the TextBox.check  methods had on other
parts of the TextBox class. One of these three participants did realize that TextBox
elds might be needed by check after seeingthe elds in the Information Hiding view
for TextBox , but the snippet view did not explicitly convey which methods of TextBox
used the elds . A fourth participant tried to use snippets to determine if the format
eld of TextBox was ever used by anything in TextBox .

Presenting what the user expected to see after source code was edited.
Sometimes snippets did not show participants everything they expected to see after
they made changes to the InputF orm application. One participant added a method
dedaration to the Format interface and then looked at design snippets to seeif they
changed. Design snippets did change, but | believe the participant was looking speci -
cally for an indication that the three format classesno longer met the Format interface
(something that snippets do not show).

One patrticipant noted that the Dependencies view for InputForm was bigger than
it used to be before changes were made, and thus questioned the suitability of Depen-
dencies views for evaluating changes. This is an interesting case because while the
user discounted the Dependencies view as a result, | believe the Dependencies view

was actually giving the user valuable feedback about her changes.

4.3.2 What other inf ormation sourceswere used by study participants?

Other information sources used by study participants included code search results,
compiler errors, and results from program execution. Other Eclipse features, such as
the Eclipse Outline view and the Eclipse Package Explorer, also provided information.
Design snhippets complement all of these information sources; shippets' special em-

phasis on design principles bene cially supplements tools used to nd, navigate, and
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summarize .

The important role that codeplayed in the user study underscores the importance of
co-displaying design snippets and code By augmenting an existing development envi-
ronment, design snippets add value without removing programmers from the information-
rich codethat they view and edit. Design snippets also co-exist easily with other IDE
tools.

Additional details about these information sources appear below.

Source code. The dominant information source for all study participants was
the source code Source code supported all intentions mentioned in Tables 4.1, 4.2,
and 4.3, except for ASSESS-DS. (In addition, no information source was recorded for
CHANGE.) The narrative below is characteristic of how codewas used by study partic-
ipants to learn about program behavior, identify problems, inform proposed solutions,
generate questions, and nd specic parts of the code

One participant began the restructuring task by looking at InputF orm.java. The
user read the codefor method createTextBoxes  and determined that textboxes were
added by this method. The participant then moved on to checkFields and immedi-
ately critigued the method — the participant would have preferred that dynamic dis-
patch be used to execute the right check method. The participant then looked at
checkFields again and expressed confusion as to why the method contained casts at
all. After looking at DateFormat.ja va and SSNFormat.ja va, the participant switc hed
back to InputForm.checkFields . The user was looking for the check method.
The user then realized that check is a method of TextBox . Looking at the code for
TextBox.check , the participant decided that the code was unacceptable. She then
proposed that subclasses of TextBox be created.

Most participants also used the changed codeitself as an information source when
examining the effects of their changes. For example, one participant looked over
TextBox.java after moving the check methods out of TextBox and remarked that
TextBox was now cleaned up.

Output from Eclipse' s Find feature (search). Some study participants used

Find to quickly discover relevant parts of the code For example, one participant used
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Find to search for the text string Format in TextBox.java. Through repeated searches
for Format , this participant found and navigated through two of TextBox 's check
methods. After scrolling to nd the third check method, the participant conduded
that the check methods were problematic . Another participant used Find to search for
SSNFormat in order to nd where a cast occurs in InputF orm.java. After viewing the
code around the cast (method checkFields ), this participant conduded that format
classes should do their own validation. A third participant used Find to determine if
TextBox ever used its format eld.

Eclipse' s Package Explorer and Outline views. Eclipse's Package Explorer
and Outline views both offer the user a listing of class members. Figures 4.8 and 4.9
show sample screenshots of these two views.

One participant looked at the listing for PhoneFormat in Eclipse's Package Ex-
plorer and realized that PhoneFormat did not appear to have a method that performed
validation. The participant then asked where the actual validation appeared in the
code Another participant looked at the the listing for TextBox in the Package Ex-
plorer at the start of the restructuring task and expressedthat she did not know much
about how the application worked. After completing her changes, this participant re-
turned to the Package Explorer view and expressed her belief that the code was now
improved.

Two participants looked at the Outline view of TextBox and saw three check
signatures . These two participants immediately expressed that having three check
methods was undesired.

Compiler errors. Many study participants looked at compiler errors caused by
their changes as one means for examining the effects of their changes. The compiler
errors then led them to problems with the code or omissions in their solution plan.
Four participants encountered compiler errors in someway related to the incorrect use
of private TextBox elds . For example, one of these participants realized she could
use compiler errors to gure out which TextBox elds to move to DateFormat . After
moving TextBox elds to Format , two participants used compiler errors to learn that

the Format Java interface cannot have private elds; one of these participants then



Figure 4.8: Screenshot of the Package Explorer from Eclipse 2.1.
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The user-

study.textbox project is opened, which is the Eclipse Java project Miryung Kim

and | created to hold the les for the InputF orm application.
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Figure 4.9: Screenshot of the Outline from Eclipse 2.1. Shown is the Outline for
TextBox.java.
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created a Java class called AbstractFormat and moved the elds into the new class,
and the other participant made the elds public.

Program execution. Three participants examined the effects of their changes by
running the changed code In two cases participants identied a bug after running
the program. In one of those two cases the participant proposed part of a solution
approach to removing the bug after testing and reviewing the code

Other information  sources. Other information sources included the handouts
that study participants received and information delivered by the facilitator and note-

taker.

4.3.3 Support for decision-making related to easeof change

The Design Snippets Tool was created to support decision-making related to ease of
change. With regard to ease of change, the speci ¢ design problems found with design
shippets were undesirable couplings or casts. The three participants that used design
shippets to conrm improvements were conrming that their changes had removed
casts or improved an interface . Thus, while most participants did not explicity men-
tion “ease of change,” their actions and comments highlighted symptoms or solutions
that affect ease of change. | believe these results indicate that design snippets helped
study participants identify concrete issues with the coderelated to easeof change. One
of the goals of design snippets is to help programmers understand how an abstract con-
cept like ease of change applies to existing code

We should note that participants also discovered “ease of change” problems by re-
viewing the code For example, one participant viewed the TextBox.check  methods
and code in Format before identifying that the check methods make assumptions
based on the format type. Three participants identied unwanted repetition (code
clones) primarily by looking at the code Code clones affect ease of change because it
can be dif cult to consistently update codeclones as software evolves. None of the four
design snippets generated by the Design Snippets Tool directly addresses code clones;

a redundancy-oriented snippet is future work.
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4.4 Navigation: a tool improvement recommended by study participants

At the time that the study was performed, design snippets were entirely passive. Most
participants , however, attempted to navigate to different parts of the codebaseby click-
ing on elements in snippet views. In response, | implemented limited support for navi-
gation from the information hiding snippet and the de facto interfaces snippet to Java
les in the active Java project. Navigation support was added after the user study was

completed.

Double clicking on entries in the information hiding snippet opens dedarations or
de nitions of types, methods, elds , and initializers in Eclipse's Java source editor, as

described in Table 4.4 for Figure 4.10.

Double clicking on entries in the de facto interfaces snippet opens dedarations ,
de nitions , or references of types, methods, and elds . Table 4.5 summarizes the nav-
igation support offered by the de facto interfaces snippet, using the snippet views in
Figure 4.11 as a guide. The left side of Figure 4.11 shows a de facto interfaces snippet
view that is organized by client, and the right side shows a de facto interfaces snippet

view that is organized by method/ eld.

Navigation support is limited because it makes use of Eclipse APIs,* namely
org.eclipse.jdt.core.search. * and org.eclipse.jdt.core. *, to map from
text strings displayed in snippet views to dedarations , de nitions , or references in

Java code These APIs do not guarantee to always nd the appropriate declaration, def-

inition, or reference. For example, the org.eclipse.jdt.core method 1JavaPro-
ject.findType(String) cannot be used to nd the type de nition of a secondary
type. The org.eclipse.jdt.core.search APl will not nd references to methods

or elds that are not de ned by the type that the de facto interfaces snippet displays
as the server (for example, methods or elds actually de ned in a superclass). Many
methods from these APIs operate correctly only on saved code that contains no com-

piler errors.

“The Design Snippets Tool was built as a plug-in for Eclipse 2.1.



Figure 4.10: Guide to Table 4.4.

Navigation from the information hiding snippet

double clicking on... opens...

1. type name type de nition in the editor,

selects simple name of type

2. superclass name superclass de nition in the editor,

selects simple name of superclass

3. superinterface name | superinterface de nition in the editor,

selects simple name of superinterface

4, eld name eld dedaration in the editor,

selects simple name of eld

5. method name method dedaration/de nition in the editor,

selects simple name of method

6. initializer entry initializer in the editor,

selects entire body of initializer

7. member type name de nition of member type in the editor,

selects simple name of member type

8. secret type name de nition of secret type in the editor,

selects simple name of secret type

Table 4.4: Navigation from the information hiding snippet to Java code
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Figure 4.11: Guide to Table 4.5. The left side shows a de facto interfaces snippet view
that is organized by client, and the right side shows a de facto interfaces snippet view
that is organized by method/ eld.

Navigation from the de facto interfaces snippet

double clicking on... opens...

1. server type name type de nition of server in the editor,

selects simple name of server type

2. client type name type de nition of client in the editor,

selects simple name of client type

3. eld/method name | rst reference of eld/method by client in the editor,
selects simple name of eld or method referenced

(other references are noted using left margin annotations)

4, eld name eld dedaration in the editor,

selects simple name of eld

5. method name method dedaration/de nition in the editor,
selects simple name of method
(if method name is overloaded, editor opensto rst appearance

in the le , other appearances are noted using left margin annotations)

6. client type name rst reference of eld/method by client in the editor,

selects simple name of eld or method referenced

(other references are noted using left margin annotations)

Table 4.5: Navigation from the de facto interfaces snippet to Java code
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4.5 Threats to validity

Only seven subjects participated in the study. The use of design snippets by partic-
ipants may not be representative of all programmers . However, in the study we did
observe a range of design snippet use — one participant did not use design snippets at
all, and others used design snippets brie y , moderately, or extensively.

The restructuring task was small, due to the need to complete user sessionsin a
reasonable amount of time. It is possible that study participants may have used design
snippets differently if they were restructuring a larger program.

The restructuring task was performed solely for the purpose of this study. The
codebasebeing restructured was unfamiliar to all study participants , and many of the
study participants were unfamiliar with the Eclipse IDE. (Self-reported experience
with the Eclipse IDE is described in Table 4.6.) It is possible that participants may
have approached the task differently if the task were part of their actual job respon-
sibilities , or if they were using a more familiar IDE. The presence of notetakers may
also have changed the actions of the study participants .

Due to concerns about privacy, we did not use audiotape or videotape. As a result,
it is possible that there are errors in the session narratives .

Despite these threats to validity , the study provides valuable information about how
the study participants used design snippets. By asking all participants to complete the
same small task in the same setting, | was able to compare different strategies of de-
sign snippet use, obtain ne-grained data about mouse and keyboard usage, directly
observe snippet usage, and better understand the comments made by study partici-
pants. The results provide preliminary evidence of how design snippets can be used to

support design decision-making related to ease of change.

4.6 Conclusions from the user study

The results suggest that participants used the Design Snippets Tool to discover de-
sign problems, inform solution planning , and con rm improvements after changes had

beenimplemented — all important elements of ongoing design decision-making . Design
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Table 4.6: Responsesto an open-ended question about experience with the Eclipse IDE.
Participants with similar responses have been grouped together.

Responseregarding experience level Number
of participants

never used Eclipse,

and not familiar with another GUI-based IDE 1

never or rarely used Eclipse,

but familiar with another GUI-based IDE 3

used Eclipse before,

and somewhere in between familiar and unfamiliar | 1

used Eclipse before,

but not familiar with all advanced features 1

used Eclipse before,

and familiar with advanced features 1

snippets effectively complemented other information

sources, such as source code Ar-

eas for improvement uncovered by the user study include support for navigation from

design snippets to code;support for navigation was later added to the information hid-

ing snippet and de facto interfaces snippet in response. As a whole, the study ndings

provide evidence that the design snippets approach holds promise.
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Chapter 5
ASSESSMENT OF THE DESIGN SNIPPETS TOOL: CASE STUDY

In this chapter, | describe an informal case study in which a researcher at Intel
Research used design snippets as he worked. During the time period when the case
study was conducted, the researcher was a member of a team responsible for Place
Lab, a device positioning system written in Java. At the time, Place Lab contained
over 500 Java classes. The participant was already using the Eclipse IDE, but he had
not used design snippets before participating in the case study.

The remainder of this chapter is organized as follows. Section 5.1 presents the pro-
tocol of the casestudy and describes the data sources available for analysis. Section 5.2
summarizes the study results , and Section 5.3 lists comments made by the participant.
Section 5.4 describes hypotheses or tentative claims revealed by the study results and
the participant' s feedback. Section 5.5 discusses threats to validity , and Section 5.6

condudes.
5.1 Protocol of the case study

In this section, | describe the sequence of happenings in the casestudy. | also summa-

rize the data sources available for analysis in Table 5.1.

5.1.1 Events during the casestudy

Setup and initial usage. On Day 1, | went to the participant’ s of ce at Intel Re-
search and setup design snippets on the participant' s machine. With me leading, the
participant and | then viewed design snippets with codefor a short time. This was an
opportunity for the participant to gain some experience with design snippets and also
learn from my usage patterns and analysis of snippet views. Later in the day, at the

University of Washington, | took notes on my recollection of our use of design snippets
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that day. To guide the recollection, | downloaded the participant’ s code onto one of my
machines and re-viewed the snippets and code

First set of participant comments. On day 9, | sent the participant an email
requesting feedback. The user replied on day 12. | then replied to the user that same
day.

Second set of participant comments. On day 30, the participant and | met over

lunch. | took handwritten notes about the participant’ s comments at this meeting.

5.1.2 Follow-up after the casestudy

While preparing this chapter, | interacted with the participant to gain some additional
comments and feedback. The participant gave me details about when he stopped using
the Design Snippets Tool, and he also gave me current copies of his Design Snippets
Tool con guration les .

After the participant read a draft of this chapter, he provided additional comments
which we then discussed at a dinner meeting and over email. The participant ex-
pressed his current thinking regarding both causes and potential solutions for some
of the design issues uncovered in the case study. The participant also offered a few
additional re ections about the Design Snippets Tool.

The participant and | also reviewed the status of some design issues uncovered by

the casestudy. | accessedPlace Lab's public Java source code repository as needed.

5.2 Study ndings

5.2.1 Immediate usage of design snippets

As mentioned earlier, | guided the participant through an initial use of design snippets
immediately after setting up design snippets on his machine. We promptly identi ed

three issues with the Place Lab application: a class that was in the wrong package
(thus increasing package coupling), a dependency cycle, and some risky type assump-
tions. | summarize each issue below and include relevant screenshots of the Design

Snippets Tool. These screenshots were created after the fact with slightly different



Table 5.1: Data sources available for analysis

Data Author Data Source Details

Source

ID

1 Investigator recollection of These notes describe my recollection of our
initial usage use of design snippets on Day 1. To guide

the recollection, | downloaded the partici-
pant's code on one of my machines and re-
viewed the snippets and code

2 Participant rst set of The participant sent me an email on Day 12
comments in response to my request for feedback.

3 Investigator second set of These are handwritten notes that | took
comments during alunch meeting with the participant

on Day 30.

4 Investigator screenshots These are screenshots that | took of the De-
sign Snippets Tool, using data source #1 as
a guide.

5 Investigator additional notes After the case study ended, | studied the
reviewing the participant' s code to learn more about the
shippets usage accuracy of the snippets viewed by the par-
described in data | ticipant and me on Day 1.
source #1

6 Participant email follow-up The participant sent me an email answer-
after the case ing my questions as | prepared to write this
study chapter.

7,8 Investigator (but | con g .txt (#7) The participant sent me the most recent
modied by Par- | and lter -list.txt version of the con guration les for the De-
ticipant) (#8) sign Snippets Tool on his machine.

9,10 Participant follow-up after The participant answered some questions
reading adraft of | via email (#9) and wrote comments on a
this chapter hardcopy of a draft of this chapter (#10).

11,12 Investigator and | additional The participant and | exchanged email re-
Participant follow-up on garding whether any changes were made to

certain design
issues

the Place Lab codebasein response to some
of the issues detected in the casestudy. The
participant also presented a potential solu-
tion for one of the design issues detected in
the casestudy.
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Figure 5.1: Screenshot of a portion of the dependencies view for GSMSpotter .java, a
Java le in the Place Lab application. Classes from java.io  were ltered from the
view. Note that PlacelabPhone is outside of org.placelab.midp

Figure 5.2. Screenshot of a portion of the dependencies view for PlacelabPhone.java,
a Java le in the Place Lab application. Classes from java.io  were ltered from the
view. Note the edgesfrom PlacelabPhone to classesin org.placelab.midp and the
edgesfrom classesin org.placelab.midp.demo to PlacelabPhone.

settings than what were used during the original exploration, but the differences are

minor .

Class in the wrong package. When looking at the dependencies view for
GSMSpotter .java, we found that class PlacelabPhone is not in GSMSpotter 's
package, org.placelab.midp . Switc hing to the dependencies view for Place-

labPhone , we found that PlacelabPhone depends on classes in
org.placelab.midp (such as GSMSpotter), and that classes in

org.placelab.midp.demo depend on it! This close relationship with classes
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Figure 5.3: Screenshot of the dependencies view for CDF.java, a Java le in the Place
Lab application. Classes from java.io  were lItered from the view. Note the cycle
between CDFand ParticleFilter . Edge labels are to the right of each edge.

in org.placelab.midp suggests that PlacelabPhone may be in the wrong

package. Portions of GSMSpotter 's dependencies view and PlacelabPhone 's

dependencies view are shown in Figures 5.1 and 5.2.

Discussion. After our initial session, the participant re-examined this issue and
proposed that the correct diagnosis may be that the classes in
org.placelab.midp.demo should not depend on PlaceLabPhone . If these de-
pendencies were removed, the dependencies snippet view for PlaceLabPhone

would still show edges from PlaceLabPhone to org.placelab.midp , but the

edgesfrom classesin midp back to PlaceLabPhone would be removed.?!

Dependency cycle. When looking at the dependencies view for CDF.java, the
participant and | found a cycle between class CDFand class ParticleFilter

We were surprised that CDF had a “stat” relationship with ParticleFilter ,
given that ParticleFilter had a “ret, new” relationship with CDFE Through in-
vestigation of the code we found that CDFwas accessinga public eld of Parti-

cleFilter : INVALID _INDEX. The de facto interfaces view for CDF.java showed

1This proposal, however, was not implemented, and so the dependencies between
org.placelab.midp.demo and PlaceLabPhone still exist as of 11/26/2005.



94

Figure 5.4: Screenshot of the de facto interfaces view for Partic leFilter .java, a Java le
in the Place Lab application.

Tracker tr2 = (Tracker)((CompoundTracker)tr).getTrackers().get(1);

Figure 5.5: Line of codefrom method ErrorRegression.processTraceDirectory
Note the casts.
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that the only clients of INVALID _INDEX appeared to be CDFand CDFs inner class
TESTPROBEThis investigation suggests that the eld INVALID _INDEX should
be moved from Partic leFilter .java to CDF.java. Screenshots of the dependencies
view for CDF.java and de facto interfaces view for Partic leFilter .java are shown

in Figures 5.3 and 5.4.

Discussion. Review of CDFand PatrticleFilter (by me) after the case study
ended uncovered some problems with the investigation described above. Figure
5.4 shows two clients of INVALID INDEX: CDFand TEST PROBE Review of the
code reveals that many Place Lab classes have an inner class named TEST.-
PROBEAs a result, the de facto interfaces view is vague in this case It turns
out that none of the other “TEST.PROBE" use INVALID _INDEX (only CDF.TEST -
PROBHIoes), but this ambiguity is nonideal.

A more serious problem is that INVALID _INDEX actually has two additional clients
that donot appear in Figure 5.4, ParticleFilter (i.e., this )and VoronoiRBPF ,
a subclass of ParticleFilter . In the current 2 version of the Design Snippets
Tool, the slow mode of the de facto interfaces view will display all four clients, but

we were using the quick mode for performance reasons.

These problems highlight that design snippets can produce incomplete or am-
biguous results, especially when working on large, complex programs. Despite
these blemishes, design snippets still immediately brought attention to the core
issue — CDFs use of a ParticleFilter public eld —and thus encouraged us to
think about the implications and causes of the tangling between CDFand Par-

ticleFilter

After discussing this issue with me after the case study ended, the participant
also reviewed CDFand ParticleFilter and proposed that the best solution

approach may be to remove INVALID _INDEX altogether, by replacing the array

2The “current” version refers to the version released on December 12th, 2005. It is available online
at http://www.designsnippets.org . The version of the Design Snippets Tool used during the case
study was an older version whose slow mode may not have handled elds of superclasses appropriately .
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associated with INVALID _INDEX with an instance of an abstract data type.

Risky casting. Ret-cast and param-cast edgesin dependencies views led
the participant and me to casts that were not protected by instanceof  checks
and may be risky. One line of codethat exemplies what we discovered is found
in ErrorRegression.java 3 and shown in Figure 5.5. In method ErrorRe-

gression.processTraceDirectory , parameter tr is of type Tracker , but
the callee assumes it is of type CompoundTracker . In addition, method get-

Trackers returns a LinkedList , and LinkedList.get returns an Object ,

which was then cast to Tracker by the callee.

These casts could lead to bugs as Place Lab evolves and assumptions no longer
hold. One worthwhile change may be to modify processTraceDirectory o]
that its signature communicates that it requires a CompoundTracker instance

as a parameter .

5.2.2 Usage of design snippets during r st two weeksof casestudy

On Day 12 of the case study, | received an email from the participant describing

his usage of the Design Snippets Tool. The participant explained that his team was

preparing a new release of Place Lab and thus was refactoring much of the code and

also adding functionality . Design snippets provided information that the participant

needed when simplifying the codeand when making additions that could violate exist-

ing assumptions. These uses are described below.

Simplifying  the code. The participant mentioned that the dependencies and
de facto interfaces views were useful when identifying what functionality was
actually used by clients . The dependencies view also helped the participant as he
streamlined packages. The participant mentioned that he used the slow mode for

additional completeness during these simpli cation tasks.

3The exact casts that we uncovered were not recorded, but this example is indicative of what we found.
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Making additions that may violate assumptions. The participant explained
that he added a new class to some existing code but the existing code assumed
that certain objects could only belong to two previously existing classes. The
participant used the type assumptions view to identify lines of code that might

now be broken due to this assumption.

5.2.3 Usage of design snippets during the r st month of the casestudy

On Day 30, the participant and | met to discuss his usage of design snippets. The
participant discussed his usage at a more abstract level than was described in the
earlier email, which was possibly the result of the time period that had passed, the
format of our meeting, and perhaps the integration of design snippets into his work
process.

The participant noted that design snippets helped him understand decisions
he didn't make . The participant also described how design snippets helped him
make design decisions and plan rework . For example, the participant mentioned
that the dependencies snippet helps him understand some of the implications of using
a certain class. The participant also mentioned that he appreciates the list of secret
types in the information hiding view, becauseit identies less obvious dependencies
that could cause problems. In fact, the participant used the size of the secret types list
as a rough approximation of the degree of coupling between a class and other classes.

This approximation could be used to plan rework.

5.3 Participant’ s reections and suggestions

In the email sent in Day 12, the participant had a number of comments about design

snippets. These re ections and suggestions are discussed below.

5.3.1 Day 12 feedbadk

Participant' s comment; A global type assumptions view might be valu-

able. The participant noted that he did not need project-wide type assumptions
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views becausehe is familiar with the Place Lab codebase However, he noted that
programmers who were unfamiliar with a codebasemight benet from a global

view of type assumptions along a speci ¢ class hierarc hy branch.

Discussion: This opinion is consistent with the role of design snippets; the pri-
mary purpose of snippets is to help those familiar with a codebasemake design
decisions, not to help programmers explore an unfamiliar codebase Of course, it
is true that programmers often have to make decisions when they are still unfa-
miliar with a codebase but global views would affect the usage scenario of design

snippets as they may be dif cult to co-display with code

Participant' s comment:. Edge labels can be confusing. The participant
noted that the meaning of some edge labels was not obvious, particularly with
regard to the role of the source and sink of the edge. For example, the participant
was unsure whether A “cast” B meant that A casts something to a B or vice versa.

(A “cast” B doesmean that A casts something to a B.)

Discussion:  This criticism is quite valid. A built-in reference that explains the

meaning of edge labels, possibly as tool tips, remains as future work.

Participant’ s comment: The information  hiding view duplicates infor-
mation found in the Eclipse Outline view . The participant noted that the
signatures displayed by the information hiding view repeat what is found in the

Outline view.

Discussion:  This is true; however, the Outline view does not separate public
signatures from private signatures, nor doesit convey secret types. In short, the
Outline view is design principle-agnostic and has no notion of information hiding .
The participant’ s comments on day 30 reveal that the participant grew to highly
value the information hiding snippet's content. The information hiding view can
be considered a superset of the Eclipse Outline view that is more aligned with

design principles . The Outline view does contain numerous cosmetic features
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that the information hiding snippet lacks, such as icons, the ability to sort, and
the ability to elide entries; the information hiding snippet may benet from these

types of features if it were to replace the Outline view outright.

Participant s comment: The information  hiding view and the type as-
sumptions view could be merged into one view . The participant proposed
that type assumptions and secret types can both be considered “things” that
aren't obvious from looking at a class' public signature. A merged view could

be easier for programmers to use ef ciently .

Discussion:  This is an intriguing suggestion. Both the information hiding snip-
pet and the type assumptions shippet help programmers adhere to the informa-
tion hiding principle , so conceptually there is no reason why they couldn't be

merged. Further investigation is needed into the design of a merged view.

Participant s comment. “Is using a method or eld of a superclass really

using a secret type? ... Perhaps the ideal interface would have a toggle.”

Discussion: First of all, this is an incredibly insightful question to ask about the
information hiding snippet after only 12 days of using the tool. Superclasses and
subclasses can be tightly coupled or loosely coupled, and treating superclasses
and types of superclass elds as potential secret types can capture that valuable
notion. However, the participant' s suggestion of a toggle is quite reasonable and

remains as future work.

5.3.2 Day 30 feedbad

In our meeting on Day 30, the participant offered additional re ections and sugges-

tions. These comments are discussed below.

Participant s comment. Design snippets are not the only sources of in-
formation a programmer can use to make decisions. One example the

participant gives is that instead of looking at secret types or the dependencies
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snippet, he could look at the list of import statements to get a quick assessment
of coupling. Eclipse even automatically generates the appropriate import state-

ments when a programmer enters “Ctrl-Shift-O .”

Discussion: Design snippets augment and complement existing tools. Program-
mers today regularly use low-level tools such as grep to extract design informa-
tion latent in the code;in fact, these behaviors were part of the motivation for
design snippets. What existing tools lack is a focus on speci c design principles .
Because design snippets are design principle-centric , they organize and structure
information in ways that may provide more value to programmers than design

principle-agnostic tools.

Participant’ s comment. The participant prefers being able to use the in-
formation provided by design snippets for his own purposes. The partic-
ipant also appreciates that snippets enable multiple ways to qualitatively assess

dif culty or complexity.

Discussion:  This comment is very consistent with the usage scenario of de-
sign snippets. To make good design decisions, programmers must combine tech-
nical knowledge about the system (something design snippets can offer) with
non-technical knowledge of volatile functional requirements , organizational con-
straints , and domain-speci ¢ concerns. Design snippets exist to help the pro-
grammer build mental models needed for good decision-making , not to make de-

sign decisions for the programmer .

Participant’ s comment. Sometimes design snippets do not update after
changes are made to code.

Discussion: This may be due to the incompleteness of snippet views or possible

bugs.

Participant’ s comment: Secret types should be added to Eclipse' s Out-

line view .
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Discussion: This comment highlights the value of secret types. Integration with

the Outline view is a reasonable suggestion and remains as future work.

Participant' s comment: Keyboard shortcuts should be added. The partic-
ipant would prefer a keyboard shortcut to move between snippets, rather than

clicking on tabs.

Participant’ s comment: Design snippets have not slowed the participant

down.

Discussion: This comment provides anecdotal evidence that design snippets do
help the programmer make decisions in the context of code— not by adding steps
to the decision-making process, but by improving the quality of information at
the programmer' s disposal while decisions are being made. This compatibility

with existing work processesis a key characteristic of design snippets.

5.4 Hypotheses suggested by the study ndings

This casestudy provides only one data point, and results of this study cannot be gen-
eralized without additional empirical ndings . Nonetheless, the most important out-
comesof this casestudy can be characterized as hypotheses or tentative claims. A list

of hypotheses appears below. Evidence that supports each hypothesis is included.

Design snippets were useful to the participant throughout the case study .
As described in Section 5.2, design snippets were useful immediately , and ship-

pets continued to be valuable after a month of use in a natural setting .

The participant  used design snippets to facilitate thinking about design

principles. After adding a new class, the participant used the type assumptions
snippet to search for assumptions invalidated by the change. This use helped the
participant adhere to the information hiding principle . The participant also used

the dependencies snippet to gauge the implications of using a specic class with
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regard to what depends on the class and what the class depends on. This use

corresponds with the low coupling principle .

Finally , the participant used the dependencies snippet and the de facto interfaces
snippet while simplifying and streamlining code These uses indicate that the
programmer values simplicity . Although simplicity is not a primary design prin-
ciple behind the four snippets generated by the tool, this use still illustrates how

shippets helped the participant adhere to a design principle of interest to him.

The participant  used design snippets to plan restructuring. Design snip-
pets were useful to the participant as he refactored. As mentioned above, design
shippets were used to streamline and simplify existing code The participant also
mentioned that he used the size of the secret types list to plan rework, because

the list provides insight into what else needsto move if a certain class moves.

The participant reached a level of prociency beyond that reached by
the subjects of the user study discussed in Chapter 4. The participant
spent weeks with the Design Snippets Tool, and thus, as expected, the partic-
ipant was more pro cient in using the tool than the user study subjects. The
participant used the tool in advanced ways — for example, by day 30 the partic-
ipant found the list of secret types quite valuable, whereas in comparison, none
of the user study subjects in Chapter 4 made signi cant use of secret types. The
participant also reported on day 30 that design snippets helped him understand
decisions that he didn't make, which suggests that the participant was adept at

using the tool to extract design details latent in the code

The participant had an advanced understanding  of what design snip-
pets offer and was able to critique their delity to design principles. For
example, the participant questioned whether superclasses and types of super-
class elds should really be considered potential secret types. The participant

also proposed a merger of the type assumptions snippet and the information hid-
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ing snippet, because both snippets convey implementation details that aren't ob-
vious from class signatures. In making the merger suggestion, the participant
demonstrated his understanding that both snippets highlight similar violations
of information hiding. Of course, | do not know whether these insightful com-
ments were solely due to the participant’ s prior design knowledge or whether use
of design snippets strengthened his understanding of the design principles sup-
ported by the tool. At the very least, the tool is suf ciently compatible with the
participant’ s understanding of information hiding and low coupling; the partici-

pant used the tool pro ciently and in accordance with its intended purpose.

5.5 Threats to validity

The participant is a researcher at Intel Research, which has a close relationship to the
University of Washington. A member of my committee, Dr. Gaetano Borriello , has an
especially close relationship to Intel Research, and | also have a collegial relationship
with many researchers at IR. This relationship may have affected the commentary

offered by the participant.

In order to avoid disturbing the participant as he completed his work, there was
no videotape or audiotape of his use of the tool. In fact, | have no direct observation-
based account of any usage of the tool. The notes related to our shared initial session
with the tool (data source #1) were recorded after the fact, the participant' s email
(data source #2) contained self-reported recollections by the participant, and the lunch
meeting notes (data source #3) were handwritten by me during the meeting. It is
possible that the actual usage of the tool by the participant differed from the usage

perceived by analyzing these data sources.

It is unclear how much the participant benetted from our initial shared session
with design snippets. It is possible that the tool would have been harder to learn
without such a session.

The participant was familiar with design snippets before the case study began, be-

cause he attended at least onetalk | presented on design snippets. The broad overview
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of both design principles and design snippets presented in this talk may have improved
his understanding of how to use the tool. My talk may also have biased his impressions
of the tool's purpose and what problems it solved.

Three emails — the email | sent the participant requesting his participation in the
study, the email | sent requesting feedback on Day 9, and the email reply | sent the
participant after receiving his email on Day 12 — may all have in uenced the partic-
ipant' s remarks on Day 12 or Day 30. For example, in my reply to the email on Day
12, | discussed my opinion on why superclasses can be secret types, and this discus-

1

sion included some commentary on the purpose of the information hiding snippet. It's
possible that my commentary led to greater use of the information hiding snippet.
Despite these threats, | believe the case study still illustrates the potential for
design snippets in an industry setting. The study ndings are consistent with the
premise that design snippets can offer meaningful design decision-making support to

real programmers .
5.6 Conclusions

The case study described in this chapter is the story of a researcher, a computer pro-
gram, and a tool. This story has a happy ending, becausethe study ndings suggest
that the tool was useful! The participant used design snippets to facilitate thinking
about design principles and plan restructuring . The study participant was an advanced
user of design snippets by the study's completion, and he found the Design Snippets
Tool useful throughout the case study. In fact, the participant continued to use the
Design Snippets Tool until Place Lab was ported to C# many months later.

This casestudy provides only one data point, and the participant identied numer-
ous ways in whic h the Design Snippets Tool could be improved. Nonetheless, this study
adds to the body of evidence that suggests that design snippets do succeedin bridging
the gap between design principles and real code Place Lab is a large application with
lots of code yet it was still reasonable and useful to view the Design Snippets Tool

while modifying and enhancing this application.
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Chapter 6

RELA TED WORK

Building software systems that are easy to change is a well-known challenge. Nu-
merous languages, design technigues, tools, and metrics have been created in part to

support ease of change. Design snippets complement much of this existing work.

| categorize existing work into four broad categories. The rst category consists of
mechanisms for easeof change. This category includes languages, design patterns , and
models, and the basic premise of this approach is that we can create speci ¢ mecha-
nisms or representations that make it easier to express software that is easy to change.
This category includes promising ideas, but fundamentally the mere existence of spe-
cial mechanisms are insuf cient for easeof change. The mechanisms must also be used
appropriately , which can be quite dif cult in practice. The design snippets approach
complements language mechanisms by helping programmers map from design princi-
ples to speci ¢ language features and sustain appropriate use of language features as

codeevolves.

The second category consists of tools that help programmer s identify design prob-
lems and/or plan restructurings . One benet of many of these tools is that they iden-
tify precise errors; | like to refer to these tools as implementations of “design lint .”
The downside of some of these tools is that the design errors detected can be over-
whelming in number and are sometimes quite minor. (Tools based on the star diagram
[13, 39, 55] are an exception to this generalization, and they will be discussed in detail
later in the chapter.) Design snippets do not automatically detect errors, but they can

be used to build mental models that hone in on important design principle violations .
The third category consists of tools that present views of the code These tools may

look similar to design snippets, but the views they present are computed primarily for

different purposes.
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The fourth category consists of model-driven development tools, which contain so
many features that they donot t neatly into any of the three other categories.
In the sections below, | describe instances of each category in more detail. | condude

each subsection with a comparison to design snippets.

6.1 Mechanisms for ease of change

6.1.1 Languages and language-like mechanisms for inf ormation hiding

Parnas' information hiding paper was a seminal contribution of how to design for ease
of change [73]. Parnas' KWIC example presented a modularization in which volatile
design decisions were hidden behind information-hiding interfaces. The volatile deci-
sions that were hidden pertained to data representation.

Object-oriented  programming  (OOP). Parnas' work is perceived by many as a
signi cant inuence on object-oriented programming [98]. Object-oriented languages
provide direct language support for encapsulating data representations . As decisions
related to data representations are often likely to change, language support for data
encapsulation is seenas a valuable tool for information hiding .

Aspect-oriented  programming  (AOP). AOP [50] was invented as an extension
to object-oriented programming; it offers some support for encapsulating design deci-
sions that object-oriented languages may not support well [26]. Aspect-oriented lan-
guages, as exemplied by Kiczales et al.'s Aspect] [5], augment existing OO languages
with an aspect construct. Aspects are used to localize design decisions that might oth-
erwise be shared knowledge among multiple OO classes. Programmers then specify
how aspect code should augment or replace functionality in classes.

Ossher and Tarr's multi-dimensional separation of concerns (MDSOC) project has
very similar aims to aspect-oriented languages [72]. MDSOC primarily provides tool
support for the creation and management of hyperslices. A hyperslice is a distinct
class hierarc hy that encapsulates a set of related design decisions (also called a con-
cern). Parts of different hyperslices are then composedas neededto produce a program.

Hyper/J is a tool that enables the creation of Java hyperslices and composition of such
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hyperslices into a Java program. Batory et al.'s layers are very similar to hyperslices
[7]. Their AHEAD tools provide a similar means for composing layers written in Jak,
a superset of Java that includes language support for layers and state machines.

Adaptive programming  (AP). The DJ library extends Java to support a style of
programming known as adaptive programming [61, 62]. AP was inspired by the real-
ization that decisions about is-a and has-a relationships are likely to change, yet these
decisions are rarely encapsulated in OO programs. AP offers support for encapsulating
volatile class structure information. Using AP, programmers can separate the compu-
tation that a set of objects needs to perform from both a high-level description of how
to reach these objects and low-level class structure information. The computation is
called the adaptive visitor ; the high-level description of how to reach essential objects
is called a traver sal strategy; and the low-level class structure information is called a
class graph.

ArchJ ava. ArchJava is an architecture-oriented language that extends Java with
language support for components and connectors. Programmers can use ArchJava's
language support for user-de ned connectors to encapsulate connection-related design
decisions that may otherwise be spread across Java classes [2].

Functional programming. Functional languages also offer the ability to separate
design decisions that may be dif cult to separate using object-oriented and procedu-
ral languages. Higher -order functions enhance the programmer' s ability to separate
design decisions, and lazy evaluation supports designs that separate design decisions
more cleanly than what may be possible without lazy evaluation [43].

Comparison to design snippets. As the preceding discussion makes clear, lan-
guages can offer various mechanisms for separating and encapsulating design deci-
sions that are likely to change. However, mere use of a language with some support
for information hiding doesnot guarantee that all programs written in that language
will adhere to inf ormation hiding . As an example, the use of aspects can easily violate
information hiding , because aspects can make use of volatile information intended to
be hidden from all outside modules [1]. Advanced language support is not only insuf-

cient for information hiding , it's also not inherently necessary to achieve information
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hiding — Parnas' seminal KWIC example was written in assembly language.

To achieve information hiding, programmers must map the terminology of infor -
mation hiding to specic language constructs. To sustain information hiding , they
must understand how the principles relate to existing code written in the language.
It is these precise tasks that design snippets are intended to support. Design snip-
pets complement languages by helping programmer s use language features to achieve

inf ormation hiding .

6.1.2 Languages and language-like mechanisms for low coupling

Numerous language features, libraries , and design idioms offer support for reducing
the direct coupling between modules. Popular mechanisms for indirect connection of
classes include abstract base classesin C++ and interfaces in Java. CORBA is one of
many popular standards that was created to support decoupled interaction between
distributed components written in different languages.

Role-based programming. Van Hilst and Notkin describe how C++ templates
can be used to decouple roles from both their collaborator s and other roles shared by
the class [103]. Roles are the specic parts of objects that are relevant to a specic
collaboration among classes. Roles are parameterized by each collaborator and also
parameterized by a superclass that acts a placeholder for the role's class. Such param-
eterization means that roles interact with other roles indirectly , through parameter
names.

Abstract, parameterized components. The research language RESOLVE [93]
de nes abstract components and concrete components. Both can be parameterized.
Abstract components are speci cations of behavior and concrete components consist
of a realization header (implementation-specic details that a client can view) and
a realization body (implementation details that are hidden from clients). Abstract
components are organized into base components called kernels and additional opera-
tions called additions . Kernels and additions are then combined into abstract com-

ponents called enhancements. The rich support for abstract components enables pro-
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grams where concrete components can depend on abstract components instead of other

concrete components, thus reducing coupling among concrete components.

Implicit invocation and mediators. Supported by libraries , implicit invocation
is another technique for indirect connections between classes/tools/components. Sulli-
van and Notkin [99] describe how implicit invocation along with rst-c lass mediator
components (mediators exclusively handle integration) can dramatically reduce direct
coupling among components while still ensuring component integration. Garlan et al.
[34] discuss how implicit invocation can be used to decouple modules called toolies.
Each toolie is a unit of system functionality , and toolies share a set of data structures .
When any one toolie modi es or accessesthe shared data, other toolies are noti ed via
events. Toolies are thus decoupled from each other while still cooperating.

Comparison to design snippets. Implicit invocation, abstract components, and
mediators are all useful mechanisms for reducing coupling. But as mentioned earlier,
mere availability of a mechanism does not ensure that it will be used properly as a
software system evolves. Design snippets complement mechanisms for low coupling by
offering partial views that help programmers monitor and make decisions about how

to lower coupling as software evolves.

6.1.3 Design patterns

Design patterns codify solutions to change-related problems [33]. To quote Design Pat-
terns, “Each design pattern lets some aspect of system structure vary independently of
other aspects, thereby making the system more robust to a particular kind of change”
[33, page 24]. Design patterns sidestep the question of mapping change-related termi-
nology to code becausethey are prepared solutions that are already designed for ease
of change.

Patterns can be immensely useful during restructuring tasks; however, their nite
number means that they cannot address every change-related problem. In addition,
Baniassad et al. have shown that a gap exists between design patterns and codethat

itself must be bridged [6].
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Comparison to design snippets. Use of design snippets complements applica-
tion of design patterns. Design snippets are especially helpful when working with

existing codethat lacks patterns or for situations when no known patterns apply.

6.2 Tools that identify design problems in code and/or plan restructurings

6.2.1 Toolsthat identify design problems in code

Clone detection tools. Clone detection tools, such as CCFinder [46], detect redun-
dant code snippets. These tools help software engineers follow the design principle of
low redundancy.

Identi cation of overcoupled classes. Chatzigeorgiou et al. [17] built a tool
that identies “God” classes[80], which are classeswith too much responsibility . Their
tool adapts an algorithm used for identifying important web pages to nd impor-
tant classes that receive messagesfrom or send messagesto other important classes.
Classes with too much responsibility typically encapsulate more than one design de-
cision, which complicates change by encouraging unnecessary tangling between unre-
lated design decisions.

Similar to Chatzigeorgiou' s work, IBM' s Structural Analysis for Java tool [44] iden-
ties Java classesthat are butter ies , breakables, and hubs. Butter ies have many de-
pendents, breakables have many dependencies, and hubs have many dependents and
many dependencies. The tool also identies tangles, which are groups of classes with
circular dependencies. Hubs and breakables violate the low coupling principle and are
very vulnerable to interface change. Tangles suggest that there may be loops in the
“uses” relation [74]. Structural Analysis for Java uses eld dedarations , inheritance
and implementation relationships , and method signatures to determine dependence
relationships .

Identi cation of code smells. van Emden and Moonen built a tool called jCosmo
[102] that detects symptoms of bad design known as “code smells” [32]. Examples of
code smells that their tool detects include the presence of typecasts and the presence

of classes that do not use inherited methods and elds . van Emden and Moonen also
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extended the Rigi visualization tool [67] to support the visualization of code smells
detected by jCosmo. In addition to what Rigi visualizes, smell nodes are connected to
offending code entities . A similar tool is RevJava, which detects 94 symptoms of bad
design, including the presence of cyclic package dependencies and the instantiation of
singletons by other classes [30].

Comparison to design snippets. All of these tools help software engineers iden-
tify design problems. Design snippets provide a complementary means of identifying
design problems. Design snippets are especially suited to design principles that are
dif cult to apply without application-specic knowledge, such as information hiding .

Design snippets are also especially easy to use while actively editing code

6.2.2 Design critics

Design critics [81, 82] are design-support agents that automatically critique design
documents. Argo is a tool developed to support the development and critique of soft-
ware architectures . Design critics analyze a partial architecture for the existence of
certain conditions or properties. Users can con gure which critics are active through
a number of mechanisms. For example, users can assign critics to specic steps in
a process model to indicate when individual critics are relevant. Critic feedback is
presented as items in a to-do list. Selecting an item in the to-do list identies the ar-
chitectural elements associated with the critic violation. In Argo, critics are expressed
as Smalltalk codefragments .

Similar to Argo, ArgoUML [101] has a set of built-in design critics for UML dia-
grams. An example of an ArgoUML design critic is “Consider using Singleton pattern
for [class].” This critic identies classesthat only contain static attributes .

DesignVision [41], an environment for early design, performs consistency and com-
pleteness checks on designs as they are created and modied. For example, one De-
signVision check ensures that all inputs to a module are used by one or more of the
module's submodules. Incomplete modules undergo different DesignVision checks than

complete modules.
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Comparison to design snippets. While design snippets also support specic de-
sign rules, they do not identify explicit rule violations . Instead, software engineers use
design snippets to manually assesstradeoffs and make decisions. | believe that design
snippets can better support some design principles , such as information hiding, be-
cause snippets do not attempt to identify specic errors. Furthermore , design snippets
analyze the design as it is expressed in code so no separate design documentation is

required.

6.2.3 Software metrics

Quantitative software metrics can be used to identify design a ws; for example, Chi-
damber and Kemerer [19] used the “number of children” metric to detect misuse of
subclassing in a large user interface class library . Two tools, Shimba [100] and Mc-
Cabe 1Q [94], present graphical dependency views that are annotated with metrics
information. Such views can help identify problematic clusters of classes and may also
shed light on the causesof problems identied by metrics.

Comparison to design snippets. Design snippets complement metrics and tools
that visualize metrics; while metrics can identify that a problem may exist, a software
engineer still needs to conrm the problem and then plan modi cations to solve the
problem. Because design snippets are “design principle-a ware” and easily co-displayed
with code programmers can use design snippets to uncover root causes of problems
uncovered by metrics and then plan modi cations that better adhere to design princi-

ples.

6.2.4 Toolsthat help programmer s plan restructurings

Automatic identi cation of refactoring candidates. Kataoka et al. [47] identify
possible refactoring candidates automatically using likely program invariants . The
authors de ned invariant patterns that indicate when a certain refactoring is appro-
priate . Likely program invariants are detected dynamically using Daikon [28]. The

refactorings supported, such as “Remove Parameter” and “Separate Query from Modi-
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er” [32], promote ease of understanding and simplify client implementations .

The star diagram planning tool and related tools. Griswold et al. created
the star diagram planning tool for C, which helps programmers plan restructurings
related to data encapsulation [39]. The tool generates star diagrams, a representa-
tion that describes how variables are used. Given a root variable or set of variables,
the children of the root consist of language constructs that directly reference the root
variable(s), the children' s children present language constructs that directly reference
their parents, and soon. Usage patterns of the variable(s) are then captured in the star
diagram'sarms. (An arm is a subset of the star diagram that begins at one of the root's
children.) As programmers identify how to encapsulate each usage pattern in one or
more functions, they trim each arm from the diagram and annotate the trimmed arm
with a text-based plan for restructuring that arm.

A simplied version of the star diagram was generated by Visual Age C++ 4.0's
“Find Uses” feature [13]. Using “Find Uses,” programmers can syntactically search for
variables or elds . The “Sort by File” style of “Find Uses” presents results similar to
grep , while the “Sort by Similarity” style categorizes search results by the “kind” of
use — addressOf, parameter to a method, member access variable de nition, etc. Users
can also request a “Sort by Similarity” for all instances of a given type. This feature is
essentially a star diagram with only two levels — the root and one set of children that
consist of the language constructs that directly reference the root variable(s). Robert
Bowdidge argues that the simple “Find Uses” may be easier to adopt and more general-
purpose than the star diagram.

Elbereth [55] is an adaptation of the star diagram planning tool for Java. An El-
bereth star diagram for a Java class reveals all references to instances of that class.
Elbereth star diagrams thus convey the de facto interface of each class and particu-
larly emphasize common (i.e., redundant) signature usage patterns . The redundancy
revealed by these usage patterns can be corrected by extracting new methods and ex-
tracting new superclasses; Elbereth helps programmers plan such restructurings . The
de facto interface shown is also helpful to view when replacing an existing class with a

new class. Figure 6.1 displays a screenshot of an Elbereth star diagram.
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Figure 6.1: Screenshot of the Elbereth tool. The tool is displaying a star diagram for
class CastExpression . This diagram was generated from DSTypeAssumptionsV isi-
tor.java (an important implementation le for the type assumptions snippet). All ref-
erences, direct and indirect, to instances of CastExpression  are shown. Redundant
references are stacked, and the number of references represented by a stacked node
appears after the node name in braces.
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Comparison to design snippets. Elbereth is probably the closest existing tool
in intent to the Design Snippets Tool. Design shippets also seek to help programmers
evaluate Java software and plan restructurings , and the de facto interfaces snippet
presents similar (though far less detailed) information. The difference between El-
bereth and design snippets is that Elbereth provides very specic functionality while
design snippets are a general concept of partial “design principle-a ware” views that are
co-displayed with code The design principle supported by Elbereth in essenceis the
principle of low redundancy; one could easily imagine a “star diagram snippet” that
automatically displayed star diagrams for the types active in the current Java le . A
challenge would be displaying Elbereth star diagrams effectively in a small amount
of real estate. Perhaps in alignment with being “design principle-a ware,” the snip-
pet would only display those arms that describe redundant signature usage patterns

(becausethe focus of the snippet would be on redundancy).

6.3 Other views of software

6.3.1 Reverseengineering, program under standing , and software summarization tools

Program understanding tools help software engineers navigate through software, ex-
plore software systematically , and build mental models of a software system. Many of
these tools present structural information; for example, Structural Analysis for Java,
mentioned earlier, presents a graphical view of dependencies among packages, classes,
and interfaces [44].

Hierarchical  software visualization. Rigi [96, 68] visualizes software structure
as a hierarc hical graph. Subsystems are identied semi-automatically; Rigi helps pro-
grammers identify nodesthat are highly coupled, that have common clients or common
suppliers, or have similar names. Rigi also helps programmers identify subsystems
that are omnipresent (unimportant nodes with lots of dependents), central (important
nodes with lots of dependencies and/or dependents), and fringe (nodeswith few depen-
dencies and/or dependents). Rigi presents different levels of the hierarc hy in separate

windows, and source codeis presented in separate text windows.
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SHriMP [65] presents the structure of a software system as a nested graph. Code
fragments are nested within higher -level nodes and these fragments contain hypertext
links to support navigation to other parts of the nested graph. SHriMP also offers a
zooming-based interface for magni cation of nodesin the nested graph.

Hyperlinked  views. Whorf [14] supports maintenance tasks by presenting mul-
tiple , hyperlinked views of information about a program. In addition to windows that
contain source code, users can open a call graph, “role” windows that list variable ref-
erences, and “info” windows that list function references. If one window displays the
callers and callees of a function, occurrences of the function' s name in other windows
will be specially colored. The color-coding helps programmers locate information across
different views.

Repository-based  query visualization. Ciao [18] is a tool suite for querying,
browsing, and connecting information about source code structure , modi cation re-
guests, and other documents. All information is kept in a database, allowing complex
guestions to be answered from a series of simple queries. Programmers can also ask for
two databases to be differenced to view changes between versions. Query results can
be visualized using textual and graph-based displays; nodes in graph-based displays
can be clicked on to perform additional queries related to the selected node. Source
code can also be viewed within Ciao.

Software summarization. Re exion models [69] help programmers iteratively
build a task-specic high-level model of a large software system. A programmer rst
creates a high-level model of modules and interactions between them. The program-
mer then species an initial hypothesis for how elements in the source code map to
modules in the high-level model. Re exion model tools then display visually how ele-
ments in the source actually correspond to the model. Re exion models display conver
gences which are interactions that exist in the source and were present in the high-
level model; divergences, which are interactions that were missed in the high-level
model; and absences which are interactions proposed in the high-level model that do
not actually appear in the source. lIterative improvement of the map and high-level

model leads to increased understanding of the software's structure .
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Comparison to design snippets. Design snippets complement reverse engineer-
ing and program understanding tools. The design representations used in understand-
ing tools facilitate navigation and comprehension. Design snippets, in contrast, facili-
tate evaluation of software with regard to certain design principles . Speci ¢ support for
evaluation is important, becausegoodprogram understanding tools can make software
sounderstandable that design problems are obscured! For example, Storey et al. noted
that users of Rigi and SHriMP failed to notice that the subsystem hierarc hy displayed
by both tools was not an inherent part of the software being visualized, but instead
was something created semiautomatically using Rigi to speci cally aid comprehension
[96].

Design snippets patrticularly support evaluation of software for two reasons. First,
their content is derived primarily from design principles . Second, the format of de-
sign snippets encourages quick, frequent review of snippets as codeis actively edited.
Software engineers cannot afford a large time investment for each evolution decision.
Design snippets enable a hill-c limbing approach where design decisions can be incre-

mentally evaluated and improved.

6.3.2 Class browsers

The browser, rst popularized by Smalltalk [37], is a hierarc hical organizational struc-
ture for an object-oriented system. Browsers consist of a set of panes arranged in a row
horizontally . In the leftmost pane is a set of categories or packages; clicking on a cat-
egory leads to a list of classes in the secondmost left pane. This re nement continues
until a method is selected in the rightmost pane and that method's implementation is
viewable (and modi able) in a window below the browser. An example of the system
browser for Squeak [4], a version of Smalltalk with multimedia support, is shown in
Figure 6.2.

Scharli and Black's incremental browser [89] augments the traditional Smalltalk
browser with virtual categoriesthat convey the completeness (of implementation) and

relationships of classes in an inheritance hierarc hy. Virtual categories are computed
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Figure 6.2: Screenshot [31] of the System Browser for Squeak, a version of Smalltalk.
The panes of the browser appear in the top window. The code for the method selected
in the rightmost pane, endDate , appears in the bottom window.
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automatically . The “requires” category lists methods sent to self but not yet imple-
mented or inherited. The “supplies” category contains concrete methods that imple-
ment inherited abstract methods. The “overrides” category contains concrete methods
that override inherited methods. The “sending super” category contains methods that
send messagesto super . As a whole, these categories act as both a to-do list and a
description of the relationship between classes in an inheritance hierarc hy. As code
is modi ed and extended, the virtual categories are updated in real time. This infor -
mation can be used to catch errors that arise when changes are made to superclasses

without corresponding changes to subclasses (or vice versa).

Comparison to design snippets. Like design snippets, browsers are co-displayed
with code Browsers inform the programmer about other parts of the system that relate
to the speci c method or class they are modifying . Browsers also convey information
about structural relationships . Design snippets differ from system browsers in two
ways: (1) snippets are partial, whereas browsers are primarily global, and (2) design
shippets aim speci cally to promote adherence to design principles , whereas browsers

are not explicitly focused on any speci c design principle .

Scharli and Black's incremental browser is not unlike a design snippet. Its virtual
categories present a partial view focused on the class selected in a browser pane. The
categories are maintained automatically as the user edits, and programmers can use
the information presented to monitor and decrease the degree of coupling between
superclass and subclass. However, the information presented by virtual categories is
limited to one speci c type of coupling: inheritance . The four design snippets generated
by the Design Snippets Tool are more general-purpose in practice. The concept of
design snippets itself is also more general than the concept of the incremental browser.
However, | agree with Schéarli and Black that their browser's functionality could be

extended, and such extensions could provide a variety of partial views in the future .
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6.3.3 Other partial views

Other partial views of a program can highlight design problems or help programmers
make crosscutting changes.

Slices. A backward slice [3, 106] from a given program point consists of all state-
ments that can affect whether control reaches that program point and all statements
that can affect the values of variables used at that program point. Anderson et al. [3]
used slices to uncover a severe design a w in a software package, namely that critical
modules in the application depended on non-critical modules.

Concern graphs. Concern graphs [83] help programmers understand and main-
tain crosscutting concerns. A concern graph describes the structural relationships be-
tween elements of a speci ¢ concern. FEAT provides tool support for creating, visual-
izing, and analyzing concern graphs. Programmers nd elements of a concern by rst
lexically searching for a seedand then adding to the concern using structural queries.
FEAT visualizes a concern graph using a tree control. To accesssource code, program-
mers can select an element in the tree to view the corresponding lines of code A newer
version of FEAT was implemented as an Eclipse plug-in.

Comparison to design snippets. The Design Snippets Tool provides a different
partial view. The classes of interest are prede ned as those de ned in the active le .
Design snippets are intended to be viewed in the context of code; many software engi-
neers view code by opening and reading a le . Design snippets thus integrate them-
selves into existing evolution processesby augmenting the dominant “editable unit”
of code — the le . Tools such as HyperJ [72] and Coven [20] change the fundamental
“editable unit” and it is reasonable in those environments to consider design shippets
that are scopeddifferently . Files are a reasonable scope however, for the Eclipse IDE,

and pre-de ning the scopestreamlines snippet use.

6.4 Model-driven  development tools

Model-driven development tools, such as IBM' s Rational Software Architect [35], Bor-

land's Together [12], No Magic's MagicDra w [71], Microsoft' s Visio for Enterprise Ar-
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chitects [22], and Microsoft' s Class Designer [22] support the creation of both models
and code Functionality of each tool varies but generally there are two key types of
functionality: support for automatic generation of codefrom models and support for au-
tomatic generation of models from code The dominant modeling language supported
today is UML, although Microsoft' s Class Designer supports a different modeling lan-
guage and Microsoft in general now advocates domain-speci ¢ modeling languages
[22].

In addition to model generation and code generation, model-driven development
tools often contain features for analyzing and computing metrics on models and/or
code For example, Together features over 100 source code audits for Java, such as
“unused private class member” and “avoid oat and double if exact answers are re-
quired” [40]. Rational Software Architect features eight categories of rules; the Design
Principles category includes rules such as “avoid nesting more than oneif statement”
and the Structural Analysis category includes a rule that discourages dependency cy-
cles [15].

Comparison to design snippets. The main difference between these tools and
design snippets are the form and role of design representations . Model-driven tool
users employ UML to express or reverse-engineer general, multi-purpose descriptions
of static structure and dynamic behavior. In contrast, design snippets provide partial,
targeted views that help programmers evaluate the design latent in their code with
regard to easeof change. Design snippets augment code;their intended users are very

code-centric.

6.5 Conclusion

In this chapter, | have presented a variety of mechanisms for ease of change. | have
also described a number of tools that identify design problems, help programmers plan
restructurings , present views of code and support model-driven development. Design
shippets complement existing tools and help programmers use mechanisms for ease of

change more effectively. In Chapter 7, | explain how design snippets can be extended
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to further support ease of change.
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Chapter 7
REFLECTIONS AND FUTURE WORK

In this chapter, | condude this dissertation by summarizing and re ecting on the
work presented. Section 7.1 summarizes the contributions of this dissertation. Section
7.2 presents re ections on design snippets, and Section 7.3 describes lessons about how
to perform software engineering research that | learned from completing this disserta-
tion. In Section 7.4, | present some ways this work can be extended, and in Section 7.5

| condude.

7.1 Summary of contributions

Design snippets help software engineers make design decisions that improve or sus-
tain easeof change. Most software undergoes frequent refactoring , modi cation, and
extension; as a result, there is value in building software that is amenable to change.
Unfortunately , ease of change is dif cult to sustain; as software systems evolve, they
often becomemore brittle . Each change becomesmore dif cult than the last.

The software design literature contains numerous rules for building modi able soft-
ware (e.g., information hiding); however, these abstract rules are dif cult to map to
code In addition, software engineers are often occupied with low-level implementa-
tion details as they modify code In this context, design-level concerns such as ease of
change may escapenotice. The result is that problematic changes go undetected.

| claim that static analysis of source codecan be used to connect high-level software
design principles to code The key insight is to present analysis results in the form of
scoped design representations that are co-displayed with code Design snippets are
partial design representations that are automatically extracted from source code Co-
displayed with units of code (e.g., les), design snippets present design details related

to the associated unit. Software engineers can view design snippets as they write or
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modify code without switc hing contexts. Unlike existing tools, design snippets specif-
ically support the evaluation and improvement of codewith regard to ease of change.

The Design Snippets Tool, a plug-in to the Eclipse Java IDE, generates four types
of design snippets from Java code The four snippets help programmers reason about
information hiding and low coupling, two important design principles related to ease
of change. The information hiding and type assumptions snippets help software engi-
neers identify violations of information hiding caused by poorly-designed class signa-
tures or inappropriate assumptions by clients . The dependenciesand de facto interfaces
snippets help software engineers assessthe degree and nature of coupling between
classes.

Empirical studies suggest that design snippets help programmers make decisions
by providing them with relevant design information —information they use to identify
design problems, facilitate thinking about design principles , plan modi cations , and

review the effects of modi cations on the design of their system.
7.2 Reections on design snippets

What are the essential features that distinguish design snippets? In this section, |
identify the characteristics of design snippets that | consider most crucial to their
promise.

A focus on design principles and ease of use. There are two decisions that are

fundamental to the concept of design snhippets:

a decision to be design principle-centric , and

a decision to strive for compatibility with how programmer s work.

Few other tools present this combination of effective, programmer -friendly design de-
cision support.

Most software engineering tools are not “design principle-centric .” Instead, they
are “design principle-agnostic” —they may present information, but they aren't built to

display information that promotes adherence to a particular design principle . Design
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shippets demonstrate that there is real value to building tools with specic design prin-
ciples in mind. An emphasis on speci ¢ design principles provides immediate utility
to the tool becausethe information has a distinct purpose. Moreover, when such tools
help programmers successfully apply design principles , the quality of codeimproves.

Of course, the main obstacle to “design principle-centric” tool-building is that build-
ing such a tool is quite challenging . A tool must somehow analyze the artifacts avail-
able (code documents, etc.) to determine whether or not design principles are being
met. How can this be done in a programmer -friendly way? Tools that constrain a pro-
grammer' s work processin rigid ways, that ask programmers to do lots of extra work,
or that make many wrong assumptions are doomed to failure .

When creating design snippets, | tried to err on the side of requiring nothing from
the programmer . Design snippets appear automatically . They are very easy to accom-
modate while coding, and no documentation or annotation is neededto generate them.
However, that ease of use limits what current design snippets can offer. For exam-
ple, the “no cycles in the uses relation” principle [74] would be challenging to support
with a purely code-extracted snippet, because Parnas' de nition of the “uses relation”
requires speci cations .

| propose that additional points in the “design principle-centric” tool space, beyond
design snippets, are worth building and studying . For example, decisions that are af-
fected by volatile external factors outside the programmer' s control are very important
to encapsulate, becausethey are likely to change. A tool that requested formal annota-
tions about volatile environment variables could provide additional support for these
unstable decisions.

A focus on code. It is naive to assume that design principles are only relevant
early in the software lifecycle. Design principles remain vitally important as software
evolves. Each change to a software system can impact whether or not a design principle
is still followed. Moreover, the gap between codeand the discourse of design principles
generates a specic need for decision-making tools that accommodate existing code
Design snippets go beyond support for browsing and exploration of existing code;snip-

pets provide “design principle-centric” information so programmers can modify code
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without degrading its quality .

A focus on partial views. Design snippets provide a set of multiple partial views
of a system, but no global view. As a result, snippets are only appropriate for design
properties that can be considered and applied given such partial views. Ease of change
is one such design property .

| believe that some design properties are inherently global and thus may not be
amenable to the design snippets approach. These properties include safety and perfor-
mance. For example, suppose a performance snippet presented the computation time
for methods in the Java le currently active in a Java editor. A programmer realizes
that she can speed up one method by removing some code that adds entries to an im-
portant cache. While that particular method is now faster, the application as a whole
is slower, becauseother parts of the application can no longer obtain entries they need
from the cache.

For design snippets to be useful as software evolves, | speculate that programmers
must have the ability to predict which snippet views will be affected by modi cations
they make to code The problem with the cache scenario described above is that it
is dif cult to predict how the change affects “performance snippet” views for other
parts of the system. In contrast, if a programmer removes a cast of a return value,
the programmer knows exactly which type assumptions view is affected — the type
assumptions view of the callee. Additional future work is needed to clarify a precise
characterization of a programmer" s ability to predict the impact of change on snippet
views. A formal model of design snippets in Alloy [45] has been drafted as a prelimi-
nary step towards such a characterization.

A focus on judgment-making. To support programmers as they make design
decisions, | believe that programmers must be able to make judgments based on what
they seein the snippet view. Many program understanding tools available today fail
this test; they provide information needed to understand the program, but not the
information specically needed to decide whether some code should be refactored, re-
moved, rewritten, etc. While design snippets do not make judgments for programmers ,

| do believe that programmers can make better judgments with them. The user study
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participants who viewed snippets to ensure that their changes had improved the code
provided evidence that snhippets do succeedin assisting judgment-making . In Section
7.4, | discuss how this focus on judgment-making can be pursued even more aggres-

sively.

7.3 Lessons learned

In this section, | highlight some lessons | learned through the process of creating de-
sign snippets and completing the empirical studies described in this dissertation. |
hope that my future research and the research of others will be improved from these
lessons.

Eclipse is both a blessing and a curse. Eclipse is a useful, popular development
platform with incredible extensibility . As a software engineering researcher, extending
Eclipse saved me months of time. Extending Eclipse also offered me the chance to
present a polished, full-featured prototype to users, which is essential for empirical
evaluation.

On the other hand, the proliferation of Eclipse plug-ins can cause the software
engineering community to lose sight of any one tool. Over time, | grew concerned that
design snippets would be considered “just another neat Eclipse plug-in.” | realized
that it was essential for me to convey the important ideas behind design snippets. |
tried my best during demos and talks to emphasize the research ideas and not just the
plug-in.

In keeping with the focus on research ideas, | also neededto avoid the temptation to
include features merely becausethey were easyto implement using Eclipse's API. Only
features that actually conveyed crucial research ideas were included in the Design
Snippets Tool. In addition, if a feature was dif cult to implement with Eclipse's APIs,
but essential to my research vision or usage scenario, then | tried to include it. For
example, the dependencies snippet's “box-and-arrow”-style diagram was not easy to
implement in Eclipse, but | implemented it anyway, becausel felt the “box-and-arrow”-

style display would be easy to use and appealing to programmers . In addition, many
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programmers connect box-and-arrow diagrams with “design,” and thus | suspected
that a box-and-arrow format for one snippet would help programmers recognize that
design snippets were about design. Sure enough, the dependencies snippet tends to
be the easiest snippet for programmers to understand and initially the most appealing
snippet. Appreciation of the other design snippets then follows.

In the future , | plan to continue using Eclipse as a platform, aslong as| am con -
dent that its APIs are not constraining my ideas.

Qualitative  evaluations need to be done carefully to avoid biased results.
Empirical, qualitative evaluations provide an opportunity for rich, meaningful data on
the effectiveness of a tool for programmers. When | began work on my dissertation,
| believed that such studies were the best means for demonstrating the promise of
design snippets. | anticipated that | would be primarily responsible for completing
these evaluations .

As | analyzed the data from my empirical studies, | realized that there was an
inherent weakness to performing my own qualitative evaluations . As | was a primary
note-taker and data analyst in both empirical assessments of design snippets, the notes
were subject to my biases and interpretation. | now believe that there is an inherent
conict of interest when evaluating your own work.

In the user study described in Chapter 4, | bene ted from the perspective of Miryung
Kim, who assisted me in data collection. When performing qualitative tool evaluations
in the future , | plan to recruit other researchers to assist me with all phases of the
evaluation — data collection, transcription, and analysis. When multiple researchers
are recording and analyzing data, unintentional bias and errors may be detected more
easily. In some situations , it may be possible to outsource evaluations entirely to other
parties , and that is an option | also plan to explore. | also intend to more fully explore
how quantitative evaluations can complement results from qualitative evaluations .

If a researcher must solely analyze qualitative data associated with use of a tool
that she created, | now believe that the best approach is to thoroughly discuss one's
analysis strategy and claims with a colleague before commencing the analysis. The

colleague should be familiar with qualitative analysis methods. In the caseof my em-
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pirical studies, Ken Yasuhara provided invaluable assistance in helping me structure
my data and then applying that data as evidence towards my qualitative claims. My
consultations with Ken Yasuhara increased my con dence in my analysis processand

condusions.
7.4 Future work

In this section, | present aresearch vision that extends beyond design snippets. Decision-
making support is a broad yet unifying approach that applies to many problems through-
out the software lifecycle. | envision afamily of tools that together provide an information-
rich environment for making better software design decisions. To provide effective
decision-making support, these tools must offer relevant, manageable, and versatile
information at an appropriate time.

Speci c ideas for future work include:

More judgmental snippets. One intriguing direction is a new version of design
snippets that is more aggressive in judging whether codeis goodor bad according
to design principles . These judgmental snippets could identify undesirable edges

or entries and color them red.

While these snippets could be easier to use, especially for novices, there are risks .
One risk is that these design snippets may assume too much and mistakenly
identify false errors. Such false positives would result in a less useful and more
annoying tool. Moreover, if a programmer fails to identify when the tool is wrong,
that programmer could inadvertently take bad advice and thus degrade both the
code and their mental models. Another risk is that these snippets may assume
too little and thus miss true errors. Such false negatives are problematic if pro-
grammers stop analyzing shippet views thoroughly and instead focus only on

“what' s red.”

One way to address the risk of false positives and false negatives is additional
empirical study of how shippet experts use non-judgmental design snippets. Pro-

grammers new to design snippets could then choose to enable a “red mode” as
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automated assistance (or as “training wheels”) when they are unsure how to in-

terpret a snippet view.

Design snippets for additional design criteria. Ease of change is very im-
portant, but it is not the only design criterion programmers care about. One
important but dif cult design criterion is security [38]. Security-oriented snip-
pets could help programmers build mental models that better incorporate design
principles related to security. For example, a “tainted input” snippet could model
the ow of (potentially harmful) input through a software system. The snippet
could highlight the methods in the active le that directly or indirectly handle
or depend on input, and whether or not the input is ltered or cleaned before
the dependency on that input is manifested. Programmers could identify which

methods/routines lter or clean input via annotations .

Other design principles of interest include cohesion and redundancy. A cohesion
snippet could identify which private elds are utilized by which methods, and
also which secret types are shared across methods. A redundancy snippet could
employ a clone detector (such as CCFinder [46]) or a clone genealogy extractor

[54] to reveal clones of codefragments in the currently active le .

Design snippets generated from multiple analyses. The Design Snippets
Tool generates design snippets from static analysis, but other input sources could
also be used to create or augment design snippets. These alternative data sources
include version control logs, programmer editing logs, execution traces, test re-
sults, code coverage statistics , and Daikon-generated [28] operational abstrac-

tions.

For example, version control logs could be used to augment snippets with author
and age information. Author information is crucial to decision-making in prac-
tice, because programmers may not have organizational permission to modify all
parts of the codebase Age data could inform the programmer about the stability

of certain parts of the codebase another key input in real-world decision-making
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[53]. Bevan and Whitehead's existing work on instability analysis [9] may pro-

vide a goodfoundation for retrieving and visualizing age and author information.

Editing logs could be used to create redundancy snippets that identify codefrag-
ments that were copied and pasted [53]. Kim et al.'s editing operations logger
[52] and proposed Information Extractor [53] could be used to implement such a

snippet.

Execution traces might help a tool identify secrets that are poorly captured by
secret types, such as possibly algorithmic secrets [51]. A source of such traces
could come from continuous testing [86]. Execution traces could also be used to

Iter snippet views.

A framework that helps programmers easily create their own custom
design snippets. While information hiding and low coupling are bene cial for
the vast majority of software projects, other design principles may only apply
in specialized situations . If programmers could easily create their own design
shippets, they could enjoy tool support for domain-specic design principles or

even organization-speci ¢ design principles .

The complexity of such a build-your -own-snippet toolkit or framework is greatly
dependent upon both the analyses used as information sources and the visualiza-
tion needs of custom snippet displays. If the custom snippets are generated using
static analysis and displayed using a tree control or a graph-based display, then a
toolkit for snippet creation would be reasonably straightforw ard. One possibility
is a framework not unlike Ciao [18] that collected a wide variety of code facts
and stored them in a repository. The custom snippet would retrieve analysis re-
sults from the repository and then display them using a set of base snippet view

classes.

Decision support for non-OO language paradigms, such as aspect-oriented

programming.  To consider design snippets in non-OO contexts, | must rst de-
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termine how the design principles of information hiding and low coupling map to
other language paradigms. Empirical studies can provide insight into mappings
and also identify common errors that complicate attempts to evolve software im-

plemented in these paradigms.

| am particularly interested in creating ease-of-change support for aspect-oriented
programming [50]. Tool support exists to help software engineers understand re-
lationships between aspects and the classes they advise [107], but a key concern
left unaddressed is the knowledge that clients of a class may have about aspects
advising the class. If clients make assumptions about advice, they may unexpect-
edly break when aspects change. Unfortunately , it can be dif cult to tell whether
clients are aware of advice just by reviewing the source code One approach may
be to observe les that are edited or checked in together to determine if clients of
classes change when aspectsthat advise the classeschange. (Ying et al. [108] and
Zimmerman et al. [110] have shown that reviewing les that change together can
uncover surprising dependencies.) This information can be used to augment an

aspect-oriented version of design snippets.

Support for storage and retrieval of past design decisions. Information

about past decisions can be very useful when making new decisions. How can
we retain information about decisions without burdening the software engineer
with additional tasks? | propose tool support that asks software engineers for
decision-related information when they check codeinto a version control repos-
itory. Most software engineers today enter a text string of dubious utility as
they check in code With minimal effort and good tool support, they can instead
provide structured design decision information. When checking in, software engi-
neers can augment an existing decision tree, annotate an early-stage model such

as Sullivan et al.'s EDSMs [97], or maintain another design representation.

Once software engineers record decision-related information as they check in

code a tool can create “manual design snippets” that present user-entered de-
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sign information related to the active source le . Unlike design documents that
become outdated, these snippets will stay current as codeis modied because
software engineers will add new information with each check-in. A key challenge
will be the meaningful composition of different check-in entries into a single de-

sign snippet view.

Identi cation and management of unstable design decisions. As men-
tioned earlier, unstable decisions need to be encapsulated more thoroughly than
decisions that are unlikely to change. From static analysis of source code alone,
however, it is dif cult to learn which design decisions are particularly unstable. |
propose that annotations may enable tool support for unstable decision manage-
ment. These annotations , embedded in code would allow software engineers to
denote volatile decisions or identify volatile environmental factors that affect im-
plementation details. Some early-stage design approaches, such as EDSMs [97],
already have a notion of environmental variables. Connecting EDSMs to codeis
a promising way to track the implementation of volatile design decisions. Finally ,
version control data may be used to infer volatile decisions from changes that
have occurred in the past; this approach could build on Bevan and Whitehead' s

existing work on instability analysis [9].

Observation of software engineers making decisions in time-critical  sit-
uations. One area that keenly interests me is decision-making during time-
critical situations , such as website outages and critical bug xes . Tools may help
in these situations by providing information that the software engineer is too

busy to obtain on his/her own.

7.5 Conclusion

This dissertation introduces tool support that helps programmers connect design prin-
ciples to existing code In particular , | present design snippets : abstractions of

code that help programmers reason about design principles as they complete modi-
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cation tasks. Using design snippets, programmers can maintain or improve the ease
of change of their software, becausethe snippets help them adhere to design principles
as software evolves. Design snippets help programmers bridge the intellectual and
linguistic gap between source code and design principles .

The ideas behind design snippets came from my observations of design decision-
making both when actively working in industry and as a graduate student. | saw that
design decision-making in the context of codewas a key problem, and then | carefully
created a tool-based approach for solving it. One great asset that academia can offer
the software engineering industry is careful thinking - thinking about design princi-
ples, programmer needs, and the impact of tools and techniques on the software engi-
neering process. By providing tool support for design decision-making related to ease
of change, this dissertation offers one step towards greater understanding of software

engineering problems and successful creation of practical solutions.
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Appendix A
TUT ORIAL FROM THE MUL TI-P ARTICIP ANT USER STUDY

This appendix contains a version of the tutorial slides used in the multi-participant
user study described in Chapter 4. These slides introduce information hiding, low
coupling, and the four snippets generated by the Design Snippets Tool.

Minor corrective changes were made to the tutorial slides during the user study.
The version in this appendix has been modied slightly from the nal version used
during the study, in order to improve formatting and consistency. Please note that
the tutorial slides refer to “secret types” as “other types used,” because that was the

phrasing used for secret types at the time that the user study took place.
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Easeof Change

We are interestedin the idea of building software that is “easy to change”.

Why does existing software change?
2 featuresare added
2 bugs are xed
2 goftwareis reusedin anew context

The softwar e engineering literatur e presentsa number of rules that
programmers can follow to build software that is easyto change.

14
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Rule 1: Hide volatile implementation details behind an interface

This rule is also called “information hiding.”
The goal is to isolate implementation details
that might changeto a single module. If other
modules use only the interface of a module,
then they are not affected when volatile im-
plementation details encapsulated behind the
interface change.

Impl

interface

Impl

interface

N Impl

, interface

For the purpose of this study, modules are Javaclassesand the interface of a Java
classis its classsignature. The “class signature” of a Javaclassconsistsof the
non-private parts (methods, elds, etc.) of the classdeclaration.

T
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Rule 2: Reduce coupling between modules.

If modules are overly-dependent on other
modules in the system, then it is dif cult to
pull out a module or make other changes.
Circular dependenciesare particularly
problematic becausethey tightly couple two
modules.

too much coupling!!

Impl

Impl

For the purposes of our study, modules are Javaclasses.

LYT
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Design Snippets

Design Snippets are intended to help programmers build software that is easyto
change.

Design snippets
2 appearin awindow below the code.
2 update automatically ascodeis changed

2 display info relevant to currently active
le

8T
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Information Hiding Snippet

Goal: Support Rule #1 (Isolate implementation details behind an interface.)

Example display for “A.java”:

Interface of A
+superclasses or superinterfaces

- public methods

A takes parameters of type String;
func takes parameters of type Object;

Implementation of A
+ private fields
+ private methods
- other classes used (broken down by method)
A(String) uses
class System (calls getProperty, calls ex

"other classes used":

These classes are neither parameters

nor fields, but the implementation depends
~* on them. These dependencies cannot

be determined by looking at the class

declaration.

6vT
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Type Assumptions Snippet
The Type Assumptions Snippet lists castsof parameters and return values.

Why pay attention to casts?The method signature is the interface used by the caller
to accesshe callee'sfunctionality . If a callee castsa parameter, then it is making an
assumption about the data passedto it by the caller. If a caller castsareturn value,
then it is making an assumption about the data passedto it by the callee. These
assumptions break Rule #1.

B.java Ajava
Example display for “A.java” ' '
Aa=newA(); :
List I = new ArrayList(); l
Class A Object obj = a.func(l); !

! Objgct func(Object 0){
| List | = (List)o;

: return |.clone();
I

I

2 Object func(Object 0);
— parameter o0 cast to
type List List 2 = (List)obj;

}

— return value cast to
type List !

06T
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Dependencies Snippet

Goal: Support Rule #2 (Reducecoupling between modules.)

An edgefrom Bto A meansthat
“class B depends on classA”.

2 B“new” A: B createsan instance of
A.
2 A *has” C:A hasa eld of type C.

2 A “param-cast” List: A is passeda
parameter which it casts to type
List.

Other edge labels are described in the
Cheat Sheet.

mypackage

new

A

/ms

C

param-cast

~

java.util

List

TGT
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De Facto Interfaces Snippet

Use this snippet to determine who calls a method or accessesa eld.

Example display for “A.java”

Class A
2 A (constructor)
— used by type B
2 func
— used by type B

B.java

A a=newA();
List | = new ArrayList();
Object obj = a.func(l);

Ajava

Object func(Object o) {
List | = (List)o;
return l.clone();

}

List 12 = (List)obj;

A}
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Appendix B

DEPENDENCIES SNIPPET HANDOUT FROM THE
MUL TI-P ARTICIP ANT USER STUDY

This appendix contains a copy of a handout explaining dependencies snippet edge
labels. A version of this handout was given to participants of the user study described
in Chapter 4. The version in this appendix has been modi ed slightly to conform to the
current implementation of the Design Snippets Tool.

The dependencies snippet displays graphs. The nodes of the graph are Java classes
or Java interfaces . An edgefrom A to B means that “A depends on B.”

Edges are labeled. Edge labels are described via examples below.

B.1 Edge Label: “new”

package dependency.examples;
public class B {

public void f() {
A instance_of A = new A();

}
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B.2 Edge Label: “has”

package dependency.examples;
public class B {

private A instance_of a;

B.3 Edge Label: “extends”

package dependency.examples;
public class B extends A {

/I NOTE THAT THE SUBCLASSAPPEARS
/I ABOVETHE SUPERCLASS

B.4 Edge Label: “impl”

package dependency.examples;
import  dependency.interfaces.B_interface;

/I notice that B_interface is in a different
/I package in this example

public class B implements B_interface {

}
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B.5 Edge Labels: “param and param-cast”
package dependency.examples;
public class B {

public void g(A a) {

C instance_of c = (O)a;

B.6 Edge Label: ‘ret”

package dependency.examples;
public class B {
public void f() {

/I assume you have defined c¢ somewhere above
A instance_of a = c.func();

B.7 Edge Label: ‘ret-cast”

package dependency.examples;
public class B {
public void f() {

/I assume c is defined earlier
A instance_of a = (A)c.func();
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B.8 Edge Label: “cast”
package dependency.examples;
public class B {

private A a;

public void f() {

C instance_of C = (O)a;

B.9 Edge Label: “stat”

package dependency.examples;
public class B {

public  void f() {
A.staticFunc();

}
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B.10 Edge Label: “d”

The difference between “has” and “d”: A “has” B means that B is a class variable or
instance variable of A. A“d” B means that A obtained an instance of B by accessinga

eld of another Java class, Java class instance, or Java interface .

package dependency.examples;
public class B {
public void f() {

/I assume c defined somewhere
A field_of ¢ = c.instance_of A,

B.11 Edge Label: *“d-cast”
package dependency.examples;
import java.io.File;
public class B {

public  void f() {

Object sep
= (Object)File.separator;
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B.12 Edge Label: “catch”

package dependency.examples;
import  java.io.FileNotFoundException;
public class B {

public void () {

try {

/Il  assume some code here

}

catch (FileNotFoundException e) {
/I assume some code here

}

B.13 Edge Label: *“super-has”

This edge label is only offered by the slow mode of the dependencies snippet.
package dependency.examples;
public class B extends Base {
public void f() {
/Il m_string is an
/I instance  variable

/I  of Base
m_string.toString();
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