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Overview of Lectures 17 and 18: incentive auctions, spectrum repack-
ing, and fair division theory

In lecture 17, we discussed spectrum allocation. In the US, the FCC has used various methods to allocate
spectrum, a finite resource that has now been fully allocated. That means that there is no spectrum left for
newer technologies like mobile phones, so the FCC must reallocate. Currently, the FCC is implementing a
mechanism called an incentive auction, which involves a reverse auction and a forward auction. In the reverse
auction, television stations, an older technology, sell their spectrum to the FCC in an auction based on a
descending clock. The remaining stations must then be repacked into a narrower band of spectrum, so the
freed spectrum can then be sold to newer technologies in the forward auction. The station repacking problem
is NP-Complete, but there exists a solution that is efficient enough in practice.

In lecture 18, we discussed notions of fairness and fair division of goods. We can define fairness in terms of
proportionality, envy-freeness, and equitability, and analyze the cost of fairness. Dividing divisible goods can be
modeled with various cake-cutting algorithms. Dividing indivisible goods is more difficult. A simple round-robin
allocation is envy-free up to one good, but a true envy-free allocation only exists with high probability when the
number of goods is much larger than the number of agents.

Details

Incentive Auctions

The motivating problem for allocating spectrum is that spectrum is a finite natural resource. It is finite in the
sense that there are interference issues, because multiple broadcasts cannot be on the same spectrum, and it is
not infinitely divisible. Spectrum bands are heterogeneous but similar, in the sense that different bads support
different levels of data transfer and transfer clarity. For instance, the Rocky Mountains there might be more
interference from geographical features. In the US, the FCC allocates bands of spectrum, and there exists a
similar entity that allocates spectrum in most other countries. The FCC could seek to maximize some social
good, for instance allocating more spectrum to newer technologies like smart phones versus old school radios,
or to maximize their own profit. In practice, they can actually improve both. Currently in the US, all spectrum
has already been allocated, so there is none left for new requests.

The FCC has used various methods to allocate spectrum over the years. Before the 1980’s, spectrum was
allocated by committee. Interested firms presented to a committee, who would then decided if and how much
to allocate. The benefits of this method were that it was inherently multi-objective, as firms had to appeal to
the entire committee, and that the firms explicitly made a case for the public welfare. There were also several
drawbacks. First, since there was no sale, there was no revenue for the FCC. Also, since everything was decided
by a committee, the process was not transparent, could be slow and have a high labor cost, and was vulnerable
to manipulation via bribery, for example.

In the 1980s, the FCC began using lotteries to allocate spectrum. Firms applied in advance to be accepted
by the FCC, who then allocated band licenses via lottery. The benefits of this method of allocation are that it
is fair, simple, and transparent. However, lotteries are vulnerable to speculation. Rent-seeking, a practice where
firms asked for more than they need then resell to other firms for profit, also often led to long negotiations
which caused spectrum to sit unused.
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Eventually the FCC may be able to use spot markets to allocate spectrum. Spot markets match supply with
demand immediately, and are currently used for energy. Spot spectrum markets are not yet possible, however,
because current hardware doesn’t support changing bands, and carriers have made large investments to build
infrastructure for specific bands. If hardware and infrastructure do eventually support band-switching, spot
markets would provide a more efficient allocation.

Currently, the FCC uses incentive auctions to allocate spectrum. The rent seeking and speculation on
lotteries publicized that the FCC was giving away a valuable commodity, so in 1993 Congress told the FCC to
implement auctions. These auctions were a new problem. The auctions had to account for complementarities,
where the value the whole is greater than the sum of the parts. For instance a radio station in DC would
want to broadcast on the same band in the entire DC, northern Virginia, and Maryland metropolitan area. The
auction also must deal with substitutes, where the value of the whole is less than the sum of the parts. For
instance, being allocated spectrum on multiple bands in the same geographic area is less useful than the same
bands in different locations. In traditional English (ascending) and Dutch (descending) auctions, items are bid
on individually, so there is no way to express preferences on combinations of items.

The exposure problem is that firms don’t know how much other firms will spend, which leads to firms
underbidding. A firm like Verizon can also spitefully buy up a single high-value area, for instance New York City,
to prevent a competitor, say T-Mobile, from being able to offer service in the area. If T-Mobile has no coverage
in NYC, many people would not use T-Mobil, so Verizon could drive them out of business.

To solve the exposure problem, the first solution was the simultaneous ascending auctions, where prices are
reveal at the end of each round. There are still many problems, as there is still no way to express join preferences,
and firms colluded by encoding license area codes into the least significant digits of their bids. This method of
collusion has addressed by forcing firms to bid in fixed increments. Overall, this has been a big success story for
auction theory. The FCC raise $120 billion in revenue over 20 years, and the simultaneous ascending auction is
now used worldwide and for energy and other resources.

But now, all the spectrum has been allocated. We need to reallocate from the old technologies and to the
new. In a forward auction buyers compete to buy goods, as the prices increase. In a reverse auction, sellers
compete to sell goods, and the prices decrease. In an incentive auction, a reverse auction incentivezes old firms
to sell their broadcast rights to the FCC. Then, the FCC holds a forward auction to sell those rights to new
firms.

The initial iteration of the reverse auction started in March 2016 and completed in June. The FCC bought
126 MHz of spectrum for $86.4 billion. The FCC hasn’t actually paid anything yet, but are holding it for the
forward auction. The forward auction outcome must satisfy a final rule, primarily that the amount of revenue
in the forward auction exceeds the amount ’paid’ in the reverse auction. The forward auction ascends in fixed
increments, and in each round bidders reveal how man units they would buy at this price. There is an activity
rule that constrains bidders based on previous rounds to address the exposure problem by preventing firms from
coming in at the last minute. After each round, if demand is greater than supply, prices are raised until there is
no more excess demand.

A question was raised in lecture about whether firms were required to work with the FCC. Firms are not
required to sell to or buy from the FCC, but due to complementarities, it works best to have a single entity.
Another question was asked about whether license terms were static. While the exact answer is uncertain, they
can’t be completely static, instead there must be some type of negotiation on for how long the company wants
the license. All licenses won’t expire on the same day.

In Spectrum Auction Design[1], Peter Cramton goes into much more detail about the simultaneous ascending
auction, and proposes the combinatorial clock auction as a better alternative.

Cramton argues that spectrum auctions are challenging because technologies as well as companies are
competing for spectrum. The goal of the government should be efficiency rather not revenue maximization.
Efficiency means that spectrum should be awarded to those who can put spectrum to its highest use. Regulators
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may need to introduce spectrum caps or other preferences to level the playing field for new entrants.
In designing spectrum auctions, Cramton emphasizes the importance of three points. First, the design should

enhance substitution, which is accomplished through product design (what exactly is being sold) and the auction
format. Second, the design should encourage price discovery during the auction process. This is the exposure
problem discussed in lecture. And third, the design should induce truthful bidding, which will lead to good price
discovery and ultimately to an efficient auction outcome.

In the simultaneous ascending auction, all items are auctioned simultaneously. Each item has an associated
price, and in each round, bidders raise their bid on any item they want. The auctioneer identifies the winner
of each item at the end of each round. These rounds continue until nobody is willing to bid any higher. One
possible problem with this process Cramton calls bid sniping: waiting until the last minute to bid seriously. This
reduces the amount of information available to other bidders, so inhibits good price discovery. To address bid
sniping, the auction design can implement an activity rule, which requires a bidder to bid on a certain amount
of spectrum in each round to maintain that level of eligibility. Failure to meet the requirement restricts the
quantity the bidder may bid on in subsequent rounds.

There are several additional weaknesses to the simultaneous ascending auction not discussed in lecture. First,
there is an incentive for large bidders to engage in demand reduction - reducing the quantity bid on in order
to reduce prices. The activity rule only requires a certain quantity of bidding, without specifying where those
bids must be place, so bidders can park their eligibility in less desirable spots the bidder is not interested in, and
then move to the products they are truly interested in later. Additionally, the auctions are generally conducted
without package bids, meaning bidders can bid on combinations of products not just individual products. Thus
the problem of addressing complementarities discussed in lecture is not addressed. Cramton argues that the
auction is still vulnerable to a speculation. A firm can make it clear that it will make a certain area expensive,
driving away other bidders so that it will win some desirable lots, then resell those lots later for profit. This
could be addressed by preventing resale, but due to the dynamic nature of the industry, resale is desirable.

Another major weakness in the FCC’s implementation is the limited substitution because of the way the
spectrum is split up by frequency and by geography, while not allowing package bids. Cramton presents the
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example of the US Advanced Wireless Services (AWS) auction in 2006. The FCC decided that six frequency
blocks of paired spectrum would be auctioned. Since the US is so large, each frequency block was partitioned
geographically, and then to accommodate all types of bidders, the blocks were divided into different sized
partitions: 12 large, 176 medium, and 734 small. There was no hierarchy among the blocks, meaning that a
medium block cannot be formed by aggregating several small blocks. The lack of substitution led to a sequential
rather than simultaneous price process, since bidders competed first for large blocks, then medium, then small.

To address these weaknesses, Cramton proposes using a combinatorial clock auction. This type of auction
is useful when regulators do not know which technology will make the best use of the spectrum. The auction
is technology neutral, because competing technologies as well as carriers determine the ultimate band plan.

The auction consists of two stages. The first stage is an auction of generic spectrum, which determines how
much spectrum in each region each winner is awarded at what price. The second stage determines the exact
frequency assignments. The second stage is much simplified because it only encompasses the winners from the
first stage.

In the generic spectrum stage, each product has its own clock indicating its current price. In each round,
bidders indicate how many lots they want of each product at the current price. At the end of each round, the
auctioneer raises the prices for products where demand is higher than supply. These rounds are repeated until
there is no excess demand on any product. There are two main differences from the simultaneous clock auction.
First, the bidder only specifies the quantity he desires at the announced price, instead of specifying a price he
would pay. Second, there is no need to determine the provisional winner in each round.

Cramton proposes using what he calls the Vickrey-nearest-core pricing rule. In a single product auction, the
Vickrey pricing rule is the second-price auction rule: the winner of the product is the highest bidder, and pays the
social opportunity cost, the value of the product if the highest bidder were removed, which is the second highest
bid. As we discussed in class toward the beginning of the semester, the second-price auction incentivizes truthful
bidding. However, if the auction allows package bids, bids on a combination of items to address complements,
Vickrey prices may be too low, because they are not in the core. The core is a set of payments that support the
efficient assignment of products, meaning there is no alternative coalition of bidders that collectively offered the
seller more. In other words, with Vickrey pricing, it is possible for products to be awarded to firms at a lower
cost than than the bid of a losing firm. The losing firm has legitimate cause for complaint.

The solution to this problem is to increase prices to find the lowest payment that is in the core. Bidder-optimal
core prices are typically not unique when Vickrey prices are outside of the core, but Vickrey prices are unique, so
there will be a single core price closest to the Vickrey price. Cramton calls this the Vickrey-nearest-core price.

To prevent bid sniping, the combinatorial clock auction also requires an activity rule. Cramton proposes a
rule he calls revealed preference. Since the auction has two stages, the rule needs to specify how bidding in the
first stage limits bidding in the supplementary round. For single product clock auctions, we use the eligibility
point rule: if a bidder reduces his bid quantity from q to q’ at price p, then he cannot bid higher than p on
quantities larger than q. For multiple products, this rule incentives bidders to bid on the largest package that
is still profitable to avoid constraining themselves, rather than on the most profitable package. So for multiple
products, we use the revealed preference rule: during the clock stage, a bidder can only shift to packages that
have become comparatively cheaper, and in the supplementary stage a bidder cannot bid on a package that
would be more profitable than any bid in the clock stage. Cramton demonstrates that with revealed preference,
the clock stage will converge to the competitive equilibrium.

Spectrum Repacking

The station repacking problem stems from the reverse auction held by the FCC as part of its incentive auction
discussed above. Frchette, Newman, and Leyton-Brown address how to solve the repacking problem in Solving
the Station Repacking Problem[2]. In the reverse auction, television broadcasters are paid to free radio spectrum
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to be reallocated to newer technologies. The remaining television broadcasters are then ”repacked into a narrower
band of spectrum.”

The FCC chose an auction design based on the descending clock for the reverse auction. In descending
clock auction, the price is reduced in rounds, sellers can drop out if they don’t want to sell goods at that price,
and the last seller remaining wins. The FCC’s auction offers each participating station a price for relinquishing
their spectrum, with the price falling as long as it remains repackable. This design means that the auction must
sequentially solve a very large number of repacking problems, which are NP-complete. Performance is important
because every failure to solve a problem corresponds to a lost opportunity to lower a price offer.

We start by formally defining the repacking problem. Each US television station s ∈ S is currently assigned
a channel cs ∈ C. The FCC has publicly released a listing of forbidden pairs of stations and channels because of
interference. Let I ⊂ (S×C)2 denote a set of forbidden station-channel pairs (s, c), (s′, c′), where stations s and
s′ cannot concurrently be assigned to channels c and c′. The auction will remove some stations completely, then
reassign remaining stations to a reduced set of channels, where the reduced set occupies a smaller contiguous
amount of spectrum. Then the station repacking problem is the task of finding a repacking that assigns each
station a channel from its domain that satisfies the interference constrains. There are many tv stations bidding,
so this is an optimization problem. The constraint must hold at every stage of the auction, so every time a
bidder drops out, the constraint must be rechecked.

The repacking problem is NP-complete, but can still be solved efficiently enough in practice. First, we only
care about subsets of a fixed set of stations and interference constraints. Channels can be divided in three
equivalence classes, and no interference constraints span the classes, allowing us to decompose the problem.
Next, we can generate an interference graph to give us meaningful structure. This is an undirected graph with
one vertex per station and an edge between all vertexes that interfere with each other. The cost function is
asymmetric, in that falsely saying the repacking problem is feasible is much more costly than falsely concluding
it is not feasible. In the first case, the entire election outcome may be infeasible, whereas in the second, the
price will be too high, costing the government some money, but does not invalidate the auction itself. Finally,
we don’t care about the worst-case scenario, but good performance on actual reverse auctions. Distribution
over repacking orders is far from uniform, and since descending clock auctions generate repacking problems
by adding a single station to a set of provably repackable stations, every problem has a partial assignment we
already know is feasible.

The authors obtained anonymized versions of some of the repacking problems from the FCC’s simulations,
which the authors randomly divided into a training set, a validation set, and a test set. They chose a cutoff
time of 60 seconds to reflect practical time constraints in auctions solving hundreds of thousands of problems
sequentially.

The initial analysis involved modeling the problem as a mixed-integer program (MIP). Two of the best-
performing MIP solvers, CPLEX and Gurobi, were able to solve less than half of the instances within the cutoff
time.

The authors next propose to encode the problem as a propositional satisfiability (SAT) problem. A SAT
problem is given a set of propositional formulas, determine if there exists some assignment to the variables in
the formula such that the formula is satisfied. The repacking problem easily reduces to SAT because it is a pure
feasibility problem with only combinatorial constraints. They compared 18 SAT solvers and found the best was
DCCA. However even the best they do not recommend, as it still solved less than 75% of the instances.

To improve performance, the authors examine meta-algorithmic techniques - artificial intelligence techniques
that reason about ow existing heuristic algorithms can be modified or combined to yield improved performance for
specific problem domains. Algorithm configuration consists of setting design decisions exposed as parameters
to optimize an algorithm’s average performance. But even after algorithm configuration, there is no one
algorithm that outperforms all others in all instances. With algorithm portfolios, one selects a small set of
algorithms with complementary performance on problems of interest and executes them in parallel. Hydra
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combines algorithm configuration and portfolios, and is a technique to identify sets of complementary solvers
from highly parameterized design spaces via algorithm configuration, by greedily adding configurations that make
the greatest possible marginal contribution to an existing portfolio. The clasp solver had the maximal marginal
contribution, increasing the instances solved by 4%.

To improve the solver to the point where it could be feasibly used in practice, we add several problem specific
enhancements. Assume we are given a repacking instance (S = S−∪{s+}, C) with a feasible partial assignment
γ−. First, they used local augmenting - keeping the entire graph fixed except the neighbors of s+ to find the
feasible solution, then assigning s+ to a channel and updating the channel assignments of the stations in the
s+ neighborhood, holding the rest of γ− fixed. This altered version of DCCA solved 78.5% of instances.

The second technique they used was starting assignments for local search solvers. DCCA words by searching
a space of complete assignments and seeking a feasible point, typically following gradients to minimize an
objective function that counts violated constraints. With this enhancement, the DCCA solver solved 85.4% of
instances.

The problem can be further simplified in two ways. First, the graph can be decomposed by identifying discon-
nected components and solving each separately, giving smaller instances to SAT solvers. If a single component
is infeasible, we can immediately declare the entire problem infeasible. Second underconstrained stations can be
removed with the heuristic of comparing a station’s available channels to its number of neighboring stations.

The problem-specific enhancements impact the Hydra procedure because incremental solvers solve many
instances quickly, allowing remaining solvers in the portfolio to concentrate elsewhere. The authors wanted to
obtain a portfolio that could be run on a 4-core machine, so they selected the four best configurations produced
by Hydra.

The authors investigated strategies for leveraging offline computation, and had the most success with a new
caching scheme they call containment caching. If we know whether or not it is possible to repack a particular
set of stations S, we can answer many other related questions, such as if we know S is repackable, then every
S ′ ⊆ S is also packable. Conversely, if S is unpackable, then every S ′ ⊇ S is also unpackable. Containment
caching works as follows: Maintain two caches, a feasible and an infeasible cache, and store each problem solved
in the appropriate cache. Check whether the feasible cache contains a superset of S, in which case the original
problem is feasible. Check whether a subset of S belongs to the infeasible cache, in which case the original
problem is infeasible. Otherwise, simplify and decompose the given instance and query each component in the
feasible cache.

Interpreting the containment cache as a standalone solver via the above procedure far outperforms all other
algorithms, solving 98.2% of the instances. But this solver only works because the authors were first able to
build the cache using other algorithms. However, the performance will continue to improve as it is run on more
data.

The authors conclude that a parallel portfolio of four solvers fun on top of a containment cache meets the
performance needs of the real incentive auction. The solver solves 99.0% of test instances in under 0.2 seconds,
and 99.6% in under the one minute cutoff. The new solver presents a significant improvement over their previous
solver that was adopted by the FCC in 2014.

Fair allocation

Division of a heterogeneous divisible good can be modeled by cake-cutting. Define the cake as the interval
[0, 1], and a set of agents N = {1, ..., n}. Each agent has a valuation function vi over pieces of cake. We
assume the function is additive, so that the value of two disjoint pieces is the sum of the two individual pieces.
Formally, if X ∩ Y = ∅ then Vi(X) + Vi(Y ) = Vi(X∪). We also assume there is no negative valuation, and
the value of the entire cake is 1. Formally, ∀i ∈ N, Vi([0, 1]) = 1. So the cake-cutting problem is to find some
allocationA = A1, ..., An.
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In lecture, we discussed two fairness definitions: proportionality and envy-freeness. Proportionality means
everyone gets at least their fair share (i.e. everyone gets at least one nth of the total utility she would receive
from getting the entire cake). Envy-freeness means that every agent values her allocation at least as much as
the allocation of any other agent. Formally:

Proportionality: ∀i ∈ N, Vi(Ai) ≥ 1/n

Envy-freeness: ∀i, j ∈ N, Vi(Ai) ≥ Vi(Aj)

An allocation that is envy-free but not proportional would be throwing away the entire cake (all agents
get utility of zero). Assuming free disposal, the two properties are incomparable. Without free disposal,
proportionality is weaker than envy-freeness.

Chapter 12 of the Handbook for Computational Social Choice[3] defines another definition of fairness,
maxmin, which is the egalitarian social welfare, maximizing the minimum utility of any agent.

For deterministic algorithms, current research in cake cutting aims to design truthful, envy free, proportional,
and tractable cake cutting algorithms. This requires restricting the valuation functions in some manner. A
valuation function vi is a piecewise uniform if an agent is uniformly interested in a piece of cake. For instance,
an agent many be uniformly interested in half the cake, and not at all interested in the other half. There is a
theorem that states that if all agents have piecewise uniform valuations, then there is a deterministic algorithm
that is truthful, proportional, envy-free, and runs in polynomial time.

A randomized algorithm is universally envy-free or proportional if it always returns an envy-free or proportional
allocation, respectively. A randomized algorithm is truthful in expectation if an agent cannot gain in expectation
by lying. With randomized algorithms, we are looking for universal fairness and truthfulness in expectation.

A partition X1, ..., Xn is perfect if for every i, k, vi(Xk) = 1/n, meaning each agent values each piece of the
cake at exactly 1/n. The randomized algorithm proceeds as follows:

1. Find a perfect partition X1, ..., Xn

2. Give each player a random piece

This randomized algorithm is truthful in expectation, universally envy-free, and universally proportional, as
proved by Mossel and Tamuz in 2010.
Proof:

• Since there is a perfect partition, by definition all agents value their piece at 1/n, so it is both envy-free
and proportional.

• If agent i lies, it may lead to some partition Y1, ...Yn, but
∑

k∈n(1/n)Vi(Yk) = (1/n)
∑

k∈n Vi(Yk) = 1/n,
so lying does not lead to an increase in expected gains.

It is known that a perfect partition always exists [Alon 1987]. There is also a lemma stating that if all agents
ahve piecewise linear valuations, the a perfect partition can be found in polynomial time.

There exist algorithms for different variants of the problem. Finite algorithms choose division points where
to cut the cake. In a moving knife algorithm, a knife moves across the cake, making a cut when any agent says
stop. Agents say stop when the knife would cut them a piece of cake they value at 1/n.

Very recently, it was shown that there is a bounded and envy-free cake cutting algorithm for four or more
players. Bounded in terms of cuts means that there is a guaranteed upper limit on the number of cuts necessary.
Bounded in terms of queries refers to the number of times the algorithm must ask a player to compute how
much they value a piece according to their valuation function. For four players, the bound is 231 cuts [Aziz and
Mackenzie STOC-16]. For n players, the bound is O(nˆnˆnˆnˆnˆn) queries.[Aziz and Mackenzie FOCS-16]
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The simplest cake cutting algorithm is the two-player cut and choose algorithm. The first player cuts the
cake so that she values each piece equally, then the second player chooses the piece they like more. Thus the
first player values her piece at exactly 1/2, and the second player values their piece at at least 1/2, or she would
have chosen the other piece, so the algorithm is both proportional. It is envy-free since neither player values the
other piece more. The algorithm is not, however, equitable, meaning everyone gets the same value from their
piece.

The cut and choose algorithm with three players proceeds as follows:
Stage 0:

Player 1 divides the cake into three equal pieces according to her valuation
Player 2 trims the piece she finds most valuable such that the remaining piece has equal value to the
second most valuable piece.
Define the trimmed off piece as Cake 2, and the rest of the pieces form cake 1.

Stage 1: Division of Cake 1

Player 3 chooses the piece she values most
If player 3 did not choose the piece player 2 chose

Player 2 selects that piece
Otherwise:

Player 2 chooses one of the two remaining pieces

Either Player 2 or 3 received the trimmed piece. Call that player T , and the other player T ′

Player 1 chooses the remaining piece

Stage 2: Division of Cake 2

T ′ (the player who did not get the trimmed piece) divides cake 2 (what was trimmed off the trimmed
piece) into three equal pieces according to her valuation
Player T chooses one of the pieces, then player 1, then player T ′

Envy-freeness:
The division of cake 1 is envy-free: Player 3 chooses first so he doesn’t envy the others. Player 2 likes the
trimmed piece and another piece equally, and likes both of those at least as much as the third. She chooses
second, so is guaranteed to get one of the two pieces she likes equally most. Player 1 made the original cut so
values the two untrimmed pieces, one of which she is guaranteed to get.

The division of cake 2 is also envy-free: Player T chooses first so doesn’t envy the others. Player T ′ divided
the cake so likes all pieces equally. Player 1 already has a piece from cake 1 that she values at 1/3, so even if
she did not receive any of cake 2, she would not envy the other players.

What about more then three players, a general algorithm for n players? We can use recursion. Let players
P1, ..., Pn−1 divide the cake recursively. Now we add player Pn. Each of the players P1, ..., Pn−1 divides her
share into n equal pieces. Pn takes the piece she values most from each of the other players.

This protocol is proportional. Proof:

• For P1, ..., Pn−1, each gets at least 1
n−1 ·

n−1
n

= 1
n

• Pn gets at least a1
n
+ ...+ an−1

n
= 1

n
, where ai is Pn’s value of Pi’s share
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However the protocol is not envy-free because a new player could accumulate a share that another player
values more than her own.

What is the complexity of the algorithm? Let T (n) be the number of pieces. The recursion can be defined
as t(n) = n · T (n− 1). T (1) = 1, so T (n) = n! for general n, but it is bounded.

In moving knife protocols, a knife moves continuously from left to right. A players says ”stop” as soon as
the knife has passed over 1/n of the cake according to her valuation function. That player is allocated that
piece, then is removed from the game, so we now have n− 1 players. The procedure continues until everyone
gets a piece.

The algorithm is proportional. Proof:

• The first player who says ”stop” gets a value of 1/n

• For the rest, each thinks the remaining part has value of at least n−1
n

, or they would have already said
stop, and there are n − 1 people to divide it. Players continue to say stop and get values of 1/n until
there are two players remaining. When the second to last player says stop, the last player still thinks there
is a least n−1

n
= 1

n
remaining, which she is assigned.

The number of cuts is bounded: there are n − 1 cuts to divide the cake into n pieces. Unfortunately the
query complexity is unbounded, as players must continuously compute their valuation as the knife continuously
moves.

The algorithm is also not envy-free: players are removed from the game as soon as they value a piece at
1/n, but another player could get a piece that a player already out of the game values at higher than 1/n.

A fair allocation is not necessarily a social welfare maximizing allocation. The price of fairness is the relative
loss in efficiency from a fair allocation. For example, say we have a cake that has half red frosting and half
black frosting and four players. Player 1 only values red frosting, player 2 only values black frosting, while
players 3 and 4 value the base, so value the entire cake uniformly. An envy-free allocation would divide the
cake into 4 equal parts; player 1 gets half the red half (valued at 0.5), player 2 gets half the black half (val-
ued at 0.5), and players 2 and 3 arbitrarily each get one of the two remaining pieces (each valued at 0.25).
The total utility from the allocation is 1.5. A social welfare maximizing allocation would give the entire red
half of the cake to player 1 (valued at 1), and the entire black half to player 2 (valued at 1), so the total utility is 2.

The Price of Fairness PoF = max welfare using any division
max welfare using fair division

The welfare could be utilitarian (maximizing the total utility of all players, as above) or egalitarian (maximizing
the minimum utility of any player). The fair division could be fair in the sense of envy-freeness, proportionality,
or equitability.

In the above example using a utilitarian welfare function and an envy-free definition of fairness, the price of
fairness is 2

1.5
= 4/3.

Competitive Equilibrium from Equal Incomes (CEEI):
Assume we endow all players with a budget of $1. The competitive equilibrium is a virtual price such that

when each player buys their most valuable bundle at those prices, the market clears. The competitive equilibrium
is difficult to compute, but there exists an envy-free allocation.

Recall that for indivisible items, in a game with two players where both share the same preference profile,
market clearing prices do not exist. We got around this with A-CEEI.

Consider an example where we are dividing a group of paintings amount n players. Player 1 will partition the
items into n bundles, and then all the other players will adversarially choose bundles, so player 1 should partition
the items into bundles of approximately equal value.
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The maximin (MMS) share guarantee states that if player i divides the items into bundles, she will get at
least the minimum share of these bundles.

However MMS allocations do not always exist.
Theorem: When n ≥ 3 there exist additive valuation functions that do not admit an MMS allocation
Theorem: It is always possible to give each player at least 2/3 of his MMS guarantee

Recall that an allocation A1, ...An is envy-free up to one good (EF1) if ∀i, j ∈ n,

vi(Ai) ≥ vi(Aj) − max
g∈Aj

vi(g)

A round-robin allocation is EF1. However, round-robin is no Pareto-efficient. We want to find a mechanism
that is both EF1 and Pareto efficient. The idea is maximize the Nash welfare:∏

i

vi(Ai)

. For homogeneous divisible goods, this mechanism is envy-free and Pareto efficient, and coincides with CEEI
and proportional fairness. But for indivisible goods, rounding does not work.

Can we predict when an envy-free allocation of indivisible goods exists with high probability? We make two
assumptions: First, utilities are drawn I.I.D. Second, each agent is equally likely to want good g the most, and
the difference between the expected utility of the agent most wanting g and any other agent is at least some
constant µ.

For a small number of goods, when the number of goods is at most larger than the number of agents by a
linear fraction, and envy-free allocation probably will not exist. For a large number of goods, when the number
of goods is larger than the number of agents by a logarithmic factor, and envy-free allocation probably does
exist. The basic algorithm is to give each good to the agent who wants it the most. Another theorem states
that this envy-free algorithm is also social welfare-maximizing.
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