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Where Lecture 3 left off

1

y = f(x, Ʌ) + n

ƒ A physical forward model turns a state x into a measurement y.

ƒ The classical inverse recovers x by fitting the data and penalizing 
implausible solutions.

[ը=p=4UF=P¹Q[((mh\a(Ih[aɅss==,==ɉ6h[s

ƒ data term ³ stay consistent with what the sensor actually measured

ƒ regularizer ³ prefer plausible states among those consistent with the 
data

Lecture 4 is not a switch from physics to generic deep learning 
³ it is the next question forced by the inverse problem itself.



The central lecture question

2

Which component of the inference chain is still missing?

When the classical inverse is inaccurate, non-unique, computationally 
expensive, or based on incomplete physics ³ should learning...

ƒ replace the inverse outright,

ƒ supply the missing prior,

ƒ accelerate / unroll the solver,

ƒ repair the forward model,

ƒ discover the dynamics, or

ƒ only enforce a known physical law?



RL[S6QVZ’UVpSRQ’SS’USV’…WLRQSR{SWKLVSO’…WXU’
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1

Learn the
Inverse

the map itself
is too complex

2

Learn the
Prior

data alone doesn't
pick one state

3

Unroll the
Optimizer

the objective is right;
iteration is slow

4

Learn Missing
Physics

the model is
incomplete, biased

5

Learn the
Dynamics

Z+²hZYC∂X½Z½[∂h•CZ
½ZX²•Kh½XhV∂|∂[Z∂

6

Constrain with
Physics

the law is known;
the field is sparse

Same rhythm every time: meet the physical systems, expose the 
shared failure mode, add exactly the learning that failure demands.



Every section follows the same rhythm
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Two or three very different sensing systems will turn out to share 
exactly one mathematical failure ³ that repetition, not the sensor 

hardware, is the actual lesson.

P’’WSWK’
SK\VL…6OSV\VW’PV

write the forward
model  x, y, f, Ʌ, n

expose the shared
mathematical failure

add the precise
learning remedy

Notation stays fixed throughout: physical state x, forward physics 
f(x,Ʌ), measurement y, noise n, learned component ɔ. New 

vocabulary is the sensor's ³ not the mathematics'.

Watch for the moment each section closes: what the new method still cannot 
guarantee becomes the transition question into the next one.



1   Learn the Inverse Directly

When a useful inverse mapping exists statistically, even 
though an analytic inverse is unavailable

-



A formal definition: the direct learned inverse
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Use this to establish the simplest possible relationship between Machine 
Learning and inverse problems: the network is an approximator of the 

map from sensor measurements to a desired latent physical state.

\=p=6y[)=Ʌf=,=Q======ĺ======[ը=p=Fɔh\s

ƒ Given paired data {(y஘, x஘)}, gɔ is fit directly by empirical risk 
minimization ³ no explicit optimization runs at test time.

ƒ This can be useful even when the analytic inverse is hard to write 
down or too slow to invert online.



Supervised training and a physical consistency 
check

7

ɔƸ=p=4UF=P¹Qɔ==ytNzf=ȭ଱=<yFɔh\ࢾsa([ࢾs

For squared error, the predictor is driven toward the conditional mean E[x 
| y]. This can be useful even when the analytic inverse is hard ³ but it 

does not ensure that the predicted state actually reproduces the observed 
measurement.

SK\VLFDO(FRQVLVWHQF\(FKHFN0(((((Ih[ ըa(Ʌs(((b§(((\

A direct learned inverse can be accurate statistically without 
being an explicit model of the sensing physics. It may exploit 

reproducible correlations that are useful in-distribution but brittle 
when the sensing environment changes.



.[6PSO’SkS³SVS6UV’cYL’ZS/OCSZK6WS6S∂’W’…WRUS
P’6VXU’V
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X-ray source
(rotating)

tissue
(attenuation)

∂’W’…WRUSY6OX’Sd
U6\SLQW’}U6O

ƒ An X-ray source and detector rotate around the body; each detector 
value is produced after X-rays pass through tissue.

ƒ With only a small number of projection angles, the scanner records 
incomplete angular information.

\(§(”[(c(Q=====y46W5U=”55U²<4P05UW=XRF=WU4QV6RUPc=v=5Q[R]5V=U4\²S¹[5X=¹QW5UV5[W¹RQ=X5QFW…Vf



CT measurement formation: dense to sparse

B

Filtered backprojection assumes sufficiently dense angular sampling. 
With few views, the reconstruction shows streaks and large null / 

near-null directions ³ several images become almost equally 
consistent with the data.



Learned direct reconstruction
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VS6UV’
VLQR}U6PSS\

learned
inverse  gɔ

U’…RQVWUX…W’∂
LP6}’SS[ ࡂ

A network gɔ can be trained to map sparse projection data directly to the 
image, or to map an initial artifact-laden reconstruction to a corrected 

image.

HK6WSWK’SQ’WZRUNSK6VSO’6UQ’∂SWK6WSLVSQRWSLQSWK’SVS6UV’SVLQR}U6Pg

[Ref] Zhu et al., AUTOMAP, Nature 2018 ³ a canonical learned-reconstruction example.



Example B ³ RF fingerprint localization: the 
physical environment
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,h=²–½4²hY²4²½–²XhH½k3½h9hPHTh9h4²••V•CYhX½≤∂C•XhKY[≈hX²–²YC•hK½[²=h
ZYC∂X≈½ZZ²YXhoC44²XXh][½∂ZXl5

HC••XuhKVY∂½ZVY²uhC∂=h]²[]•²h4Y²CZ²hX½Z²kX]²4½K½4hY²K•²4Z½[∂uh
=½KKYC4Z½[∂uhC∂=hX+C=[Z½∂≤5

%Z[h•[4CZ½[∂XhZ½Z+hX½≈½•CYh≤²[≈²ZY½4hYC∂≤²Xh4C∂hZ+²Y²K[Y²h+C–²h–²Y\h
=½KK²Y²∂Zh4+C∂∂²•hX½≤∂CZVY²X5

y = fsite(x) + n       fsite unknown / too costly to model

kS…RPSO’W’S’O’…WURP6}Q’WL…SfSPXOWLS6WKS{RUZ6U∂SPR∂’OS’[LVWVSLQS
SULQ…LSO’SVXWSLVSWRRS…RVWO\S6Q∂SWRRS’QYLURQP’QWcVS’…L{L…S{RUSURXWLQ’S

LQY’UVLRQtS/O6VVL…6OSWUL6Q}XO6WLRQwVSVLPSOL{L’∂S∂LVW6Q…’cWRcVL}Q6OSPR∂’OS
LVSZK6WSPXOWLS6WKSYLRO6W’Vt



From fingerprint to position: a site-specific inverse

dv

gɔ learns the empirical inverse from fingerprint vector to position. 
/RQWU6VWS´}’RP’WU\-V6V’∂SOR…6OL]6WLRQµSZLWKS´{LQ}’USULQW-based inverse 
LQ{’U’Q…’µS³ what happens when furniture or AP placement changes?

[Ref] Wang et al., DeepFi, MobiCom 2015.



Example C ³ radar gesture sensing: the physical 
measurement

dc

FMCW radar
(chirps)

PRYLQ}SV…6WW’U’UV
eK6Q∂SfSVR∂\r

range / Doppler /
angle features

1½KK²Y²∂ZhG[=\h]CYZXh4Y²CZ²hZ½≈²k–CY\½∂≤hY²K•²4Z½[∂XhZ½Z+h=½KK²Y²∂ZhYC∂≤²h
C∂=hYC=½C•h–²•[4½Z\5

…CZhG²CZhX½≤∂C•XhCY²hZYC∂XK[Y≈²=hG\h|∂[Z∂hYC=CYhX½≤∂C•h]Y[4²XX½∂≤h½∂Z[h
YC∂≤²h9h1[]]•²Yh9hC∂≤•²hK²CZVY²Xh³h²[C4Zh½∂–²YX½[∂hKY[≈h=½XZY½GVZ²=h
X4CZZ²Y½∂≤hZ[hX²≈C∂Z½4Xh½Xh∂[ZhC∂C•\Z½4C••\h=²K½∂²=5
”UR4]5QV=´¹QY5UV5=SUR0X5PµA=W…5=W4UF5W=[=[4Q=05=4=XRZ-dimensional state or label, not 

only a pixelwise image.



Radar gesture sensing: inverse inference need not 
mean image reconstruction
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OK’S{XOOSSK\VL…6OSU’{O’…WLYLW\S{L’O∂SLVSPRU’S∂’W6LO’∂SWK6QSWK’SW6VNSU’TXLU’VS³S
}ɔSP6SVSWK’SVWUX…WXU’∂SU6∂6USP’6VXU’P’QWS∂LU’…WO\SWRS6SV’P6QWL…pSW6VNc

U’O’Y6QWSVW6W’pSQRWS6S{XOOSU’{O’…WLYLW\SLP6}’t



Three systems, one learned-inverse abstraction

d-

System
measuremen
t y

target x
why direct 
learning helps

what it may 
ignore

CT
sparse 
projections

attenuation 
image

learn difficult 
inverse

known projector A / 
consistency

RF localization RSSI / CSI position site-specific inverse
causal propagation / 
domain shift

Radar gesture radar tensor
activity / 
gesture

task-level inverse full scene physics



Why direct learning is not enough

dF

,h=½Y²4Zh½∂–²YX²h½XhZYC½∂²=h[∂hCh]CYZ½4V•CYh=½XZY½GVZ½[∂h[KhXZCZ²Xh
C∂=h²∂–½Y[∂≈²∂ZXh³h]²YK[Y≈C∂4²h4C∂h=²≤YC=²hX+CY]•\h[VZh[Kh
=½XZY½GVZ½[∂5

z[Z+½∂≤h½∂hZ+²hZYC½∂½∂≤h[G*²4Z½–²h²∂K[Y4²XhZ+CZhKo[ uɅlhC4ZVC••\h
Y²]Y[=V4²XhZ+²h[GX²Y–²=h≈²CXVY²≈²∂Zh\5

M²CXVY²≈²∂Zh4[∂X½XZ²∂4\hC∂=h≤²∂²YC•½]CZ½[∂hCY²hG[Z+h•²KZh²∂Z½Y²•\h
Z[hZ+²h=CZC5

If the forward operator A is already known and the real difficulty 
is that the measurements are insufficient, why learn the entire 

inverse? Can we keep measurement physics exact and learn only 
what makes a state plausible?



2   Learn the Prior, Not the Entire 
Inverse

|…5Q=P4Q\=S…\V¹[4X=VW4W5V=5[SX4¹Q=W…5=V4P5=P54VXU5P5QWV=
5TX4XX\=Z5XX

17



OZRSVRXU…’VSR{SLQ{RUP6WLRQSLQSU’…RQVWUX…WLRQ

4

[ ը=p=4UF=P¹Q[===wy\)=v[f==,==ɉ(6h[s

V’QVRUSSK\VL…VSSk
wy\)=v[fA=]R5V=[=5[SX4¹Q=Z…4W=

W…5=V5QVRU=P54VXU5]—

prior knowledge  R(x)
is x plausible, independent of 

this measurement?

U’…RQVWUX…WLRQSS[ ࡂ

OK’SP’6VXU’P’QWSW’UPSNQRZVSWK’S’[S’ULP’QWTSWK’SSULRUSNQRZVS
WK’SZRUO∂t



Ambiguity lives in the null space

dU

y = Ax + n

H½Z+h•½≈½Z²=h[YhZ²C|h≈²CXVY²≈²∂ZXuh,h4C∂hG²hYC∂|k=²K½4½²∂Zh[Yh½••k
4[∂=½Z½[∂²=5hRKh]h•½²Xh½∂hZ+²h∂V••hX]C4²uhZ+²∂g

”](H(t(((((ฺ(((((”h[(c(]s(H(”[

ƒ Even when the null space is only approximate, small singular values 
create directions that are weakly observed and therefore unstable 
under noise.

ƒ The likelihood / data term can tell us whether a candidate explains y 
³ never whether it is a plausible physical state.



HK\SLVS6SSULRUSQ’’∂’∂S6WS6OOg

-

ƒ Undersampling, null spaces, ill-
conditioning, noise, missing 
frequencies, limited views, 
[44•VX½[∂«

ƒ «C••h•²Zh≈C∂\hXZCZ²Xh[h²[]•C½∂hZ+²h
same y.

ƒ Data consistency narrows the set; it 
may not select one stable answer.

ƒ Reconstruction seeks the 
intersection with the plausible set.

HLWKRXWS6SSULRUpS´WK’µSVROXWLRQSR{S6QSLQY’UV’SSURVO’PSLVSR{W’QSQRWS
’Y’QS∂’{LQ’∂t



Sparse-view CT: fitting data is not enough

F

dUh]Y[*²4Z½[∂hC∂≤•²X5h%+²h≈½==•²h½≈C≤²hZCXhGV½•ZhG\hC==½∂≤hCho∂²CYlh∂V••kX]C4²h
]CZZ²Y∂h[Kh,hZ[hZ+²hZYVZ+gh½ZXh]Y[*²4Z½[∂Xh=½KK²YhG\h[∂•\hA5cnuh\²ZhZ+²hC∂CZ[≈\h½Xh

–½X½G•\h=½KK²Y²∂Z5h3TIh≈CZ4+²XhZ+²h=CZChZ[YX²hodAnlhC∂=hX+[ZXhXZY²C|X5

The sensor cannot tell these images apart ³ something else must.



/O6VVL…6OSSULRUVS6U’S6VVXPSWLRQV

/

R(x) = ϫxϫ22          R(x) = ϫxϫ1          R(x) = TV(x)

bC∂=k=²X½≤∂²=ghX≈C••h²∂²Y≤\ho%½|+[∂[–luhX]CYX½Z\uh]½²4²Z½X²hX≈[[Z+∂²XX5

I[Z²YKV•hG²4CVX²hZ+²\h²∂4[=²hXZYV4ZVY²h³h½∂Z²∂Z½[∂C••\hX½≈]•²5

H+[h=²4½=²=h´X]CYX²µuh´X≈[[Z+µuh[Yh´]½²4²Z½X²hX≈[[Z+µ)hH²h=½=5

Real anatomy, RF occupancy patterns and room impulse responses carry richer 
structure than these can express.



q’6UQSWK’SSULRUpSQRWSWK’SZKRO’SLQY’UV’

U

]¹U5[W=¹QY5UV5A===[ ը=p=Fɔy\f

X54UQ5]=SU¹RUA===[ ը=p=4UF=P¹Q
[
=wy\)=v[f=,=ɉ=6ɔh[s

X405XV=W54[…=W…5=5QW¹U5=\=ĺ=[=P4S

y O6U}’SQ’WZRUNS}ɔ [ ࡂ

S…\V¹[V=VW4\V=5[SX¹[¹Wc=]4W4=RQX\=W54[…=Z…4W=[=XRRπV=X¹π5

\
NQRZQSkSo

∂6W6S
…RQVLVW’Q…\

O’6UQ’∂
SULRU

ࡂ]

ƒ Smaller sample burden: the network need not rediscover A.

ƒ More interpretable, and measurement consistency stays explicit.



OKU’’SW’…KQL…6OS{RUPVSR{SO’6UQ’∂SSULRU

B

lSS.[SOL…LWSU’}XO6UL]’U

6ɔh[s

RXWSXWVS6SV…6O6U

…RZ=¹PSX4XV¹0X5=¹V=[—

uSSq’6UQ’∂SSUR[LP6O

Dɔ(x)

RXWSXWVS6S…RUU’…W’∂S
[

…RZ=V…RXX]=[=05=
¹PSURY5]—

3SS“’Q’U6WLY’SfSV…RU’

Lɔh]sa((Vɔh[a(Ws

RXWSXWVS[pSRUS6S
∂LU’…WLRQ

Z…5U5=]R=SX4XV¹0X5=[=
X¹Y5—

kOOSWKU’’SN’’SSktSOK’\S∂L{{’USLQSZK6WSWK’SQ’WZRUNSRXWSXWVpS6Q∂SVRS
LQSKRZSWK’SSULRUS’QW’UVSWK’SVROY’Ut



Form 1: an explicit learned regularizer

dd

[ ը=p=4UF=P¹Q[===wy\)=v[f==,==ɉ(6ɔh[s

-ɔ=A=-
Q=ĺ=-

[4Q]¹]4W5=[

Q’WZRUNSGɔ

RQ5=V[4X4U=´5Q5UF\µ

R∂]VZghCh4C∂=½=CZ²hXZCZ²h[Yh½≈C≤²h[5hhh8VZ]VZgh[∂²h∂V≈G²Y5

j[Zh…ɔo[lgh]•CVX½G•²5hhb½≤+h…ɔo[lgh½≈]•CVX½G•²5

%+²h[]Z½≈½]²YhXZC\Xh²[]•½4½Zmh[∂•\hZ+²h]Y½[YhZ²Y≈h½Xh•²CY∂²=5



How can the explicit regularizer be trained?

dv

-ɔy[U54Xf==d==-ɔy[ ˾
04]
f

Y¹5ZA==-ɔy[f=§=െXRF=Sɔy[f

0²]CYCZ²ghZYC½∂h…ɔh[∂hY²C•h–X5h
4[YYV]Z²=h9hV∂Y²C•½XZ½4hXZCZ²Xh
oYC∂|½∂≤h[Yh²∂²Y≤\h•[XXluhKY²²]²uh]•V≤h
½∂5

2∂=kZ[k²∂=ghV∂Y[••hZ+²h
Y²4[∂XZYV4Z½[∂hC∂=hZYC½∂h…ɔhK[YhK½∂C•h
Y²4[∂XZYV4Z½[∂hJVC•½Z\5

+Q…’SGɔSLVS{UR]’QpSWK’SLQY’UV’SVROY’USRQO\SQ’’∂VSLWVS}U6∂L’QWSZLWKS
U’VS’…WSWRS[t



HK6WS∂R’VSWK’SRSWLPL]’US∂RSZLWKS6SV…6O6Ug

dc

xk+1 = xk െ Ʉ [ AT(Axk െ y) + ɉ׏xRɔ(xk) ]

0²∂X[YhK[Y4²gh]V••hZ[ZCY=hZ+²h
≈²CXVY²=h=CZC5

IY½[YhK[Y4²ghZ+²h=½Y²4Z½[∂hZ+CZh
Y²=V4²Xh•²CY∂²=h½≈]•CVX½G½•½Z\5

%+²h∂²ZZ[Y|h∂²–²Yh[VZ]VZXhZ+²h
Y²4[∂XZYV4Z½[∂h³h½ZhX+C]²XhZ+²h
•C∂=X4C]²5

RS6UV’cYL’ZS/OCSRQ’S{RU…’SSXVK’VSWRZ6U∂SWK’SSURM’…WLRQVpSWK’SRWK’US
WRZ6U∂SSO6XVLVO’S6Q6WRP\t



Form 2: Learn the Proximal/Denoiser
eSUR[LP6OSLVS6SP’…K6QLVPpSQRWS´VS6UVLW\µr

d-

]π=p=[π=,=Ʉ=vjy\=െ=v[πf)======[π,t=p=SUR[Ʉɉ-y]πf

∂6W6c…RQVLVW’Q…\
}U6∂L’QWSVW’S

SULRUSfSSUR[LP6O
VW’S

repeat

1ULRUSGe[r Its proximal step

ၶ (sparsity)ۅxۅ soft-thresholding (ISTA)

TV(x) a TV-denoising problem

other priors a different correction operator

´1UR[LP6OµSQ6P’VSKRZS6SSULRUSLVS’Q{RU…’∂S³SVUR6∂’USWK6QSVS6UVLW\SRUS6Q\S
6…WLY6WLRQS{XQ…WLRQt



Learn the proximal action instead of R(x)

16

[π,t=p=mɔy=[π=,=Ʉ=v
jy\=െ=v[πf=f

R∂]VZghCh≈²CXVY²≈²∂Zk4[YY²4Z²=hGVZh½≈]²YK²4Zh]ᴷ5hh8VZ]VZghCh4[YY²4Z²=hXZCZ²h
[KhZ+²hXC≈²hX½]²5

1ɔh≈C\hG²hChyzzuhPkz²Zuh…²Xz²Zh[YhZYC∂XK[Y≈²Y5

´1²∂[½X½∂≤µh½∂4•V=²Xh∂[½X²uhC•½CX½∂≤uhXZY²C|XuhY½∂≤½∂≤h³hC∂\hCYZ½KC4Z5



zRZSLVS6SO’6UQ’∂S∂’QRLV’USWU6LQ’∂g

d/

V5S4U4W5A===P¹Qɔ=ϫwɔy[ ˾f=െ=[(ϫì

5Q]1WR15Q]A===P¹Qɔ=ϫ[Ry\c=ɔf=െ=[(ϫì

ƒ Separate: make corrupted / clean pairs, train Dɔ, freeze it, insert it in the 
loop.

ƒ End-to-end: unroll K steps and train Dɔ for this inverse task ³ task-specific 
correction, not generic denoising.

MRI loop: undersampled k-space ĺ data consistency ĺ learned 
correction ĺ repeat.



.[SOL…LWSU’}XO6UL]’USYVtSO’6UQ’∂SSUR[LP6O

dU

6ɔh[s

´SRZ(EDG(LV(WKLV([bµ

[VZ]VZXhChX4C•CY

5QW5UV=W…URXF…=׏-ɔ=¹Q=W…5=
R0√5[W¹Y5

Dɔ(x)

´SRZ(VKRXOG(T(LPSURYH(WKLV(
[bµ

[VZ]VZXhCh4[YY²4Z²=hX½≤∂C•h9h
½≈C≤²

U5SX4[5V=W…5=SUR[¹P4X=VW5S=]¹U5[WX\

?RWKS6U’SO’6UQ’∂SSULRUVtSOK’S∂’QRLV’USURXW’SLVSR{W’QS’6VL’USWRS
∂’SOR\CSLWSO’6UQVSWK’S…RUU’…WLRQS6…WLRQS∂LU’…WO\t



'RUPS3CS6S}’Q’U6WLY’SSULRU

vA

]=a=Sy]f)=====[=p=qɔy]f

arg min = ڡ
z
 D(y, AGɔ(z))

[ ը=p=qɔyڡf

Dh½XhZYC½∂²=h[∂h²[C≈]•²Xh[Kh
]•CVX½G•²hXZCZ²X5

…²4[∂XZYV4Z½[∂h½XhY²XZY½4Z²=hZ[hZ+CZh
Dh4C∂h]Y[=V4²5

3CYhXZY[∂≤²YhZ+C∂h´X≈[[Z+µh[Yh
´X]CYX²µ5

/OCSV’6U…KSRQO\S6PRQ}S6Q6WRPL…6OO\SSO6XVLVO’SLP6}’VpSWK’QSSL…NSWK’S
RQ’SWK6WSV’VWS’[SO6LQVSWK’SSURM’…WLRQVt



R…RU’SSULRUCS6S∂LU’…WLRQSWRZ6U∂SSURV6VLOLW\

vd

Vɔy[)=Wf=§=׏[=XRF=SWy[f

XRF=Sy[f׏=,=XRF=Sy\_[f׏=XRF=Sy[_\f=p׏

ƒ Input: noisy state xᴽ and noise level 
t.

ƒ Output: a vector the size of x, 
pointing to more probable states.

ƒ Gaussian noise: likelihood direction 
.A୶(y െ Ax) ן

1RVW’ULRUS∂LU’…WLRQSdSP’6VXU’P’QWS…RQVLVW’Q…\SoSO’6UQ’∂SSO6XVLVLOLW\S
³SWK’SV6P’SWZRS{RU…’VpSQRZS6VSY’…WRUVt



Training input / output summary

vc

;R∂’O Input Output Training signal

Explicit Rɔ state x scalar Rɔ(x) plausible < implausible

Learned proximal 
Dɔ ½≈]²YK²4Zh[ Ѻ corrected x

corruptedĺclean, or 
end-to-end

Generator Gɔ latent z plausible x distribution of real x

Score sɔ noisy xᴽ, t direction
clean x + controlled 
noise

”QS’Y’U\SURZSWK’S{RUZ6U∂SPR∂’OSkSLVSQRWSO’6UQ’∂S³SLWSVW6\VSLQSWK’S
VROY’Ut



How each form enters the inverse

vW

Form How it is used Intuition

Explicit regularizer
add to objective, 
differentiate

score plausibility

Learned proximal replace the proximal step correct toward plausible

Generative prior
search the generator's 
range

stay on learned manifold

Score prior add to likelihood direction
climb toward high 
probability

KS5Q]=PRVW=[X4VV=W¹P5=RQ=W…5=6¹UVW=WZR=URZV=³=W…5\=0X¹X]=]¹U5[WX\=RQ=≈v*)=
U5FXX4U¹]4W¹RQ)=?Kjv=4Q]=<?Kjv/



Plausibility must not overpower evidence

vF

ƒ Too large a ɉ or too strong a prior hides unusual but real structure (here a 
small lesion).

ƒ A strong prior can give a plausible-looking answer that no longer matches 
the measurements (1.4% ĺ 7.9% mismatch).

ƒ Keep measurement consistency explicit whenever the forward model is 
trustworthy.

)QRZQSSK\VL…VSĺSZK6WS…6QS’[SO6LQS\tSSSq’6UQ’∂SSULRUSĺSZKL…KS
’[SO6Q6WLRQVS6U’SSO6XVLVO’t



RXPP6U\CSWKU’’SZ6\VSWRSO’6UQSWK’SSULRU
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NQRZQSkSSoSSO’6UQ’∂SSULRU

V…6O6US’Q’U}\
-ɔy[f

correction
Dɔ(x)

∂LVWULVXWLRQSfSV…RU’
Sɔy[f)==׏XRF=Sɔy[f

Next: learned iterative reconstruction ³ train the prior block and 
parts of the optimizer together, while the sensing physics stays 

explicit.



3SSSq’6UQSfSjQUROOSWK’S+SWLPL]’U

|…5Q=W…5=R0√5[W¹Y5=¹V=SU¹Q[¹SX5]=0XW=U5S54W5]=QXP5U¹[4X=
RSW¹P¹]4W¹RQ=¹V=WRR=VXRZ

31



)’’SSWK’SRVM’…WLY’tSq’6UQSWK’SVROY’Ut

cv

The purpose of this section: show that a neural-network architecture 
can be derived from a known numerical algorithm ³ the most 

concrete bridge from optimization to deep learning in this course.

SULQ…LSO’∂SRVM’…WLY’p
VORZS}’Q’UL…SVROY’U

unroll K iterations
into K trainable stages

OK’S6U…KLW’…WXU’SLQK’ULWVSWK’SLQY’UV’S6O}RULWKPSU6WK’USWK6QS
V’LQ}S…KRV’QS6UVLWU6ULO\t



HK’U’S∂R’VSWKLVSVLWSU’O6WLY’SWRSq”ROkg
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2T1F”0((OHDUQ(WKH(VROYHU

OHDUQHG(SULRU0((OHDUQ([

ƒ LISTA learns how to 
optimize a sparse problem 
faster.

ƒ Learned priors learn what 
plausible x looks like.

ƒ Unrolled methods (MoDL) 
do both: A fixed, prior block 
learned, steps optionally 
learned.

OZRSLQ∂’S’Q∂’QWS6[’VCS´ZK6WSLVSO’6UQ’∂gµS³SWK’SVROY’UpSWK’SSULRUpS
RUSVRWKt



3   Learn / Unroll the Optimizer

WW

6 Gradient descent:  local slope gives the direction

V /XUY6WXU’CSSjhX²ZXhZ+²hXZ²]hX4C•²mh•²CXZhXJVCY²Xhjh(hȻ,Ȼ΍ì

c ?6…NSURSCSS=½KK²Y²∂Z½CZ²XhCh4[≈][X²=h≤YC]+hZ5Y5Z5h]CYC≈²Z²YX

d jQUROOLQ}CSSNh½Z²YCZ½[∂XhɦhNkXZC≤²h≤YC]+mhZ\½∂≤h½XhX²]CYCZ²

’ ISTA:  gradient on the data term, prox on the sparse prior

{ q”ROkCSSZ+²hR0%,h•C\²YhCXhChZYC½∂CG•²hK½∂½Z²k=²]Z+hX[•–²Y

g G6∂6USb+kCSS,h(hCYYC\h]+\X½4Xuh, o,[hെh\lh(hGC4|]Y[*²4Z²=h²YY[Y



3.a)   Gradient Descent and 
Backpropagation

KW4UW=Z¹W…=F5RP5WU\)=QRW=W…5=XS]4W5=5TX4W¹RQ

W



Gradients

-

6y[=,=ȟ[f=§=6y[f=,=6׏y[fjȟ[

ȟx = െȽ׏f(x)

6y[=,=ȟ[f=§=6y[f=െ=Ƚϫ6׏ϫee

xk+1 = xk െ Ƚ׏f(xk)

j…5=W4QF5QW=SX4Q5=¹V=4=XR[4X=X¹Q54U=PR]5Xc=
െ¹=6׏V=¹WV=VW55S5VW=]5V[5QW/

´OK’S{LUVWcRU∂’USSL…WXU’S}LY’VSWK’S∂LU’…WLRQS³SQRWSKRZS{6USWK’SW6Q}’QWS
PR∂’OSVW6\VSWUXVWZRUWK\tµ



3.b)   Step Size from Curvature

j…5=X54UQ¹QF=U4W5=¹V=QRW=0RUQ=5PS¹U¹[4XX\

B



Tangent -> direction. Curvature -> distance.

dA

f(x െ Ƚg) െ 6y[f=§=െȽԡgϫ2 + (Ƚ2/2) gTHg,     H = 2׏f

q6U}’S…XUY6WXU’SP6N’VSWK’STX6∂U6WL…SW’UPS}URZS{6VWCS6SVW’SS…6QS
RY’UVKRRWS’Y’QSZK’QSLWSSRLQWVSWK’SUL}KWSZ6\t



Lipschitz gradient: a global curvature bound

11

ϫ6׏y[f=െ=6׏y]fϫ=�=<ϫ[=െ=]ϫ

6y[=,=ȟf=�=6y[f=,=6׏y[fjȟ=,=y<Nefϫȟϫe======y]5V[5QW=X5PP4f

f(x
k+1
f=�=6y[

k
) െ Ƚ(1 െ ȽL/2)ϫ׏f(x

k
)ϫ2

RW’SSVL]’ What the bound gives

0 < Ƚ < 2/L guaranteed decrease (smooth GD)

Ƚ �hd9j standard conservative choice

0 < Ƚ �hd9j canonical safe step for ISTA

|…5Q=<=¹V=XQπQRZQA=04[πWU4[π¹QF=X¹Q5=V54U[…/



Least squares: the bound becomes concrete

dv

f(x) = ½ϫAx െ yϫ²,    ׏f = AT(Ax െ y),    H = ATA

L = ɉ
max

(ATA) = ϫAϫ
2

2     ֜     Ƚ �=tNϫAϫ
2

2

0C≈²hJVC=YCZ½4hoɊh(hduhjh(hdAuhɈh(hdAlmh[∂•\hȽh4+C∂≤²X5h%+²h•CY≤²XZk4VY–CZVY²h
=½Y²4Z½[∂hX²ZXhZ+²hXZCG½•½Z\h•½≈½Zmhv9ojfɊlh½XhZ+²hG²XZhK½[²=hXZ²]5



kS…RPPRQSPLV…RQ…’SWLRQS6VRXWSlfq

13

PLV…RQ…’SWLRQ

´Ƚ = 1/L is always the fastest 
][XX½G•²hXZ²]5µ

…RUU’…WLRQ

1/L is a standard safe choice. With 
known Ɋ and L, 2/(L+Ɋ) is the 
optimal fixed step (worst case). 
Momentum, preconditioning, line 
search ³ or learned layer-wise 
steps ³ can do better.

´OK’SO’6UQLQ}SU6W’S…6QSVWLOOSV’SWXQ’∂S’PSLUL…6OO\pSVXWSLWSLVSQRWS
born empirically. Analysis gives the scale; tuning chooses 

ZLWKLQSLWtµ

Ɉ=p=<NɊ=]5[¹]5V=…RZ=04]X\=4Q=5XRQF4W5]=Y4XX5\=VXRZV=6¹UVW1RU]5U=]5V[5QW/



OZRS}U6∂L’QWVpSWZRSMRVV

6

LQVL∂’S6QSLQY’UV’SVROY’U

 f(x) tells the algorithm how toᩴ׏
update the current estimate xᴷ.

The state x changes every 
iteration, for every new 
measurement y.

ZKLO’SWU6LQLQ}S6SQ’WZRUN

 ɅL tells backprop how to update׏
trainable parameters Ʌ.

Ʌ changes during training, then is 
frozen for inference.

minɅ L(Ʌ) = (1/N) ȭi κ(fɅ(xi), yi),     Ʌt+1 = Ʌt െ Ʉ׏ɅL

q”ROkS…RQW6LQVSVRWKCS6WSLQ{’U’Q…’SRQO\SWK’SVW6W’SXS∂6W’SU’P6LQVTS
WU6LQLQ}SVK6S’∂SLWVSS6U6P’W’UVt



HK6WSLVS[gSHK6WSLVSɅg

x  unknown quantity V5QVRUA==\=p=e[ measured  y = 10

6\y[f=p=î=ye[=െ=\fì
how badly does x explain y?

xk+1 = xk െ Ƚ �In�[

�6N�[=p=eye[=െ=\f=p=–[=െ=e\
[΋=p=L)===\=p=tL)===Ƚ=p=L/t

�In�[ at x΋ = 0:  2(0 െ 10) = െ20

[
t
=p=L=െ=L/tyെeLf=p=k x  :  0  ĺ  2

[(LV(WKH(DQVZHU(ZH(DUH(WU\LQJ(WR(FRPSXWH(
IRU(FST1(PHDVXUHPHQWo

Ƚ = 0.1: a setting we chose by hand. 
Nothing learned yet.

.xf  changes the CURRENT SOLUTION׏



LRZSP6N’SWK’SVROY’USLWV’O{SWU6LQ6VO’

[t=p=[L=െ Ƚ �In�[y[΋f Why must I choose Ƚ by 
hand?

Ƚ==ĺ==ɅhhhZYC½∂CG•² x1(Ʌ) = x0 െ Ʌ �6N�[y[΋) = 20Ʌ

with Ʌ = 0.1:  xΌ = 2

F6”T.T.L0(ZH(NQRZ(WKH(DQVZHU([i(H(≈

<yɅf=p=î=I=[ΌyɅf=െ=[(=2ì
= ½ (20Ʌ െ 5)²

�2n�Ʌ=p=yeLɅ=െ=bfȉeL=p=െAt===4W=Ʌ=p=L/t
Ʌnew = Ʌ െ Ⱦ �2n�Ʌ     (Ⱦ = 0.001)

p=L/t=െ=L/LLtyെlLf=p=toeA

Ʌ xΌ 2

6RUZ4U]A=Ʌ=]5[¹]5V=[Ό=]5[¹]5V=<

backward:  L ĺ xΌ ĺ Ʌ

ɅSSCSShtlhSĺShtlE

now xΌ = 3.2, closer to x* = 5

[h4+C∂≤²=hG²4CVX²hZ²hZ²Y²h
VROYLQ}S6SV’QVLQ}SSURVO’Pt

Ʌ changed because we were learning 
how the solver should behave.

׏
x
f  improves the ANSWER Ʌ<==¹PSURY5V=W…5=R+qP.G׏



Two gradients, two jobs

STATE UPDATE ³ solving one problem

\SdSlh
≈²CXVY²=

objective
fy(x) }]׏ x: 0 ĺ 2 ĺ «

estimated
quantity x

uRU=4=S4UW¹[XX4U=P54VXU5P5QW)=PRY5=[=WRZ4U]=W…5=VRXXW¹RQ/

PARAMETER UPDATE ³ learning the solver
(y, x*)

training 
pair

X[•–²Y
Ʌ xΌ(Ʌ)

•[XXhjh(
îȻ[Όെ[wȻì ɅL׏

Ʌ ĺ
better Ʌ

v[URVV=P4Q\=WU4¹Q¹QF=5[4PSX5V)=[…4QF5=W…5=4XFRU¹W…P=W…4W=SUR]X[5V=[/

[ Ʌ
current solution solver parameter

depends on y shared by all problems

changes at inference frozen at inference

updated by ᩴ׏f updated by ׏ɅL

Ʌ  ĺ  xΌ(Ʌ)  ĺ  L

�2n�Ʌ p=�<N�[Ό · �[ΌN�Ʌ
p=ye=െ=bf=ȉ=eL=p=െAt

Backprop: how does the error 
change if Ʌ changes?

[SLVSWK’S6QVZ’UtSSSɅS∂’V…ULV’VSKRZSWK’S6O}RULWKPSSUR∂X…’VSWK’S
6QVZ’Ut

Ʌ<=A=X54UQ=W…5=VRXY5U׏======A=VRXY5=W…5=SUR0X5P======ȉ=6ᩴ׏



Backpropagation on a tiny network

7

]=p=|[=,=0)===…=p=ɐy]f)===þ=p=Yj…=,=[)===<=p=îyþ=െ=\fe

x z K þ 2

forward: store values ĺ

ĸ backward: multiply local derivatives

Ɂþ=p=þ=െ=\========�<N�Y=p=Ɂþ=…)===�<N�[=p=Ɂþ

Ɂh = Ɂþ v

Ɂz = Ɂh ٖ ɐಅ(z)

�<N�|=p=Ɂ]=[j)===�<N�0=p=Ɂ]

Board: write Ɂþ, then Ɂh, then Ɂz ³ ask which local derivative each 
6UURZSPXOWLSOL’VtS+QO\SWK’QSZULW’S�qf�Ht



LRQ∂L{{’U’QWL6VO’SLVSQRWSWK’S’Q∂

8

Backprop needs local derivatives along the graph. ReLU (kink at 0) and 
soft-thresholding (kinks at Ʋɒ) are differentiable almost everywhere; 

autodiff uses a valid subgradient at isolated kinks.

V6…NSURSSWKURX}KS6SNLQN

fine: piecewise-differentiable 
operators train normally (ReLU 
networks, unrolled ISTA).

optimising a nonsmooth 
objective

=½KK²Y²∂Zh½XXV²ghȻ[ȻΌh+CXh∂[h
[Y=½∂CY\h≤YC=½²∂ZhCZhAh³h]Y[[½≈C•h
≈²Z+[=XhX[•–²hZ+CZhZ²Y≈h²[C4Z•\5

Ask: if ReLU is nondifferentiable at zero, why can we train ReLU 
nets? Then: should we just take a gradient of ۅxۅၶ at zero? (No.)



3t…rSSSjQUROOLQ}

Turn an iterative algorithm into a finite computation graph

14



hŶƌŽůůŝŶŐ

15

xk+1 = F(xk, y; Ʌ),        GD:  F(xk, y; Ƚ) = xk െ Ƚ׏xf(xk; y)

[
R
=p=uy=uy=ڮ=uy[

L
)=\c=Ʌf=ڮ=)=\c=Ʌf)=\c=Ʌf

x΋ v F F v xK

The nested expression is already a depth-K computation graph; y enters 
every stage.

jQUROOLQ}SLVS6SU’SU’V’QW6WLRQSV’{RU’SLWSLVS6SO’6UQLQ}SP’WKR∂tS
q’6UQLQ}S’QW’UVSRQO\SZK’QSZ’S’[SRV’SS6U6P’W’UVS6Q∂S{LWSWK’PSWRS

∂6W6t



Tied vs. untied unrolling

dF

tied: Ʌΐ = ɅΑ = ڮ = ɅK  (one recurrent cell, applied K times)

x΋ vɅ FɅ FɅ vɅ

untied: each stage has its own Ʌ෯

[΋ FɅΐ FɅΑ vɅΎ FɅΓ

Two independent 
choices

Consequence

unroll or not? explicit K-stage graph, end-to-end gradients

untie? more expressive, more parameters

tie? closer to the algorithm; extrapolates to more K

Repeated application of one layer = a tied unrolled graph.



What need leads to unrolling?

17

z[Zh´X[•–²hZ[hCYG½ZYCY\h]Y²4½X½[∂µuhGVZg

Given this distribution of sensing problems, produce a 
sufficiently accurate answer in exactly K stages, with 

predictable latency and memory.

step sizes
SU’…RQc
∂LWLRQ’UV

thresholds transforms

what data can tune inside the fixed skeleton

ƒ Learning decides how to spend a fixed computational budget.

ƒ The algorithmic skeleton keeps its model-based structure 
(forward/adjoint of A).



H6UPcXSCSO’6UQ’∂S}U6∂L’QWS∂’V…’QW

18

xk+1 = xk െ ȽkA
T(Axk െ y)        xk+1 = xk െ PkA

T(Axk െ y)

X54UQ=…RZ=64U==ȉ==X54UQ=V[4X5=,=URW4W¹RQ

Real run: least squares with Ɉ(A୶A) = 100, K = 6 learned Ƚᴷ. Error after 6 stages: 0.36 
(Ƚ = 1/L), 0.26 (2/(L+Ɋ)), 0.085 (learned). Some learned steps exceed 2/L ³ unstable 

alone, but the 6-step product is not.



3.d)   ISTA

Gradient descent plus an exact step for sparsity

19



OK’SSURVO’PSSO6LQS“bS∂R’VSQRWSK6Q∂O’S…O’6QO\

20

minx  ½ϫAx െ yϫ22  +  ɉಁxϫ1

{e[rCSVPRRWKS∂6W6S{L∂’OLW\

take an ordinary gradient step

g(x) = ɉ౹xۅၶ: nonsmooth

|x஘| has a kink at 0 ³ solve its 
step exactly

Smoothing |x| changes the problem and weakens exact sparsity.

”ROk·VS…RQWULVXWLRQSLVSQRWS´6∂∂SWKU’VKRO∂LQ}µCSLWSLVSWK’SSUR[LP6Oc
}U6∂L’QWSVSOLWS³S}U6∂L’QWSRQS{pS’[6…WSSUR[LP6OSVW’SSRQS}t



Derivation of the proximal-gradient step

21

TX4]U4W¹[=XSS5U=PR]5X=yȽ=p=tN<f

6y[f=�=6y[k) + ׏f(xk)
T(x െ xk) + (L/2)ϫx െ xkϫ²

add g, complete the square

xk+1 = arg minx (1/2Ƚ)ϫx െ (xk െ Ƚ׏f(xk))ϫ² + ɉಁxϫ1

which is a proximal operator

p=SUR[ȽɉϫȉϫΌy=[π=െ=Ƚ6׏y[πf=f

for f = ½ϫAx െ yϫ²:

z
k
 = x

k
 െ ȽAT(Ax

k
 െ y),        x

k+1
 = SȽɉ(zk

)



HK\SWK’SSUR[SV’…RP’VSVR{WcWKU’VKRO∂LQ}

22

proxɒ|·|(u) = arg minx ½(x െ u)² + ɒ|x|  =  sign(u) max(|u| െ ɒ, 0)

Separable across coordinates. By cases: x > 0 ֜ x = u െ ɒ;  x < 0 ֜ x = u + ɒ;  if 
_V_h�hɒ neither is consistent, so the optimum sits exactly at 0.

OK’S´∂’6∂S]RQ’µSLVS∂’ULY’∂pSQRWS…KRV’QS6VS6QS6…WLY6WLRQS{XQ…WLRQt



ISTA, line by line, in sensing language

23

RW’S Math Sensing meaning

1  residual rᴷ = Axᴷ െ y predicted vs. measured data

2  adjoint gᴷ = A୶rᴷ = ׏f(xᴷ) backproject the mismatch

3  smooth step zᴷ = xᴷ െ Ƚgᴷ data-consistency correction

4  prox step xᴷΕΌ = SȽɉ(zᴷ) apply the sparse prior

Input: A, y, ɉ, step 0 < Ƚ �hd9ۅAۅၷ².   Initialise x΋ = 0.   Repeat K times.

kSLVSWK’S{RUZ6U∂SSK\VL…VTSk୶SP6SVSP’6VXU’P’QWS’UURUSV6…NSLQWRS
WK’SV…’Q’TSVKULQN6}’S6SSOL’VSWK’SSULRUt



What ISTA contributes ³ and what it does not

24

ƒ Combines a smooth forward-
model loss with a nonsmooth 
convex prior.

ƒ Convergence guarantees under 
standard assumptions.

ƒ But it can need many iterations.

ƒ If A and the problem distribution 
recur, can data learn a better 
finite-depth solver?

That question is exactly the opening for LISTA.



3.e)   LISTA

Learn a finite-depth version of ISTA

25



G’ZULW’S”ROkS6VS6SQ’XU6OcQ’WZRUNSO6\’U

26

x
k+1

 = SȽɉ( (I െ ȽATA) x
k
 + ȽATy )

xk+1 = SɅ( Wey + Wsxk ),    We = ȽAT,  Ws = I െ ȽATA,  Ʌ = Ƚɉ

y We + SɅ(·) [Nce

Ws xᴷ (from the previous stage)

Linear maps + an elementwise nonlinearity: a single ISTA iteration 
already is a neural-network layer.



The LISTA move (Gregor & LeCun, 2010)

27

x
k+1

 = SɅk
( W

e
(k)y + W

s
(k)x

k
 f)=====π=p=L)=«)=R=െ 1

Train a fixed-depth feed-forward predictor that approximates sparse 
codes much faster than running the optimizer to convergence.

?Kjv=VXSSX¹5V=4=S…\V¹[4XX\=P54Q¹QF6XX=¹Q¹W¹4X¹V4W¹RQA

W
e
(k) ĸ ȽAT,      W

s
(k) ĸ I െ ȽATA,      Ʌ

k
 ĸ Ƚɉ

Training then adapts the finite sequence of updates to the 
distribution of problems seen in data.



What is actually learned?

28

Variant Learned Interpretation

Step-LISTA Ƚᴷ (and Ʌᴷ) how far to move per stage

Threshold-LISTA Ʌᴷ sparsity schedule

Structured LISTA constrained Wᩲ, Wᴼ keep the link to A

Full LISTA WᩲΉᤧΊ, WᴼΉᤧΊ, Ʌᴷ most expressive

Tied LISTA one Wᩲ, Wᴼ, Ʌ recurrent, fewer params

Untied LISTA per-layer params stage specialisation

Misconception: ´<?Kjv=X54UQV=v·ë/µ==It learns the parameters of an iterative 
sparse-inference architecture ³ still alternating a measurement-driven linear 
correction with a sparsity nonlinearity.



Training LISTA by backpropagation

29

IC½YXho\ uh[ wlgh≤Y[V∂=kZYVZ+hX]CYX²hX4²∂²Xuh[Yh+½≤+kC44VYC4\h[KK•½∂²h
X[•VZ½[∂X5h…V∂hZ+²hNh•C\²YXhK[YZCY=uhZ+²∂g

L(ȣ) = (1/N) ȭi ϫxK(yi; ȣ) െ xi
*ϫ²,     ȣ = {We

(k), Ws
(k), Ʌk}

optional deep supervision:

L(ȣ) = ȭk ɘk ϫxk െ x*ϫ²

forward:
K layers

loss at
last layer

backward:
ȣ L׏

update ȣ

KR6W1W…U5V…RX]¹QF=¹V=]¹665U5QW¹40X5=4XPRVW=5Y5U\Z…5U5=³=04[πSURS=UXQV=VWU4¹F…W=
W…URXF…=W…5=XQURXX5]=VW4F5V/



Why can LISTA be faster at a fixed depth?

30

Real run: A is 32 ǘ 64 Gaussian, 4-sparse x, ɐ = 0.01, 10 layers, numpy-trained. At 10 
stages ³ ISTA െ4.2 dB, step-LISTA െ19.6 dB, full LISTA െ24.5 dB; ISTA needs ~300 

iterations to reach െ24 dB.

kVNCS´”{S”ROkS}’WVSlhphhhSLW’U6WLRQVpSPXVWSq”ROkSZLQgµSLRS³ q”ROk·VS
edge is under a fixed inference budget.



What is preserved, and what is sacrificed?

31

preserved / encouraged

�h|∂[Z∂hK[YZCY=k≈[=²•h
XZYV4ZVY²
�h≈²C∂½∂≤KV•h½∂Z²Y≈²=½CZ²hXZCZ²X
�hK½[²=h4[≈]VZ²hC∂=h•CZ²∂4\
�h•²XXh=CZChZ+C∂hCh≤²∂²Y½4h
∂²ZZ[Y|
�h½∂Z²Y]Y²ZCG•²hXZ²]XhC∂=h
Z+Y²X+[•=X

at risk as learning grows

�h²[C4Zh[]Z½≈½]CZ½[∂h
interpretation
�h≤•[GC•h4[∂–²Y≤²∂4²h≤VCYC∂Z²²X
�hY[GVXZ∂²XXh[VZX½=²hZYC½∂½∂≤h
data
�h²CX\hZYC∂XK²YhZ+²∂h,h9h
hardware changes

The more of the layer we learn, the more speed we buy ³ and the 
more physics-derived guarantees we spend.
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