A Method to Identify Protein Sequences That Fold into a Known Three-Dimensional Structure

JAMES U. BOWIE, ROLAND LÜTHY, DAVID EISENBERG

The inverse protein folding problem, the problem of finding which amino acid sequences fold into a known three-dimensional (3D) structure, can be effectively attacked by finding sequences that are most compatible with the environments of the residues in the 3D structure. The environments are described by: (i) the area of the residue buried in the protein and inaccessible to solvent; (ii) the fraction of side-chain area that is covered by polar atoms (O and N); and (iii) the local secondary structure. Examples of this 3D profile method are presented for four families of proteins: the globins, cyclic AMP (adenosine 3',5'-monophosphate) receptor-like proteins, the periplasmic 70-kilodalton heat shock proteins, even though these protein families share no detectable sequence similarity.

A MORE DIRECT ATTACK ON THE INVERSE PROTEIN FOLDING PROBLEM was taken by Ponder and Richards (8), who adopted quite literally the suggestion of Drezler (9) and Pabo (10) that one should search for sequences that are compatible with a given structure. In their "tertiary template" method, the backbone of a known protein structure was kept fixed and the side chains in the protein core were then replaced and tested combinatorially by a computer search to find which combination of new side chains could fit into the core. A set of core sequences was thereby enumerated that could in principle be tolerated in the protein structure. In this manner, the method of tertiary templates provides a direct link between 3D structure and sequence.

The rules used to relate 1D sequence and 3D structure in the tertiary template method may be excessively rigid. Proteins that fold into similar structures can have large differences in the size and shape of residues at equivalent positions (11-22). These changes are tolerated not only because of replacements or movements in nearby side chains, as explored by Ponder and Richards, but also as a result of shifts in the backbone (13, 16, 17, 23, 24). Moreover, insertions and deletions, which are commonly found in related protein structures, were not considered in the implementation of tertiary templates. In order to describe realistically the sequence requirements of a particular fold, the constraints of a rigid backbone and a fixed spacing between core residues must somehow be relaxed.

A determination of amino acid sequences (right-hand scale) is outpacing the determination of 3D structures (left-hand scale) by a factor of 50. Also the number of structures is increasing faster than the number of folds; the cumulative number of structures deposited through 1990 is roughly twice the number of distinctly different protein folds. The number of sequences is the number deposited in the PIR database (57). The number of structures is the number of coordinate sets deposited in the Brookhaven Protein Data Bank (58), eliminating structures that differ only by a bound ligand, mutation, or space group. The number of folds is a subjective estimate of the number of "distinctly different structures," and should be regarded as having an uncertainty of at least ±20 in 1990.
Table 1. A comparison of a sequence homology search and a compatibility search with CRP. All proteins with Z scores greater than 6.0 in either the sequence homology search or the compatibility search are listed. Z score (1D) refers to the scores obtained from a sequence homology search with a 1D profile constructed with the E. coli CRP sequence. Z score (3D) refers to the scores obtained from a structure compatibility search with a 3D profile constructed from the E. coli CRP structure (38). Percent identity refers to the percentage of identical amino acids in the sequences aligned with the program BESTFIT (56). For the sequence homology search, a gap-opening penalty of 4.5 and a gap-extension penalty of 0.05 was used. For the structure compatibility search, a gap-opening penalty of 5.0 and a gap-extension penalty of 0.05 was used. In the sequence homology search, the next highest scoring protein after CRP was H1–CRP from Fowlpox virus, which has an insignificant Z score of 4.90.

<table>
<thead>
<tr>
<th>Protein</th>
<th>Z score (1D)</th>
<th>Z score (3D)</th>
<th>Percent identity</th>
</tr>
</thead>
<tbody>
<tr>
<td>cAMP receptor protein—E. coli (CRP)</td>
<td>46.53</td>
<td>72.99</td>
<td>100.0</td>
</tr>
<tr>
<td>cAMP receptor protein—Salmonella typhimurium (CRP)</td>
<td>44.13</td>
<td>72.45</td>
<td>99.5</td>
</tr>
<tr>
<td>Hypothetical 24.1–4D protein—Lactobacillus casei</td>
<td>11.84</td>
<td>12.74</td>
<td>25.6</td>
</tr>
<tr>
<td>Regulatory protein ffs—Rhodococcus equi</td>
<td>10.65</td>
<td>9.26</td>
<td>21.1</td>
</tr>
<tr>
<td>Protein kinase, cGMP-dependent—bovine</td>
<td>9.20</td>
<td>7.03</td>
<td>21.2</td>
</tr>
<tr>
<td>Protein kinase type I regulatory chain—fruit fly</td>
<td>8.24</td>
<td>—</td>
<td>22.0</td>
</tr>
<tr>
<td>DNA polymerase accessory protein 66—bacteriophage T4</td>
<td>6.52</td>
<td>—</td>
<td>20.9</td>
</tr>
<tr>
<td>Protein kinase type II regulatory chain—fruit fly</td>
<td>6.47</td>
<td>—</td>
<td>20.9</td>
</tr>
<tr>
<td>Protein kinase, cAMP-dependent, regulatory chain II—human</td>
<td>6.33</td>
<td>—</td>
<td>21.2</td>
</tr>
<tr>
<td>Protein kinase type I regulatory chain—fruit fly</td>
<td>6.15</td>
<td>—</td>
<td>20.9</td>
</tr>
<tr>
<td>Protein kinase, cAMP-dependent, type II regulatory chain—bovine</td>
<td>6.06</td>
<td>—</td>
<td>20.9</td>
</tr>
</tbody>
</table>

Overview of 3D compatibility searching with 3D structure profiles. Our method, outlined in Fig. 2, extends the link between 3D structures and sequences, but in a way that simulates the malleability of real proteins. We start with a known 3D structure and determine three features of each residue's environment: (i) the total area of the side chain that is buried by other protein atoms; (ii) the fraction of the side-chain area that is covered by polar atoms or water; and (iii) the local secondary structure. Based on these parameters, each residue position is categorized into an environment class. In this manner, a 3D protein structure is converted into a 1D string, like a sequence, which represents the environment class of each residue in the folded protein structure. We then seek the most favorable alignment of a protein sequence to the environment string.

How can this environment string be aligned to a protein sequence? The method relies on the clear preferences of each of the 20 amino acids for different environmental classes. For example, it is rare to find a charged residue buried in a nonpolar environment. Thus, by determining the environment class of a given position in a protein structure, it is possible to assign a score for finding each of the 20 amino acid types at that position in some related protein structure. We call these scores 3D-ID scores. The 3D-ID scores can then be used in a sequence alignment algorithm to find the best alignment of amino acid sequences to the environment string. The quality of alignment is taken as a measure of the compatibility of the sequence with the 3D structure. The method simulates the malleability of protein structures because no rigid tests for compatibility are applied. In particular, gaps are allowed in the alignment and unfavorable amino acids can be placed at any position, provided these low scores are overcome by enough favorable amino acid–environment pairings (high 3D-ID scores). Because the quality of the alignment to an environment string is not related to sequence similarity in any simple way, we call the sequence database searches

Fig. 2. Schematic description of the construction of a 3D structure profile (A and B) and of a 3D compatibility search of the sequence database (C). The 3D structure profile shown at the bottom of (B) is a portion of the profile for sperm whale myoglobin (Fig. 3), giving scores for only four positions of the structure (corresponding to residues 5, 6, 7, and 8) and for only 6 of the 20 amino acids.
Fig. 3. An example of a 3D profile. The example shows the first ten positions of the sperm whale myoglobin 3D profile (39). This profile was used in the compatibility search of Fig. 6. The environment group is listed for each position, followed by scores for placing each of the amino acids at that position. The actual profile is 153 positions long, the length of the sperm whale myoglobin sequence. The scores placed in each row are the 3D-1D scores of Fig. 5, multiplied by 100. The most effective gap penalties are determined empirically. In this case, gaps in helical regions were forbidden by setting very high gap penalties for the helical positions (positions 3 through 10 in the profile). In contrast, relatively low gap opening (Opn) and gap extension (Ext) penalties were used for the coil positions (positions 1 and 2).

Using the environment strings 3D compatibility searches to distinguish them from homology searches.

3D structure profiles. In order to search a sequence database for the proteins most compatible with an environment string, we used the Profile method (25, 26), which was originally developed for detecting sequence homology but is sufficiently general to be expanded to our new purpose. A profile is a position-dependent scoring table in which each position is assigned 20 scores for the likelihood of finding any of the 20 amino acids at that position. In previous implementations of the Profile method, these scores were based on information from families of sequences (27, 28). What distinguishes the present 3D structure profiles from sequence profiles is that now the profile scores are the 3D-1D scores computed from the environments of residues in a 3D structure, not from sequences.

Part of the 3D structure profile for sperm whale myoglobin is shown in Fig. 3. Each row in the 3D structure profile represents an amino acid position in the 3D structure. The second column gives the environment class of that position in the folded protein (described below). The following 20 columns give the 3D-1D score for placing each of the 20 amino acid types in the environment found at that position in the structure. The last two columns give the penalties of opening a gap and for increasing the length of the gap at a position.

All sequences in a sequence database are aligned with the 3D profile by using a dynamic programming algorithm (29, 30), which allows insertions and deletions in the alignment. Optimal gap penalties were chosen empirically. The score for the best alignment of the profile to each sequence is tabulated, and the mean value and standard deviation of best alignment scores for all sequences are computed. The match of a sequence to a 3D structure profile representing a particular protein fold is expressed quantitatively by its Z score. The Z score for each sequence is the number of standard deviations above the mean alignment score for other sequences of similar length (26). In our experience, virtually all sequences receiving Z scores greater than 7 are folded in the same general way as the structure represented by the profile.

The environment classes and 3D-1D scores. The 3D structure profile makes the connection between the 3D structure and the 1D sequence by specifying a 3D-1D score for each residue type in each environmental class. This is done as follows. Each position in the 3D protein structure is first assigned to one of 18 environment classes. Six of these represent side-chain environments, as defined in Fig. 4. The environment of a side chain is first classified as buried, partially buried, or exposed according to its solvent-accessible surface area (31, 32). The buried and partially buried residue environments are further subdivided based on the fraction of the environment consisting of polar atoms (33). The buried class is subdivided into three classes, labeled B1, B2, and B3 in order of increasing environmental polarity. Similarly, the residue positions in the partially buried class are subdivided into two types, labeled P1 and P2, in order of increasing polarity. Since we treat water as polar, exposed positions are necessarily in a polar environment. Consequently, the exposed side-chain category, labeled E, is not subdivided into polarity classes. To account for the slight preferences of certain residue types to be in particular secondary structures, residues in the side-chain environment classes are further distributed into three secondary structure types, α helix, β sheet, and other, to give a total of 18 environment classes.

The 3D-1D scores for matching the 20 amino acids with the 18 environment classes are given in Fig. 5. In general, residues with large hydrophobic side chains are found in the buried classes B1, B2, and B3, whereas hydrophilic residues are favored in the exposed class E. If, however, a buried position has a polar environment (an

---

**Table 4. The Six Side-Chain Environment Categories.**

<table>
<thead>
<tr>
<th>Side-chain environment</th>
<th>Area buried (Å²)</th>
<th>Fraction polar</th>
</tr>
</thead>
<tbody>
<tr>
<td>0.00</td>
<td>40</td>
<td>0.10</td>
</tr>
<tr>
<td>0.10</td>
<td>80</td>
<td>0.40</td>
</tr>
<tr>
<td>0.50</td>
<td>120</td>
<td>0.60</td>
</tr>
</tbody>
</table>

---

**Fig. 4.** The six side-chain environment categories. Two environmental characteristics were determined for each side chain: $A$, the total area buried in the protein structure; and $f$, the fraction of the side-chain area covered by polar atoms. If $A > 114$ Å², the residue was placed in environment class $B_1$ if $f < 0.45$, environment class $B_2$ if $0.45 \leq f < 0.58$, and environment class $B_3$ if $f \geq 0.58$. If $40 < A < 114$ Å², the residue was placed in environment category $P_1$ if $f < 0.67$ and environment category $P_2$ if $f \geq 0.67$. A residue was placed in the exposed environment category $E$ if less than 40 Å² of the side chain was buried. The determination of the cutoff values is explained in the legend to Fig. 5. The solvent-accessible surface area (31) of each atom was determined by first placing imaginary “solvent spheres” around each protein atom with a radius equal to the sum of the atom’s van der Waals radius and the radius of a water molecule. The solvent sphere of each atom was sampled at points placed every 0.75 Å. If a point was not within the solvent sphere of any other protein atom, it was deemed accessible to water; otherwise, the point was considered buried. The solvent-accessible surface area of each atom is then given by ($N_{ac}/N_{nac} A_{ac}$) where $N_{ac}$ is the number of sample points accessible to solvent, $N_{nac}$ is the total number of sample points, and $A_{ac}$ is the total area of the solvent sphere for that atom. The solvent-accessible area of the side chain is simply the sum of the solvent-accessible areas of the side-chain atoms, including the α carbon atom. The total area of a side chain that is buried in the protein is defined as the difference between the solvent-accessible side-chain area in the protein and in a Gly-X-Gly tripeptide as given by Eisenberg et al. (33). Van der Waals radii are given by Richmond and Richards (60). The fraction of side-chain area covered by polar atoms is given by $N_{p}/N_{ac}$, where $N_{p}$ is the number of sample points covered by polar atoms or exposed to solvent. Sample points covered by the side chain itself were not counted. If a sample point was within the solvent sphere of both a polar and nonpolar atom, the closer atom took precedence.
environment with potential hydrogen bond donors and acceptors), it should be less unfavorable to place polar side chains at that position. This trend is evident among the polar residues. For example, glutamine has an unfavorable 3D-1D score in the most nonpolar, buried environment B1, but scores favorably in the polar, buried environment B3. Within each environmental class, the preference for the secondary structure types generally follow the trends found in earlier studies. For example, according to the Chou and Fasman propensities (34), lysine has a higher propensity to be in a helix than in a sheet. A similar trend is seen in Fig. 5. In short, the table of 3D-1D scores provides the link of 3D structure to 1D sequence in the 3D structure profile method in the same way that the Dayhoff mutational matrix (27, 33) supplies the link between two sequences in the earlier sequence profile method (25).

3D compatibility search with a 3D structure profile for myoglobin. A demonstration that a 3D structure profile can actually detect sequences compatible with a known 3D structure is offered by the well-characterized globin family (36). In Fig. 6 the Z-scores are shown for all sequences in the database aligned to a 3D structure profile constructed from the coordinates of sperm whale myoglobin (37). As shown, 511 of the 544 globin sequences score more highly than any nonglobin sequence. The results shown in Fig. 6 from the 3D structure profile are qualitatively similar to the results of a sequence profile (25) constructed from the myoglobin sequence, but differ in two significant aspects. First, because no specific-sequence information was used to construct the profile, sperm whale myoglobin is not the highest scoring protein sequence in the database. In a sequence homology search, the sperm whale myoglobin sequence must be the highest scoring sequence as it would produce a perfect match. Second, the 3D structure profile was somewhat more selective for globin sequences than is the sequence profile computed from the sperm whale myoglobin sequence. In general we find that a 3D structure profile is less sensitive to specific sequence relations and more sensitive to general structural similarity than a sequence homology search.

3D compatibility search with a 3D structure profile of cyclic AMP receptor protein. The greater sensitivity of a 3D compatibility search over a sequence homology search in detecting distant structural relations is also seen in the case of the cyclic AMP (adenosine 3',5'-monophosphate) receptor protein (CRP). CRP is a DNA binding protein responsible for the activation of transcription when bound to the effector molecule cAMP. Its sequence is similar to those of a number of other DNA binding proteins as well as to the cAMP-dependent protein kinase family (38-42). In Table 1 the result of a sequence homology search in which a profile was constructed from the CRP sequence is compared with the result of a 3D compatibility search that made use of a 3D profile of the CRP structure. Both profiles detect significant relations between CRP and the Fnr and FixK proteins, both known DNA binding proteins, as well as a hypothetical protein from Lactobacillus casei. The 3D profile, however, also detects a structural relation between CRP and the cAMP-dependent protein kinase family that the sequence profile does not. Clearly, the 3D compatibility search is able to detect distant relations, well below the level of 25 percent sequence similarity.

| Environment class | W | F | Y | L | I | V | M | A | G | P | C | T | S | Q | N | E | D | H | K | R |
| B1 α              | 1.00 | 1.32 | 0.18 | 1.27 | 1.17 | 0.66 | 1.28 | -0.66 | -2.53 | -1.16 | -0.73 | -1.29 | -2.73 | -1.08 | -1.93 | -1.74 | -1.97 | -0.34 | -1.82 | -1.67 |
| B1 β              | 1.17 | 0.85 | 0.07 | 1.13 | 1.47 | 1.03 | 0.55 | -0.79 | -2.02 | -0.94 | -0.52 | -1.12 | -2.91 | -1.67 | -1.42 | -1.93 | -2.56 | -0.91 | -2.69 | -1.16 |
| B1                | 1.05 | 1.45 | 0.17 | 1.11 | 1.11 | 1.02 | 0.98 | -0.91 | -1.92 | 0.26 | -1.22 | -1.55 | -2.81 | -1.17 | -2.42 | -2.52 | -1.76 | -1.12 | -2.59 | -2.16 |

Fig. 5. The 3D-1D scoring table. The scores for pairing a residue i with an environment j is given by the information value (41).

3D-1D score i,j = ln(P(i,j) / Pi)

where P(i,j) is the probability of finding residue i in environment j and Pi is the overall probability of finding residue i in any environment. These probabilities were determined from a database of 16 known protein structures and sets of homologous sequences aligned to the sequence of known structure as described in Lüthy et al. (28). For each position in the aligned set of sequences, we determined the environment category of the position from the known structure and counted the number of each residue type found at the position within the set of aligned sequences. A residue type was counted only once per position. For example, if there were ten aspartates and one glycine found at a position in a set of aligned sequences, then both the Asp and Gly counters were both incremented by only one. The total number of residue replacements in our database was 8273. If the number of residues i in an environment j was found to be zero, the number was increased to one so that P(i,j) was never zero. Boundaries for the environment categories (shown in Fig. 3) were adjusted iteratively to maximize the total 3D-1D score summed over all residues in our database:

Total 3D-1D score = \sum_{j} N_i \ln \left( \frac{P(i,j)}{P_i} \right)

where N_i is the number of residues i in environment j. In this case, if N_i was zero, the number was not increased to one. Instead, that term in the sum was treated as zero.
identity, that are often difficult to detect by sequence similarity.

3D compatibility search based on ribose binding protein (RBP) from *Escherichia coli*. The 3D structure profiles confirm and extend proposals that the lac and related repressors have structures similar to those of periplasmic sugar binding proteins (43, 44). RBP is a periplasmic protein involved in ribose transport. It is a member of a family of periplasmic binding proteins that have related folding patterns, yet little sequence similarity (45). Some sequence similarity has been noted between RBP, galactose binding protein (GBP), and arabinose binding protein (ABP), although ABP is the most dissimilar of the three (45). Müller-Hill also described sequence similarity between ABP and the lac and gal repressors (43). On the basis of this sequence similarity and the known structure of ABP, a model of the sugar binding site of lac repressor has been proposed (44).

A sequence search in which a sequence profile was constructed from the RBP sequence is shown in Fig. 7A. The highest scoring proteins in the sequence homology search are indeed RBP and GBP. The next highest scoring protein is pur repressor, which is a member of the lac repressor family. On the basis of sequence similarity, however, the case for overall structural similarity between RBP and pur repressor is relatively weak. The Z score for the sequence profile is in the range (less than 7) where spurious relations can occur.

The case for similar structures is greatly strengthened with a 3D compatibility search based on a 3D structure profile made from the RBP structure with the use of coordinates provided by S. Mowbray (Fig. 7B). The two highest scoring proteins are RBP and GBP, but the next highest scoring proteins are all members of the lac repressor family. We note that they all have quite significant Z scores greater than 8. This result suggests that the effector binding domains of these repressors indeed fold in a manner similar to RBP. ABP is not a high-scoring protein, suggesting that the structures of the lac repressor family and RBP are more similar than the structures of ABP and RBP. Moreover, a 3D compatibility search with a 3D profile constructed from the ABP structure did not reveal a significant structural relation between ABP and the repressor proteins.

Thus, the RBP structure may prove to be a better model of the overall structure of the effector binding domains of the lac repressor family than the structure of ABP.

3D compatibility search with a 3D structure profile for actin. In 1990 3D structures were reported for the NH2-terminal domain of the 70-kD bovine heat shock cognate protein (HSC 70) (46) and of muscle actin in a complex with deoxyribonuclease I (DNase I) (47). Kabsch et al. found "unexpected . . . almost perfect structural agreement" between the two structures, although there is virtually no sequence similarity (47). The similarity in structure in the absence of sequence similarity would seem to present a severe test of

![Fig. 6. Results of a compatibility search for the structure of sperm whale myoglobin. Myoglobin sequences are represented by black bars, other globin sequences are represented by white bars, and all other sequences are shown in gray bars. Sperm whale myoglobin is the eighth highest scoring protein (Z score = 23.7). Gaps were not allowed in helical regions (as defined in the protein data bank file). In nonhelical regions, a gap-opening penalty of 2.0 and a gap-extension penalty of 0.02 was used.](image)

![Fig. 7. Comparison of a sequence homology search and a structure compatibility search with ribose binding protein (RBP). (A) The results of a sequence homology search with a sequence profile constructed from the E. coli RBP sequence. The bar graph shows the number of sequences that give a particular Z score. A gap-opening penalty of 4.5 and a gap-extension penalty of 0.05 were used. The highest scoring proteins in (A) are RBP1 (E. coli RBP precursor, Z score = 49.0), RBP2 (Salmonella typhimurium RBP precursor, Z score = 47.9), GBP (E. coli galactose binding protein, Z score = 8.0), Pur (E. coli pur repressor, Z score = 6.1), and ABP (E. coli arabinose binding protein, Z score = 6.0). (B) The results of a structure compatibility search with a 3D profile constructed from the E. coli RBP structure. The bar graph shows the number of sequences that give a particular Z score. A gap-opening penalty of 5.0 and a gap-extension penalty of 0.2 were used. The highest scoring proteins labeled in (B) are RBP1 (Z score = 72.2), RBP2 (Z score = 68.9), GBP (Z score = 22.2), Pur (Z score = 14.2), Mal (E. coli Mal 1 protein, Z score = 9.0), Gal (E. coli gal repressor, Z score = 8.5), and Lac (Klebsiella pneumoniae lac repressor, Z score = 8.1).](image)
3D structure profiles. Accordingly, we constructed a 3D structure profile from the actin coordinates and carried out a 3D compatibility search. The top scoring proteins are listed in Fig. 8. After the actin sequences (fgr is an actin-protein kinase fusion protein), the next five highest scoring protein sequences are all members of the 70-kD heat shock protein family, three of which have Z scores greater than 7. Thus, the 3D compatibility search clearly detects the structural correspondence between actin and members of the 70-kD heat shock protein family, a result unobtainable by a sequence homology search.

Relating 1D sequence and 3D structure. Prediction of protein structures from sequences requires a link between 3D structures and 1D sequences. In our method, this link is provided by the reduction of a 3D structure to a 1D string of environmental classes, that is, at the level of sequences. After this first step, the complexity of 3D space is eliminated, but the 3D-1D relation at the heart of the protein folding problem is preserved in the 3D structure profile. That related sequences can be detected by 3D profiles, which contain no direct information about amino acid type, might seem surprising. This result suggests that the environmental classes based on area and polarity are important parameters of folding.

In order to predict protein structures that are only distantly related to some known structure, some way of simulating the proteins by using insertions in line structure. Thus, the usinc spcciEc bold Relating 68kD Heat shock cognate protein-bovine structure profiles. Accordingly, we constructed a xqucnccs. In JULY order to predici protein compatibilitv searches should provide a useful complement to the structural relations that may bc recognized. Finally, the structure predicted from a 3D profile is essentially the structure of the protein from which the profile is constructed. Obviously some procedure of energy refinement is necessary to adapt this crude, starting structure to a more accurate structure. Despite these limitations, 3D compatibility searches are clearly able to detect structural relations that may not be apparent by sequence similarity. Thus, compatibility searches should provide a useful complement to sequence homology searchers in our attack on the inverse protein folding problem.

REFERENCES AND NOTES

5. M. Go and M. Nokita, ibid., p. 915.
17. ibid., 745 (1987).
59. Abbreviations for the amino acid residues are: A, Ala; C, Cys; D, Asp; E, G1u; F, Phe; G, Gly; H, His; I, Ile; K, Lys; L, Leu; M, Met; N, Asn; P, Pro; Q, G1n; R, Arg; S, Ser; T, Thr; V, Val; W, Trp; and Y, Tyr.
63. We thank W. Kabasch, K. C. Holmes, S. Mowbray, and F. Quiocho for permission to compute 3-D profiles from undeposited coordinates; D. George for information on the number of sequences deposited in each release of the PIR database; A. McLachlan, J. Miller, A. Olson, and J. Perry for discussion; and NIH and the Lila Avercomb Hauen Charitable Trust for support. J.U.R. is a DOE-Biosciences Research Fellow of the Life Sciences Research Foundation.

29 March 1991; accepted 31 May 1991