Profile analysis: Detection of distantly related proteins

Sequence comparison/protein structure/immunoglobulin structure

Michael Gribskov*, Andrew D. McLachlan†, and David Eisenberg*

*Laboratory of Molecular Biology, National Institute of Arthritis and Metabolic Diseases, National Institutes of Health, Bethesda, Maryland 20892; †Medical Research Council, Laboratory of Molecular Biology, Hills Road, Cambridge CB2 2QH, England

Communicated by Paul Boyer, February 17, 1987 (received for review November 19, 1986)

ABSTRACT Profile analysis is a method for detecting distantly related proteins by sequence comparison. The basis for comparison is not only the customary Dayhoff mutational-distance matrix but also the results of structural studies and information implicit in the alignments of the sequences of families of similar proteins. This information is expressed in a position-specific scoring table (profile), which is created from a group of sequences previously aligned by structural or sequence similarity. The similarity of any other sequence (target) to the group of aligned sequences (probe) can be tested by comparing the target to the profile using dynamic programming algorithms. The profile method differs in two major respects from methods of sequence comparison in common use: (i) Any number of known sequences can be used to construct the profile, allowing more information to be used in the testing of the target than is possible with pairwise alignment methods. (ii) The profile includes the penalties for insertion or deletion at each position, which allow one to include the probe secondary structure in the testing scheme. Tests with globin and immunoglobulin sequences show that profile analysis can distinguish all members of these families from all other sequences in a database containing 3880 protein sequences.

Our ability to determine the three-dimensional structures of proteins has been outstripped by our capacity to determine amino acid sequences from DNA sequences. New ways of inferring structure from sequence are needed, and a promising method is sequence comparison (1-3): if a newly discovered sequence is sufficiently similar to the sequence of a protein of known structure, we can infer that the two proteins have similar structures (e.g., see refs. 4 and 5). One problem in making such an inference is deciding what degree of sequence similarity is necessary to infer structural similarity (6, 7). A different problem, which we address in this paper, is the detection of similar but distantly related proteins.

This problem is illustrated by the globin family (8). The globin polypeptide chains from organisms as diverse as humans, insects, and plants are folded in the same general three-dimensional pattern, yet there are only two positions within the 150 residues of the chain that contain the same amino acid in all globins. That is, this 'globin fold' is encoded in many different amino acid sequences, some differing from others in as many as 130 positions. Any single globin sequence represents just one realization of the globin fold. In attempting to decide whether an amino acid sequence encodes the globin fold, we need a pattern or 'profile' that represents the fold. The profile described below represents the fold as a position-dependent scoring matrix, giving our best estimate of the likelihood that each amino acid can fit into the known fold.

Common methods for detection of similarity depend on pairwise alignment of sequences—for example, the dot matrix method (9, 10) or dynamic programming methods (11-14). Another class of methods are the rapid database searching methods (15, 16). All of these normally test every sequence in the database independently against a single probe sequence without using information implicit in the alignments of families of related sequences or including information available from structural studies. [An exception is the family comparison dot matrix method (9), which, however, does not allow for insertion or deletion.] Profile analysis brings in both structural and family information at the expense of a modest increase in computation time.

METHODS

Construction of the Profile (PROFMAKE). Profile analysis has two steps (Fig. 1a): (i) construction of the profile with the program PROFMAKE, and (ii) comparison of the profile with a database of sequences or a single sequence (program PROFANAL). The starting point for the creation of a profile is a sequence or group of sequences (the probe). This probe is usually a group of typical sequences of functionally related proteins that have been aligned by similarity in sequence or three-dimensional structure. Each sequence can be given a weight, which is useful when several of them are very similar. It is also possible to make a profile from a single sequence if additional information is used.

The profile is a sequence position-specific scoring matrix \( M(p,a) \) composed of 21 columns and \( N \) rows (\( N = \) length of probe). The row \( p \) corresponds to a sequence position of the probe. The first 20 columns of each row specify the score for finding, at that position in the target, each of the 20 amino acid residues. An additional column contains a penalty for insertions or deletions at that position (Fig. 1b). In PROFMAKE, the profile is generated from the probe by using a comparison table derived from the mutational distance matrix (MDM78) of Dayhoff (17, 18). The value of the profile for amino acid \( a \) at position \( p \) is \( M(p,a) = \Sigma_n \delta \times Y(a,b) \times W(p,b) \times Y(b,p) \), where \( Y(a,b) \) is Dayhoff's matrix and \( W(p,b) \) is a weight for the appearance of amino acid \( b \) at position \( p \). This weight is determined as follows: Suppose that amino acid \( b \) appears \( n(b,p) \) times in position \( p \) in the \( N_b \) probe sequences. Then a simple average weight is given by \( W(b,p) = n(b,p)/N_b \). Another useful weighting (19) is to take \( W \) as proportional to \( \log(n(b,p)/N_p) \), setting \( n(b,p) = 1 \) for any amino acid that never appears at \( p \). This logarithmic weighting may be better when there are several closely related sequences, but the simple weighting is used for the examples given in this paper.

The profile specifies position-dependent penalties for insertions and deletions. Insertions and deletions in families of aligned homologous sequences tend to occur more frequently in regions between segments of regular secondary structure than within them. This is encoded in the 21st column of each row of the profile by a penalty for insertion/deletion of the corresponding probe residue. This penalty can be set high to

The publication costs of this article were defrayed in part by page charge payment. This article must therefore be hereby marked "advertisement" in accordance with 18 U.S.C. §1734 solely to indicate this fact.
prevent insertions inside known regular secondary structural elements and set low to allow insertions in regions where insertions are observed in the probe. By setting the insertion/deletion penalty to zero at a given position, an insertion or deletion of any size is permitted. The penalty applied, PEN, for creating a gap during the match of profile to target is given by PEN = PEN' (OPEN + EXN x L) in which PEN' is the penalty given in column 21 of the profile, L is the number of residue positions in the gap, and OPEN and EXN are the penalties for gap opening and gap extension supplied interactively by the user of PROFANAL. In the examples of Fig. 2, OPEN was taken as 5 and EXN as 0.1. The value of the penalty at position p in the profile, PEN'(p) is computed in relation to the highest score YMAX in our modified version (18) of the Dayhoff matrix Y and the length of the longest gap LMAX(p) in the probe that includes position p as follows: PEN' = YMAX/OPEN + EXN + LMAX(p).

A consensus sequence C(p) is generated at each position of the profile to aid the display of alignments of target sequences with the profile. The consensus residue c is the amino acid at positions 31-47 of the profile are omitted for details). The profile is shown in the box. The rightmost column of the profile gives the penalty for insertion/deletion (+/−). Positions 31-47 of the profile are omitted for clarity. Notice that where gaps appear in some of the probe sequences, the insertion/deletion penalty is lower than elsewhere.

![Diagram](image-url)
Alignment given replacement scores and penalties for insertions and deletions (11–14). The major modifications to these algorithms for use with profiles lies in the scoring system. In the unmodified algorithm, the score at a given position in the alignment score matrix is based on the comparison of the amino acid residues at the corresponding positions in the two sequences. In profile analysis, the score is read from the column of the profile corresponding to the amino acid residue in the target sequence and the row corresponding to the position in the probe.

For the comparison of a single sequence to a profile, we generally use the local homology method of Smith and Waterman (12). In contrast, for dot matrix plots and database searches, we use the forward/backward matrix method (18). To simplify inspection of results, a traceback of the alignment is not generated; only the highest score or, for dot plots, scores above a specified threshold, are retained.

Equipment. The experiments described below were performed on a Digital Equipment (Maynard, MA) VAX-11/780 under the VAX VMS operating system (version 4.3). The computer has 16 Mbytes of memory and a floating point accelerator. Most sequences were obtained from the National Biomedical Research Foundation PIR database. For a profile of 45 residues, the PIR database of 3800 sequences can be searched in ~20 central processing unit min.

RESULTS

Globins. We have tested the ability of profile analysis to detect distantly related proteins by searching the PIR database with profiles for two protein families. Fig. 2a shows results for the globin family. The profile was made from five representative globin sequences aligned by structural criteria (21): human α-hemoglobin, rhesus monkey β-hemoglobin, human myoglobin, lamprey cyanohemoglobin, and soybean leghemoglobin. The scores for globin sequences are in every case greater than scores for nonglobin sequences. Even globins distantly related to the group used to make the profile—e.g., erythropoietin and other monomeric globins of plants and invertebrates—are distinguished from nonglobin sequences. All scores for globin sequences, including the newly sequenced bacterial hemoglobin (22), are at least 2.4 SD above the mean of the nonglobin sequences.

For comparison, we searched the database with the Lipman–Pearson FASTP (15, 16) algorithm using human α-hemoglobin as a probe. The FASTP program selected 244 of the 271 globins in the database for score optimization. Even after score optimization, the leghemoglobins could not be clearly distinguished from nonglobin sequences.

Immunoglobulins. A second test of profile analysis was performed for immunoglobulin variable regions. The profile (Fig. 1b) was made from a 45-residue segment of four immunoglobulin variable-region sequences, two from heavy-chain sequences and two from light-chain sequences. This profile detected all the variable regions in the PIR database (Fig. 2b). The only sequence entries with scores greater than the lowest variable-region sequence are those of the α and β subunits of the T-cell receptor. These proteins are thought to be homologous to immunoglobulins (23), which is consistent with their scores. The FASTP program, when used with a 45-residue heavy-chain probe, detected heavy-chain variable regions but also picked out some other variable-region sequences.

---

DISCUSSION

Selectivity of Profile Analysis. An ideal method for detecting homologous proteins would separate a database of sequences into two groups with no overlap in scores between them: the homologous proteins and all other proteins. Fig. 2 suggests that profile analysis is powerful by this criterion. This selectivity comes from (i) the information implicit in aligned sequences, encoded in the flexible scoring system of the profile, and (ii) the ability of dynamic programming methods to position gaps, as guided by the penalties in the profile. The essence of the profile is that both the gap penalty and amino acid preference are position dependent. The position-dependent gap penalty introduces structural information, such as the known locations of secondary structure elements. The position-dependent amino acid preference introduces information about the character of the allowed side chains in each position.

Comparison with Other Methods. The profile method is useful for learning whether a protein sequence belongs to a known family of sequences. The method differs from both rapid database methods and dynamic programming methods in that these methods are designed for pairwise, rather than family, comparisons. Dynamic programming methods have been applied to align three sequences but may be hard to apply for large numbers of sequences. With dynamic programming methods, information from a family of proteins can be included by comparing the members of the family by two or three and then synthesizing an overall alignment from the individual alignments. This tedious process is replaced in profile analysis by the position-specific scoring table.

The profile method shares characteristics of template methods. Template (20, 25) or fingerprint (27) methods fit a sequence to a rigid pattern of amino acid residues with no gaps allowed. This rigidity can be softened by breaking the template into segments separated by variable-length regions where any residue is allowed (functionally equivalent to gaps). The size of these regions is determined either by fitting each segment independently and checking that the order and spacing of the segments is reasonable (20), or by making a different template for every possible allowed spacing (27). A template can be considered a special case of a profile in which any amino acid occurring in the probe sequences is given a score of 1.0, and in which the insertion/deletion penalty is set high in regions corresponding to segments (to prevent gaps), and low in the regions between segments. In contrast, profile analysis assigns positive scores even to target amino acid residues that are not observed in the probe and permits gaps within segments if a much better alignment can be obtained. Profile analysis thus includes template and fingerprint methods as special cases.

Extensions of the Method. Any set of properties that can be represented as similarity or difference scores for pairs of amino acids can be used to construct profiles. The scoring system used in the examples shown here is based on observed frequencies of replacement in homologous proteins. Other properties such as hydrophobicity, $\alpha$ or $\beta$ structural preference (28), or side-chain volume can be used as scoring tables. A possible eventual use for the profile method is to infer information on three-dimensional structure from sequence. Creation of a set of profiles for a variety of protein families will offer a library of structural motifs. Comparison of any newly discovered sequence with the library may yield information on structural motifs within the protein.

Copies of this program may be obtained from the authors at the University of California at Los Angeles. Programs are available in a format compatible with the University of Wisconsin Genetics Computer Group (UWGCG) software package or in an independent implementation. Program development was aided by the UWGCG procedure library (26).

We thank Drs. A. M. Lesk and C. Chothia for discussions of their template method for comparison. This work was supported by grants from the National Science Foundation (PCM 82-07250), National Institutes of Health (GM 31299), the University of California Biotechnology Research and Education Program, the Simon Guggenheim Foundation to D.E., and the National Cancer Society (PF-2649) and Lita Annenberg Hazen to M.G.