
CMSC764 Homework 6: Due Thurs, April 28

Some of the question below have instructions in bold that require you to make plots or answer
questions. Create a short pdf document called “hmwk6.pdf” with your answers for each question.
You don’t need to make an elaborate writeup, just put your plots into the pdf with labels indicating
what they are, and answer questions when prompted. Turn in your code along with the pdf
on the gradeserver.

1. Write an “unwrapped ADMM” solver for the support-vector machine problem

minimize
1

2
‖x‖2 + Ch(Ax)

where h(z) =
∑

i max{1 − zi, 0} is the hinge loss function, and A = LD is the product of the
(diagonal) label matrix with the data matrix. If the ith training vector is di and has binary
(±1) label li, then the ith row of A is lidi.

Your solver should use the change of variables y ← Ax. Then find a saddle point of the (scaled)
augmented Lagrangian

Lτ (x, y, λ) =
1

2
‖x‖2 + Ch(y) +

τ

2
‖Ax− y + λ‖2

where λ is a vector of Lagrange multipliers. Proceed by the following steps.

• Minimize for x:

xk+1 = arg min
x

1

2
‖x‖2 +

τ

2
‖Ax− y + λ‖2.

This requires solution of a linear system (a least-squares problem with a ridge penalty).
Use a Cholesky factorization to solve the system, and cache the factorization so that it is
only computed once.

• Minimize for y: This can be done easily if you know the proximal operator of h(·) which
is given by

proxh(z, δ) = arg min
u

h(u) +
1

2δ
‖u− z‖2.

The solution can be written entry-wise as

proxh(z, δ)k = zk + max{min{1− zk, δ}, 0}.

• Finally, update λ. Remember, if you’re using the scaled ADMM then you don’t use the
stepsize parameter when updating λ.

Use your method to solve a classification problem with 20 features, and N vectors (you can
pick N). Create a convergence curve that plots the residuals vs iteration count.
The primal and dual residuals for this problem are given by

pk = ‖Axk − yk‖

dk = ‖τAT (yk − yk−1)‖.
Automatically stop your iteration when residuals get “small.” One possible stopping rule is

to stop when pk ≤ 10−3 maxi<k p
i, and dk ≤ 10−3 maxi<k d

i. However you may also just stop
when pk, dk < ε for some small ε.

Choose a reasonable value for τ that gives good performance. How big can you make N
and still have the solver terminate within 30 seconds?
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2. (a) (Matlab only) Solve the SVM problem using the built in Matlab command svmtrain(D,l).

Use the largest value for N that worked for your ADMM code. Which code is more
efficient? Which code do you prefer?

(b) (Python only) Solve the SVM problem using the Python class sklearn.svm. You will
need to run a sequence of commands that looks like this:

from s k l ea rn import svm
data = . . . # d e f i n e data
l a b e l s = . . . # d e f i n e l a b e l s
c l f = svm .SVC( )
c l f . f i t ( data , l a b e l s )

Which code is more efficient? Which code do you prefer?

3. In this exercise, you will create a PDHG solver for a simple image segmentation problem. For
a reference on PDHG, see the paper “Adaptive Primal Dual Splitting Methods for Statistical
Learning and Image Processing”.

Create a simple test image u, for example by calling phantom() in matlab or by creating a
black image with a white blob in the foreground. Add some noise to the image so that a good
segmentation can’t be achieved simply by pixel thresholding. Define the force vector

fij = (uij − C1)
2 − (uij − C2)

2

where C1 and C2 are the estimated foreground and background intensity of your image. In
practice you would choose these values using K-means, but you can just pick them by hand. The
vector f is negative at pixels that lie closest to C1 and positive at pixels that lie closest to C2.
Try thresholding f and plotting the results. In Matlab you can do this by calling imagesc(f>0).
Make sure you added enough noise that thresholding gives you a junky segmentation.

Now, segment the image by solving the (very simple) graph-cut formulation

minimize |∇x|+ 〈x, µf〉
subject to − 1 ≤ xij ≤ 1

for some scalar µ that controls the relative strength of the TV regularization. Note that this
is equivalent to the saddle-point formulation

min
x

max
y

χ[−1,1](x) + 〈y,∇x〉+ 〈x, µf〉 − χ[−1,1](y)

where χ[−1,1] is the characteristic function

χ[−1,1](z) =

{
0 if ‖zij‖∞ ≤ 1

∞, otherwise
.

Write a PDHG solver for this problem. Use either a backtracking stepsize rule, or choose
reasonable stepsizes to guarantee convergence. Choose stepsize parameters and µ so that you
get a nice segmentation. You can visualize the segmentation by calling imagesc(x>0).

Your writeup should include an answer/plot for each of the following:
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• What is the stepsize restriction for this problem? (Hint: the answer is στ < C, but you
need to figure out the value of C.) Use specific numbers - you may not use matrix norms
in your answer.

• Plot the simple thresholding of f.

• Plot the final segmentation

• Plot the residuals to verify convergence
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