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Outline of Session
Introduction to Utility Evaluation
15 minutes

Dataset generation
45 minutes

Metrics
45 minutes

Assignment debriefs
15 minutes

Break
30 minutes

Hands on evaluation of Jigsaw
2 hours (including lunch)

Presentation of results
45 minutes (15 minutes prep + 30 minutes presentation)

Summarization
15 minutes

Types of Evaluation
Systems can be evaluated with respect to many criteria. Categories include:
Reliability of the code
Maintainability of the code
Accuracy of the code with respect to functional requirements
Interoperability of the system with other software
Usability of the system
Utility of the system
Verification and Validation.
“Verification is a quality process that is used to evaluate whether or not a product, service,
or system complies with a regulation, specification, or conditions imposed at the start of a
development phase. Verification can be in development, scale-up, or production. This is
often an internal process.” [Wikipedia definition] Did you build the system right?
“Validation is the process of establishing documented evidence that provides a high
degree of assurance that a product, service, or system accomplishes its intended
requirements. This often involves acceptance and suitability with external customers.”
[Wikipedia definition] Did you build the right system?

Utility Evaluation
Our work in evaluation is primarily concerned with the
utility of a system to the intended users.
This can be considered a component of validation.
Example: desktop conferencing system one: many

Why do Utility Evaluations?
Why do you acquire new software systems? (Vote for
one)
Because they are cool
Because the price is right
Because they are easy to use
Because they promise functionality that is useful to you
Hopefully you voted for the last option. The other three properties
are necessary but not sufficient!

What is Needed for Utility Evaluations
A system
Does not have to be complete
Different aspects of the system can be evaluated and refined

Users or user surrogates
Users are essential to the process
But we can make use of user requirements/ surrogates that are similar to users in the particular functionality we
are evaluating

Data
If we want to know how well various tasks can be completed with the system, we need to know the answers for
these tasks

Metrics
Metrics must be relevant to the users.
Qualitative and Quantitative measures are important.
Example: Harbor Police in Seattle Airport

Methodology
Encompasses all the above – and includes how we collect the necessary information for instantiating the
metrics.

Example: VAST Contests (Challenges)

VAST contest (switched to Challenge in 2008)
Provides a dataset with GROUND TRUTH; an analysis problem;
quantitative and qualitative metrics; specifications for what
participants are to submit; a judging team comprised of analysts,
usability experts, and visualization experts.
http://www.cs.umd.edu/hcil/VASTchallenge08/

Overview of VAST Contests/Challenge

VAST Contests conducted in 2006 and 2007
~8 entries each year; marked improvement in entries in 2007

VAST 2008 Challenge
Allowed participants to solve mini challenges or grand challenge
Moved from “winners” to sharing information of successes/failures

Scenarios
Ranged from “whodunit” to illegal and/or terrorist activities to analyzing participants and activities of a particular radical group

Datasets
Not terribly large (1500 small documents)
Heterogeneous
Includes photos, cartoons, blogs, wiki edit data, spreadsheet data, geospatial data

Submissions included:
Answers to specific questions, analytic debrief, process description, video

Feedback provided on entries included:
Quantitative: accuracy regarding ground truth
Qualitative: quality of debrief; utility of visualizations; quality of visualizations
Feedback provided by analysts, usability experts, visualization experts

Lessons Learned from Contests
Participants feel it is a lot of work but well worth the effort
Much of it is iterative
Documentation is time consuming

Metrics for assessing qualitative measures are continually being refined
Different experts provide different views; combining these into good feedback is difficult
Accuracy measures are easier; attempting to do more of this automatically

Rewards for entering
Interactive session
Papers / posters
Participant session to exchange information
Panel at VAST symposium
Recognition for exceptional work

VAST 2008 challenge entries are being judged this week
Summary of mini challenge/ grand challenge entries for this year

Q&A

Any questions so far?

National Visualization and Analytics Center
Threat Stream Generator

Synthetic Data for the
Testing and Evaluation of
Visual Analytics Applications
Numerous sophisticated software tools are
being offered to analysts to support their roles
in protecting national security. But the quality
and utility of these tools is often unknown.
The NVAC Threat Stream Generator project
creates evaluation datasets with embedded
threats based on a scenario, so that testing can
be performed against known ground truth.

What is synthetic?

Mickey

Hamas TV Mickey?

Examine the motivations for creating something similar to something else.
Why would a group create a knockoff Mickey?
Why is there a need for synthetic data?

Motivation
Acceptable test data is difficult for analytic
software development teams to come by…
• Developers usually don’t have access to classified
data. Pre-analyzed unclassified data leads to
Historian’s fallacy (20/20 hindsight).
• Analysts are too busy to help developers create data
• TSG data overcomes both of these obstacles by providing
realistic, unclassified data that has been created by teams of
computer scientists and professional analysts

Approach
TSG project involves a process and software to create
realistic test data. We start by aligning the analytic
challenge and the dataset.

Process
Dataset creation involves analysts throughout the process

Mapping Scenarios into Data
Scenario concept and threat definition Æ expressions in data

Techniques for Generation
Expressions in data Æ threat and environment datasets

Ensuring Scenario Fidelity
Threat and environment datasets Æ calibrated data

Appropriate Structures: Large Graph Generation
Other examples: Flights and airports, infectious
diseases, Internet topology, protein-protein
interactions, earthquake networks…

Avoiding Inappropriate Structures?
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Datasets: Our Successes
Bioterrorism, Illegal Border Crossing, Drug Smuggling,
and Exotic Animal Trafficking scenarios available. Text,
Numeric, Multivariate, and Mixed Data formats
Challenges: social network analysis, cross-dataset
discovery, disambiguation, deception detection, large
dataset size, non-standard data (blogs, cartoons), missing
data, time sequencing

VAST 2007 Contest: Animal Tales
An animal rights activist has left clues to a bioterrorism threat in his blog.
Analysts are provided with pieces of a puzzle and are tasked to create
hypotheses and find supporting evidence. Some key questions to answer:

Socialite Luella Vedric is highly
networked, but is she involved with
anything nefarious?

How is the Assan Circus, operating out
of Africa, supplying private US exotic
animal sanctuaries?

What’s causing the strange malady of
exotic fish delivery persons in Miami?

Who in the AJL, an Internet-enabled
radical animal rights group, is
carrying out a bioterror threat?

The Data
1200 news stories from an Animal Rights newsgroup
Photos of people, meetings
Blogs
Exotic animal import records (multivariate)
Fact sheets with relevant background information

VAST 2007 contest dataset

Applied Visual Analytics
Contestants were required to submit an answer sheet (tell who, what, when, where,
why, and how), a 2 page narrative report, and a video demonstration of their tool in
action.

Winners
First place, Corporate Category
Applied Analysis with nSpace and GeoTime
Pascale Proulx, Lynn Chien, Adam Bodnar, Kaleb Ruch and William Wright
Oculus Info Inc.

First Place, Student Category
Visualizing Relationships in a Diverse Data Collection
Summer Adams and Kanupriya Singhal, Georgia Institute of Technology
Second Place, Corporate Category
DECIDE™ Russell A. Lankenau, M. Andrew Eick, Alexander Decherd, Maxim Khailo, Phil Paris, and
Jesse Fugitt SSS Research, Inc.

Results published in conference proceedings

Real-Time Collaborative Analysis
Analysts paired with tool builders in a two hour challenge at the symposium

Learn from the Contests and Submissions!
2006 and 2007 materials are posted on the contest
website and linked to the Information Visualization
Benchmark Repository
http://www.cs.umd.edu/hcil/VASTcontest06/ or 07/
2008 VAST Symposium is during VisWeek (October 10 –
24) in Columbus:
http://vis.computer.org/VisWeek2008/vast/

Q&A
Any questions about dataset generation?

User-Centered Metrics
First: We are focused on user-centered, hierarchical metrics
User-centered so analytic community can see value of using software
Hierarchical so that we can provide feedback to researchers to help improve their systems

Why are we developing visual analytic environments?
Analysts will be able to produce better quality products in the same or less time with less effort
Review more relevant data
Identify patterns in the data
Investigate more hypotheses
Have more confidence in their recommendations
Lower level metrics
Utility of the visualizations
Quality of the visualizations
Usability of the interactions
Utility of the interactions
Other aspects
Provides for collaboration
History mechanism
Ease of importing/exporting data
Scalability

Metrics
Metrics in general vs. metrics used in the contest / challenge
Today we are going to talk first about metrics for visual analytic
environments IN GENERAL
Contest limits us because we have only the answers, debriefs, and
process descriptions to use in our evaluation

Metrics also need to be validated
Are the top-level metrics applicable to analysts and management?
How do the top-level metrics correspond to the lower level metrics?

Better Quality Products
What are attributes of a good analytic product?
First of all, these attributes should apply to any form of product (text,
visual, audio, etc.)
Should clearly say:
what is known
what is not known
what is fact and what is analyst interpretation / added value
where the information was found
the uncertainty associated with any information
the recommendation and the confidence level in that
recommendation.

From Intelligence Essentials for Everyone, Lisa
Krizen, 1999
Accuracy: Were all sources and data free of technical error, misperception, and
hostile efforts to mislead?
Objectivity: Were all judgments free of deliberate distortions and manipulations due to
self-interest?
Usability: Was all production issued in a form that facilitated ready comprehension
and immediate application? Were products compatible with the customer’s capabilities
for receiving, manipulating, protecting, and storing the product?
Relevance: Was information selected and organized for its applicability to a
customer’s requirements, with potential consequences and significance of the
information made explicit to the customer’s circumstances?
Readiness: Are intelligence systems responsive to the existing and contingent
intelligence requirements of customers at all levels of command?
Timeliness: Was intelligence delivered while the content was still actionable under the
customer’s circumstances?

IC Analytic Standards
Objectivity
Independent of Political
Considerations
Timeliness
Based on All Available
Sources of Intelligence
Exhibits Proper Standards of
Analytic Tradecraft

Blue = From IRTPA (2004)
Green = From ASEAG
UNCLASSIFIED

Standards of Analytic
Tradecraft
Specifically:
1. Properly describes quality, reliability
of sources
2. Properly caveats and expresses
uncertainties or confidence in
analytic judgments
3. Properly distinguishes between
underlying intel and analysts’
assumptions, judgments
4. Incorporates Alternative Analysis
where appropriate
5. Relevance to US national security
6. Logical argumentation
7. Consistency, or highlights change
8. Accurate judgments, assessments

How to Compute Metrics?
Quality of an Analytic Product

Analysts’ ratings
Analysts can read a number of debriefs on the same subject,
provide ratings and comments on the different aspects that make
up a good report
Supplement this with:
Assessment of the accuracy (if ground truth is known)
Time it took the analyst to prepare the report
Number of hypotheses investigated
Analyst confidence in recommendations

How to Compute Metrics?
Accuracy Measures

In addition to the debrief, when ground truth is known we can ask
specifics:
Who?
When?
Where?
What?

Questions of course have to be modified based on the type of
scenario (whodunnit, terrorist vs. illegal activities, social networks,
etc.)
Positive scores for correct answers, penalties for extraneous answers

How to Compute Metrics?
Interaction with the System

Accuracy and debrief metrics measure the end product of
the system.
The quality of the visualizations and the interactions with
the visualizations are also important to assess the utility
to the process.
Next slides discuss possible ways to evaluate these.

Quality of Visualizations
Example: Charts (based on SAP Design Guild
http://www.sapdesignguild.org/community/book_people/visualization/visualization.asp)
Charts are used for overviews
Choose the right chart for the right purpose

Example, Cont.
Line Chart – from SAP
Figure 4: Line chart
Layout Recommendations
Use the Y axis for variable (dependent), the X axis for fixed (independent) information
For comparisons of data sets, draw each data set as a graph of its own in a common
line chart (not more than 4-5 graphs - otherwise split data sets into several charts:
For example, compare the most important graph with every other graph
Plot the most important graph against a small set of other relevant graphs
There are no rules for the interval size of the axes; however, the graph should be neither too
steep nor too flat
Label each graph, if possible (otherwise use keys)
If appropriate, display a reference line
For multiple graphs: Use symbols for the data points to visually set the graphs apart; make the
symbol 2-3 times larger then the line
Look
If there are several graphs within one chart, use colors or line styles to distinguish the lines
(care for overlapping graphs)
Emphasize the most relevant graph, if applicable, by using the most striking color or the
thickest lines for it
If lines cross each other, interrupt the background lines
Special Variants
Graph with double-logarithmic or half-logarithmic scale divisions
Graph with variance bars, stock charts (High/Low/Close) etc.

Problems with Charts
Problems with Scales and Axes
Improper use of scales and axes may lead to misinterpretations of charts.
Do not exaggerate differences by shifting the X axis to a higher (or lower for
negative values) level.
Example: If the X axis is shifted to a value of 15, the difference between 16
and 17 seems to be very large, although it is less than 10%.
Do not minimize differences by choosing a range that is too large for the actual
values.
Example: Do not use a range so that the values only fill only 20% or less of the
chart.
Do not use a scale that leads to wrong interpretations.
Example: A logarithmic scale may minimize relevant differences.
Do not use different scales on charts that are to be compared; different slopes
for identical changes may lead to wrong conclusions.

Problems with Charts, Cont.
Optical Effects
Optical effects may lead to distortions, and thus to misinterpretations of charts.
Care for distortions in areas or volumes. Do not vary both width and height.
Example: Be careful with 3D charts where 3D borders may add to the perceived area.
Example: Do not increase width and height simultaneously with the data values - while size
increases linearly, area is squared.
Example: Be careful with pictographs that use images of different sizes to represent quantities
(analog to simultaneously increasing width and height).
Do not use brightness to exaggerate areas.
Example: If the largest area is lightest and the smallest area darkest, the perceived differences
between the areas are increased.
3D graphs are fancy, but mostly misleading, especially if pie charts are used.
Avoid patterns and textures, e.g. striped patterns, that cause optical illusions or perspective effects that
distort areas.
Do not combine distortions.
Example: Do not combine brightness variations with area distortions like simultaneously varying
width and height.

Evaluating Visualizations
Problem: the visualizations in visual analysis research systems are NOT
charts; they are completely new types of visualizations.
Possible attributes to evaluate:
Legibility
Labels, colors, etc.
Understandability
Is it easy to understand what the visualization shows AND how to interact with
it?
Interpretability
Is the visualization easy to interpret? This might have to be based on
embedded ground truth
Scalability
Could the visualization be used for more/less information?

Can use guidelines from chart design to inform evaluation of these attributes

Evaluating Interactions:

from SAP

Evaluating Interactions
Nielsen’s heuristics still apply

http://www.useit.com/papers/heuristic/heuristic_list.htm

User control and freedom
Users often choose system functions by mistake and will need a clearly marked "emergency exit" to
leave the unwanted state without having to go through an extended dialogue. Support undo and redo.
Consistency and standards
Users should not have to wonder whether different words, situations, or actions mean the same thing.
Follow platform conventions.
Error prevention
Even better than good error messages is a careful design which prevents a problem from occurring in the
first place. Either eliminate error-prone conditions or check for them and present users with a
confirmation option before they commit to the action.
Recognition rather than recall
Minimize the user's memory load by making objects, actions, and options visible. The user should not
have to remember information from one part of the dialogue to another. Instructions for use of the system
should be visible or easily retrievable whenever appropriate.
Flexibility and efficiency of use
Accelerators -- unseen by the novice user -- may often speed up the interaction for the expert user such
that the system can cater to both inexperienced and experienced users. Allow users to tailor frequent
actions.
Help users recognize, diagnose, and recover from errors
Error messages should be expressed in plain language (no codes), precisely indicate the problem, and
constructively suggest a solution.

Evaluating Interactions
Also possible to think of what functions the interactions for
visualizations should provide:
Select: mark something as interesting
Explore: show me something else
Reconfigure: show me a different arrangement
Encode: show me a different representation
Abstract/Elaborate: show me more or less detail
Filter: show me something conditionally
Connect: show me related items
Toward a Deeper Understanding of the Role of Interaction in Information Visualization
Ji Soo Yi, Youn ah Kang, John T. Stasko, Member, IEEE, and Julie A. Jacko

Beyond “usability” of visualizations

What about insights?
Does a visualization provide an insight that the analyst did not previously know?
Does the visualization allow an analyst to see a pattern that was not (easily)
possible before?

How can this be measured?
Observing analysts performing a task
Or having a description of how a task was done

What would we measure?
Effort (number of views, number of interactions) that it took an analyst to arrive at
this insight
How intuitive it was for the analyst to find this particular path
Other ideas?

Other Metrics
Interoperability
Analysts won’t use the system if getting data in or getting data out is too difficult or
too time consuming

Collaboration
If analysts work in a group, then software has to allow for collaboration

Interrupt ability
Analysts work on more than one task. How easy is it to come back to the system
and figure out where you are in the analysis?

Completeness
How much of the analytic process does the tool support?
If not much, then it must be above and beyond any current functionality the analyst
has

Q&A
Any questions at this point?

Working Session
Form two groups
One group will act as analysts
The other will be evaluators

We will pair a number of evaluators with a number of analysts working to
solve a problem using Jigsaw (the system you were introduced to on
Monday)
Mark will take the “analysts” and I’ll take the “evaluators” and we will brief you
on your assignments
After the 2 hours allocated for you to work, we will ask for each
“evaluator/analyst” team to discuss how the task went from both perspectives

HINT: If you are having a hard time finding themes to
focus on, quickly (no more than 5 mins total) peruse the
“auxiliary” documents, pics, etc., for recurring themes,
then jump to Jigsaw
HINT2: Follow the butterflies…

Reports

Discussion
What did you learn in the working session?
Aspects of the data
What was good?
What was not so good / confusing?
Metrics used?
What works?
What doesn’t?
How did metrics match what the analysts thought about the
experience?

Summary

