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Abstract
The ability to find interesting patterns in sequential datasets
is important in both data analysis and knowledge discovery.
Shapes, such as spikes, valleys, and increasing lines, created
when graphing sequential data points are familiar to analysts
as a way of identifying trends and anomalous behaviors.
This work presents a set of common shapes that can be
used by visualization designers to assist users in discovering
patterns in data that may be interesting. Each shape
has a set of characteristics that can be used to rank their
“interestingness.” A way of identifying each shape and
the characteristics used to rank them are presented in this
paper. Our method of shape identification and ranking
was integrated into FeatureLens, a user interface to explore
and visualize features in collections of text documents. A
case study was conducted with a literary scholar to analyze
patterns of repetition in a modernist novel.

1 Introduction
Facilitating knowledge discovery and exploration within
large datasets has been the aspiration of numerous information visualization and data mining researchers. The
shapes created by sequential data as it changes can
be used to glean useful information from a dataset.
Shapes can be used in the correlation of behaviors
across multiple variables within a dataset. Different fields describe shapes in different ways. For instance, increasing or decreasing values in the stock market are called rises and drops, respectively. Similarly,
the rapid rise and fall of a value is identified as a
spike. Regardless of the discipline, data analysts are
familiar with the use of shapes to identify trends and
anomalies. The ability to classify, identify and rank
shapes increases the ability of information visualiza-

tion tools to assist in the analytical process. Previous
work has identified the importance of shape identification [agraw95],[lin04],[buono05],[hochh03] in the analytic process.
Although the importance of shape identification has
been well documented, a general set of shapes that can
be applied across fields to help facilitate knowledge discovery has not been identified. Agrawal, et al. presents
a shape definition language (SDL)[agraw95] that allows
for creation of shapes using a set of primitives, called an
alphabet. This is useful when users know exactly what
shapes they need to identify, but it is less suitable for
knowledge discovery. Similarly, Garogalakis, et al. use
regular expressions to build queries to identify shapes
of interest[garof99]. Other tools automatically extract
patterns of significance from the data [das98],[fu01], but
understanding the meaning of the extracted patterns
can be difficult.
The goal of this paper is to identify a general set
of shapes that can be incorporated into information
visualization tools to help facilitate knowledge discovery
and data exploration. In addition to the identification
of a general set of shapes, the paper enumerates a set of
characteristics associated with each shape that suggest
a particular behavior. These characteristics include but
are not limited to slope, absolute and relative change
and the angles that make up the shape. The value of
these characteristics can be used to rank shapes. By
ranking shapes according to a particular characteristic
“interesting” shapes can be identified and compared.
The ability to rank features based on some common
relationship has been shown to be helpful in assisting
users to find interesting features within a dataset[seo05].
For instance, given an increasing slope as the shape of
interest, the rate at which the line increases may suggest

a change in the white blood cell count in a patient over
some period of months. The increase may suggest a
serious condition, such as leukemia. In this case it may
be of interest to rank white blood cell counts according
to the rate of increase to identify patients that may
be at risk. This paper provides examples of the shape
characteristics that identify particular behaviors.
Section 2 identifies several classes of shapes and
how to identify and rank them. Section 3 details
the FeatureLens interface and case study. Section 4
discusses related work and Section 5 concludes with a
discussion of future work.
2 Shapes
The ability to classify, identify and rank shapes within
temporal datasets can facilitate exploration and knowledge discovery. This paper classifies shapes into seven
main categories. Shapes are classified as increasing, decreasing and flat slopes when the sequential dataset can
be closely approximated by a line. Otherwise spikes,
sinks, valleys, plateaus, gaps, rises or drops are used
to classify the shape. Below each class of shape is introduced, and sample calculations are given on how to
identify and rank them.

Figure 1: Increasing slope shape. The dotted red line
represents the regression line, line of best fit, calculated using
the points represented by the black line.

of the points. The linear regression is shown by the
red dotted line. Once the linear regression has been
identified as an increasing, decreasing or constant slope,
a goodness of fit calculation can be used to rank the line
2.1 Increasing, Decreasing, and Flat Slopes in comparison to other increasing slopes. The goodness
The first classification of shapes is slope. Slope shapes of fit calculation is used in FeatureLens to rank the slope
are identified using a line of best fit approximated over shapes. The other characteristics mentioned previously
a sequential dataset. They are divided into three types, could have also been used.
increasing, decreasing, and flat. Increasing, decreasing,
and flat slopes can be identified as variables of growing, 2.2 Spikes and Sinks A spike can be informally
decreasing, and unchanging importance, respectively. defined as a sharp increase followed by a sharp decrease
This may be exhibited across time or a set of sequential in the value of a single variable. A sink is just the
segments, such as the chapters in a book. These opposite: a sharp decrease followed by a sharp increase.
classifications of shapes can be identified by using a The proposed method to detect spikes and sinks is
linear regression analysis. The slope of the linear to consider the mean and standard deviation of each
regression identifies the distribution as an increasing, sequential dataset. A spike or a sink is then defined as
decreasing, or constant slope, if it is greater than, less one data point that is outside the confidence interval
of the distribution. With this definition, the standard
than, or close to zero, respectively.
Several characteristics exist that can be used to deviation automatically defines a threshold which is
rank slopes. Slope can be ranked according to their well-adapted for steady as well as noisy datasets. If
rate of change or absolute change between first and the dataset contains a lot of variations, the standard
last values in their dataset. Another characteristic that deviation will be high and thus, a spike or sink will be
may be of interest is the goodness of fit, a measure of detected only if the data point is “far” from the other
how well the linear regression estimates the data points. points.
The characteristics of a spike or sink that describe
Each characteristic describes a particular behavior of a
slope shape and they can be used to rank the shapes, behaviors of interest may include the number of spikes
or the magnitude of the shape. The magnitude is given
identifying those that may be of the most interesting.
Figure 1 shows how a slope shape can be identified, by
Pn
M AX − n1 i=0 xi
in particular an increasing slope. The black line displays
σ
a set of temporal data points relating to a single
variable. The points are used to calculate a linear which is the same calculation used to identify spikes.
regression, which offers an approximation of the slope M AX is the maximum value in the dataset and σ is

Figure 2: Spike shape. The spike and sink shapes are

Figure 3: Rise Shape. Rise and drop shapes are identified

identified using the distance between a maximum point and
the mean of the dataset. The distance is measured in
standard deviations. The red squared line is the max point,
and the dotted red line is the mean of the points. The blue
I-bar represents a single standard deviation.

using an abstraction. The abstraction is created by dividing
the graph into 3 equal non-overlapping sections, yellow,
green and pink, labeled A, B and C respectively. Each point
on the line is assigned a letter according to the section it falls
within. The sequence is used to identify the shape. The rise
seen in the figure is represented by an increasing sequence
of letters.

the standard deviation. When sequential datasets are
ranked by the distance of the farthest outlier point to
the mean, expressed in standard deviations, the datasets
that contain the biggest spike and sink will appear at
the top of the ranking, this method of ranking was use in
FeatureLens. Figure 2 illustrates this way of identifying
spikes. This method of calculating spikes is helpful in
identifying anomalous behavior in a dataset in relation
to the rest of the points.

by an abstraction consisting of a increasing sequence of
letters, and a drop decreases. Drop and rise shapes are
slope shapes with poor linear approximations, but by
using the heuristic you eliminate the slopes that consistently decrease or increase.
The heuristic describe above can be used to identify
a drop or a rise, and once identified the shape can be
ranked according one of several characteristics. One
such characteristic is the size of the change measured by
2.3 Rises and Drops Rises and drops are shapes the difference between the mean of the values occurring
that depict the sudden increase or decrease in the values before and after the change. The formula for this
of a variable in a temporal dataset. Rises and drops ranking is given by the equation
differ from increasing and decreasing slopes, because
n
n
1X
1X
the increase or decrease, respectively, is sharp and
|
Ai −
Ci |
n i=0
n i=0
not gradual. A set of values that start low, sharply
increases and remains high is classified as a rise. A
drop is the opposite of a rise. Rises and drops are where Ai and Ci are the values that mapped to those
best identified using a heuristic that simplifies the letters in the heuristic. The greater the distance
identification process to parsing a series of characters. between the mean measurements the higher a shape will
In Figure 3 a rise is shown. The figure describes the be ranked. Another characteristic that can be used to
heuristic that can be used to identify drops and rises. rank these shape is the slope of the change. FeatureLens
The graph is divided into 3 equal sections that represent uses the different between the mean of the values before
a discrete range of values. These sections are used to and after the change to rank these shapes.
create an abstraction, a sequence of letters, that represents the shape created by the values associated with a 2.4 Valleys,
Plateaus,
and Gaps Valleys,
variable. The shape in the figure is represented by the plateaus, and gaps represent the temporary changes in
sequence “AAAAABCCCCC”, where each letter repre- the sequential dataset. A valley is characterized by a
sents the section a value falls within. A rise is described sustained decrease in value followed by an increase and

Figure 4: Valley Shape. The valleys, plateaus and gaps can
be identified using an abstraction created by assigning letters to continuous non-overlapping sections of a graph as depicted in the figure. Each point is assigned a letter according
to the section it falls within. The valley shown in the figure
is represented by the abstraction, “CCCBAAAABCC.”

a plateau is the opposite of a valley. A gap is a valley
where the value decreases to exactly zero, remains zero
for a period of time and increases to a nonzero value.
Valleys, plateaus and gaps differ from spikes and sinks
in that the high or low value is sustained for a period
of time.
Figure 4 is similar to Figure 3, because valleys,
plateaus and gaps can be identified in a similar way as
rise and drop shapes are identified. An abstraction represented by a sequence of letters identifies the shape and
these shapes can be ranked according to the characteristics described below. In the figure above the the valley
is represented by the sequence “CCCBAAAABCC.”
These shapes are ranked by different characteristics
depending on which behavior of most interest. The
depth of the valley (or the height of the plateau) may
be also be used for ranking, as well as the width of the
valley or plateau. The equation given in sub-section
above expresses the depth and height of the valley and
plateau, respectively.

but rarely to support new ways of interpreting the text
[plaisant06]. With the development of digital libraries,
scholars gained the ability to retrieve and search large
bodies of texts, images, and multimedia materials online. The ability to search for keywords or phrases in
collections is now widespread, but such searches only
marginally support discovery. Researchers must still
know what to search on, relying on their notes and own
memories from previous readings to find “interesting”
facts that inspire them to elaborate upon or diverge
from existing analysis of the texts.
Text mining tools are improving researchers’ search
options by suggesting potentially interesting patterns to
examine. Scholars are able to accept genuinely interesting patterns and reject those that aren’t. Unfortunately,
text mining algorithms typically return a large number
of patterns that are difficult to interpret out of context.
FeatureLens [don07] combined data mining and visualization. It enhances scholars’ ability to interpret text
mining results by allow them to browse the patterns,
see where they occur in the text collection at different
levels of granularity, and read the text. FeatureLens has
been used with a variety of texts, e.g. a collection of the
State of the Union addresses of George W Bush (Figure
5) or to analyze Gertrude Stein book, The Making of
Americans. Our current prototype uses data mining to
find patterns that are repeated words and repeated patterns of 3-grams. Our shape search is then used to study
the evolution of those patterns over the linear structure
of the text collection, to find interesting patterns that
may increase, decrease, spike etc.

3.1 Analytics The conversion of unstructured text
to patterns was performed using the D2K (Data to
Knowledge) environment with the T2K (Text to Knowledge) components created at NCSA/UIUC. It offers a
visual programming environment that allows users to
connect programming modules together to build data
mining applications and supplies a core set of modules,
application templates, and a standard API for software
component development. In our case study our literary scholar partner asked to be able to look for patterns of repetitions. FeatureLens’ development team
created several new D2K modules to find two types of
patterns: frequent words (as shown in Figure 5) and frequent itemsets of n-grams, which capture the repetition
3 Integration into FeatureLens
of exact or similar expressions in a text or collection
Our method of shape identification and ranking was
[don07] using the CLOSET algorithm [pei00].
integrated into FeatureLens, a user interface to explore and visualize features in collections of text doc3.2 Visualization To facilitate the browsing and inuments. A case study was conducted with a literary
terpretation of the patterns returned by the data algoscholar to analyze patterns of repetition in a modernist
rithm FeatureLens combines the following functionalinovel. In the Humanities, software is now commonly
ties: a visual overview of the entire collection, a list of
used to encode and provide access to text collections

Figure 5: The original FeatureLens with a collection of State of the Union speeches from George W. Bush. Three patterns
(the frequent words america, people, world and country) have been selected; their usage in the text can be compared. The
original interface lacked shape identification and ranking. The length and frequency are used to rank the n-grams. The
buttons that appear in the upper portion of the panel on the left indicate whether frequency or length will be used to rank
the shapes and the order, ascending or descending, they will appear in the list.

patterns which can sorted by various attributes, usage
distributions of patterns across the collection, side-byside comparison of patterns, and a reading area to see
each occurrence of the patterns in context. See Figure
5.
The overview of the entire collection is shown by
a set of columns in the middle of the display. The
collection is divided in sections based on XML tags or
file directory structure. In the case of Figure 5 each
section is one of the 8 State of the Union Speech of
President Bush’s (there were two in 2001).
Patterns are listed on the left. By default the
patterns are sorted by frequency so the most frequent
patterns appear at the top of the list (not surprisingly
single words like “America” appear near the top).
Buttons above the list control the sorting of the list (e.g.
by length of the pattern in Figure 6). When a user clicks
on a pattern, its usage in the collection is shown. In the
overview, color bars indicate where the pattern occurs
in each speech. Since each bar corresponds to a text
passage (e.g. here a paragraph) color intensity is used
to convey how often the pattern occurs in that passage.
On the right the text is displayed, scrolled automatically
to the 1st occurrence in the text, with the pattern(s)
highlighted. When users click on the overview they
can read the other passages where the pattern occurs.
Finally, a line graph shows how the frequency of use
changes over the collection (i.e. over time in this case).
It is the shapes of those frequency distributions that we
analyze and search with the methods described in the
first section of this paper. Users are able to see where
patterns occur across the different sections.
3.3 Shape Search The shape search was easily integrated into FeatureLens user interface by including
additional sorting options for the list of patterns.
Figure 7 shows the new FeatureLens interface. The
shape identification is incorporated into the left panel,
and each of the shapes is represented by an icon that
resembles the shape. Only sinks, spikes, drops, rises,
constant, increasing, and decreasing slopes and valleys
were incorporated into the tool. Shapes are ranked
according to a set of predetermined characteristics,
which determines the sorting order of the patterns in
the list. Here we chose to rank the slope shapes by the
goodness of fit of the linear regression and the rise and
drop shapes by the absolute change. The sink and spike
shapes are ranked according to the height characteristic,
measured by number of standard deviations from the
mean. The length of a valley’s gap is the characteristic
used for its ranking. In the future a user may need
options to select the sorting characteristic.
The first set of buttons searches for shapes in the

distributions of word frequencies across all sections in
the dataset. For example, it will search across all
speeches, i.e. over the years. The second set of buttons
searches for shapes within a single section, i.e. within
individual speeches.
3.4 Example of findings To date, FeatureLens has
been used with four collections. Analysis of President
Bush’s State of the Union Addresses shows that his
usage of the terms budget, citizens and america remain
relatively constant during his term as President (Figure
9.) These terms were identified by sorting by the
flatness of the slope shapes, bringing patterns with flat
(close to zero) slopes to the top of the list.
Figure 8 shows an increase in the usage of the words
good, freedom, war and terror following 9/11 followed
by a decrease in the following year. These terms were
identified by using FeatureLens’ spike identification
feature.
The next example, shown in Figure 10, comes from
the book Gamer Theory. All terms spike in the third
chapter which indicates that each of the terms is unique
to that chapter. It happens that this chapter is about a
video game in which a prince rolls around a ball called
a Katamari. Similarly, Sisyphus is a king from Greek
Mythology that was cursed to roll a ball up a hill for
eternity.
3.5 Literary Analysis Case Study FeatureLens
was originally designed for literary analysis. A literary scholar acted as our design partner throughout the
project and tested the interface regularly while conducted her own work. Tanya Clement, is a doctoral
student from the University of Maryland English Department. Her work deals with the study of The Making of Americans by Gertrude Stein, which consists of
517,207 words - 5,329 of them unique. In comparison,
Herman Melville’s Moby Dick consists of only 220,254
word - 14,512 of them unique. Stein’s extensive use
of repetitions renders The Making of Americans one of
the most difficult books to read and interpret. Literary scholars are developing interpretive hypotheses on
the purpose of this text’s repetitions. Using FeatureLens for this analysis provides us invaluable insights as
to the benefits and limitations of FeatureLens.
The tool allowed the user to find new ideas, which
appear in a random manner across the book, which were
meaningful to someone who is acquainted with the book.
One of the findings that shape identification allowed
is depicted in Figure 7. It showed that the chapters,
which were associated with domestic terms, were also
the ones where the only female child appeared, whereas
these terms did not appear in the chapters associated

Figure 6: Figure 1.The list of patterns can be sorted by length, revealing long patterns of co-occurring 3-grams in the
collection. A tool tip shows the entire pattern and gives an example of use.

Figure 7: FeatureLens. The left panel contains a set of controls used to search for the shape within the collection. When
a button is selected, the ranked shapes appear in a list below the button panel. The center panel shows the distribution of
frequency of a particular word or n-gram across the collection. The right panel shows one occurrence of a word or n-gram
in the context where it appears in the text.

Figure 8: Example of correlated spikes from State of the Union Addresses

Figure 9: Example of constant slope from State of the Union Addresses

Figure 10: Example of correlated spikes from Gamer Theory

with the other two male children. The tool also allowed
the discovery of the usage of the concepts of failure and
success in the book, which appeared not to be associated
with business but with marriage. This is shown by the
presence of spikes in Chapter 5 of the book. The other
figures depict several more examples.
Figure 11 shows several decreasing slopes from the
book The Making of Americans. All these terms refer to
family, so the conclusion could be made that the family
diminishes as a topic as the book progresses. These
terms were found by looking for decreasing slopes.
4 Related Work
Research in the area of shape and pattern identification
in temporal datasets has been going on for several years.
Methods of identifying and describing shapes have been
researched and visualizations have been created to assist
in the identification process. Agrawal, et al. present a
shape definition language (SDL) [agraw95] to allow for
the identification of shapes based on an alphabet. Similarly, [garof99] presents regular expressions as a way to
query a dataset for a pattern of interest. VizTree [lin04]
is an information visualization tool that supports pattern discovery in large datasets based on augmenting
suffix trees. TimeSearcher 1 [hochh03] utilizes angular
queries and time boxes [hochh04],[keogh02] , and TimeSearcher 2 [buono05] just the latter to identify patterns
of interest. [padma96] uses first order temporal logic to
identify patterns. Each of these tools excel in the field
that they were designed for. The ability to classify, identify and rank shapes of interest can enhance these tools
and help to overcome some of their shortcomings.
SDL’s alphabet consists of a set of fundamental
parts that describe a transition from one point to
another. These fundamental parts can be used to
create complex shapes. Using their alphabet a spike
could be described as “Up, up, down, Down” or “Up,
Down.” The difference between “slightly” and “highly”
increasing, “up” and “Up”, respectively, is represented
by a range signifying the amount of variation from point
to point. The SDL offers a good way to describe a
large number of complex shapes that may be of interest
to an expert, but it lacks the granularity to describe
more specific behaviors that may be of interest in the
exploration of a large dataset, such as describing the
exact slope of the line between two points. The inability
to rank results returned by the query and absence of
a set of predefined shapes limits its ability to facilitate
knowledge discovery. The addition of a set of predefined
shapes and more granular control over the characteristic
would enhance the capabilities of the SDL. SPIRIT
which utilizes regular expression to identify shapes and
Padmanabhan et al. which uses first order temporal

logic suffer from the same problems as SDL.
Their are other tools that do more than just identify
shapes and patterns, but shape identification is instrumental in there success. Tools such as TimeSearcher
1 & 2 allow for shape identification by using existing
patterns in a dataset and utilizing angular queries to
locate a shape by its slope. VizTree supports real-time
anomaly and motif detection. This paper is unique in
that it describes a set of shapes the can be used to help
identify interesting patterns and anomalies. These are
common shapes that are well understood and familiar
to most data analyst. Therefore, by supplying a set of
shape characteristics each shape can be compared and
their “interestingness” can be quantified.
Some tools attempt to define a single definition for
interesting and this limits their usefulness. The shapes
that are of interest change across datasets and no single
definition can be useful on all datasets. For instance,
Dubinko et al. working with Flickr Tags as their dataset
identify interesting as “the tags during a particular
period of time that are most representative for that
time period[dubin06].” This definition may not apply
to other datasets. In some situations the interesting
pattern or shape may represent an event. PatternFinder
allows for search and discovery of temporal patterns
in multivariate and categorical datasets [fails06]. In
many cases these patterns represent medical events and
they can be represented as shapes. Other tools analyze
the dataset to pull out features that are identified as
interesting by a particular algorithm. For example,
Fu, et al. use clustering techniques to find patterns
that may be of interest [fu01]. Techniques like this
limit a user’s ability to participate in the identification
process and may cause numerous shapes of interest to
be overlooked.
The characteristics of the shapes offer a general
framework to help analysts define what is interesting
about a shape for a particular dataset.
5

Future Work

Examining these small sets of shapes has shown how
shapes can be identified and how the characteristic used
in the ranking of the each shape changes depending
on the given information. Future work should attempt
to increase the set of interesting shapes. This may be
done by surveying different fields to see how anomalous
or interesting behaviors are classified in datasets. In
addition to expanding the set of interesting shapes,
each shape has a set of characteristics that identify
a particular behavior in a variable that should be
identified. The use of shape identification may assist in
the creation of useful abstractions that can be applied
to different hard problems.

Figure 11: Example of decreasing slope from The Making of Americans
tories, In the Proceedings of IEE Symposium on Visual
Additional
information
and
demonAnalytics Science and Technology, (2006).
strations
can
be
found
online
at
[fu01] T. C. Fu,F. L. Chung, V. Ng, and R. Luk, Patwww.cs.umd.edu/hcil/textvis/featurelens.
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